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Abstract

This work proposes solutions to overcome limitations that asset managers may
find when employing Bayesian networks to model stress events in banking. It
is divided into three parts, each treating problems of a different nature. The
first part proposes a consistent procedure, both mathematically and with the
asset manager’s views of the economy, to assist them on the elicitation of the
conditional probabilities needed to construct the Bayesian network. It does not
reduce the number of inputs of each conditional probability table but allows
the user to provide quantities which are cognitively easier to estimate. A re-
sult which is necessary for the generalisation of this method is proved. In the
second part, procedures to model certain causal-effect relations which consider-
ably reduce the number of inputs are proposed. This partly makes use of causal
independence and partly makes use of a type of relation also modelled in that
chapter. Finally, the last part proposes three numerical methods to simulate
the joint probabilities of the variables of a net whilst approximating or keeping
some of the conditional probabilities previously elicited by the user. The first
two make use of the technique of weighted Monte Carlo in a different manner
as it is normally used in financial applications. Last we propose a third method
which is simpler and computationally considerably more efficient. None of the
results developed here are exclusive to their application. They can be used for
other applications that make use of Bayesian networks. Furthermore, as it is
argued in the last part, the numerical methods can be used for far more general
settings than Bayesian networks.
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Chapter 1

Preliminaries

1.1 Bayesian networks to model stress events in
banking and topics explored in this thesis.

The idea of using Bayesian networks to model stress events in banking was
originally proposed by Dr. Riccardo Rebonato in Rebonato (2010a). The corner-
stone of his approach is to incorporate the portfolio manager’s views about the
current situation of the world1 into the P&L distribution used for portfolio di-
versification in an intuitive and mathematically consistent manner. Within this
approach, the P&L distribution is divided into two parts. The first correspond-
ing to the ‘normal’ periods2 of the economy and the second corresponding to
the exceptional but possible events that the manager considers to be plausible
in the near future.

The first part of the distribution is obtained through past statistical data
using traditional statistical techniques, once any outliers have been removed.
Therefore, the approach assumes that, in ‘normal’ conditions, the economy fol-
lows a regular pattern, and hence one can consider the P&L distribution to be
stable over the time. The outliers are removed precisely for this reason: they do
not correspond to ‘normal’ situations and thus should not be included in the
‘normal’ part of the distribution.

As is convincingly argued in Rebonato and Denev (2011, tbp), there is no
reason to believe that all the exceptional situations to which these tail events
correspond share a sufficient number of common patterns to be modelled simul-
taneously (e.g. through a single probability distribution as it is done with the
‘normal’ situations). The framework of Bayesian nets is therefore introduced to
model these situations since it is entirely flexible in this respect (and others): the

1The views are not only about the economy but about any situation that could influence
it, such as geopolitical situations according to Rebonato and Denev (to be published) (tbp).

2Using the same terminology as in Rebonato and Denev, (2011)
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net is designed by the manager to include the plausible but exceptional drivers,
non inherent to ‘normal’ situations, which would have a great effect on the value
of the portfolio should they occur given the current state of the world.

The construction of the network makes use of the manager’s understanding
of how the events affect each other in two ways. First the net is built identifying
which variables directly cause others. E.g. suppose the manager has identified
three events A, B and C such that A directly causes B and B directly causes C
Then A causes C but the manager has to decide if all the influence of A over C
is that coming from B or if there is a different way in which A could influence
C. In the first case A would not directly influence C, whilst in the second it
would. For illustrative reasons, from now on, let us suppose that A does not
directly influence C.

The second way in which the manager’s knowledge comes into the net is
based on the probability assessment of the causal relations. In the example
above, the asset manager would subjectively elicit the probability of A, the
probability of B given A and the probability of C given B . Although in general
the probabilities are subjectively elicited, it could happen that they can make
use of some statistical data, for example, when eliciting the probability of A
(the root event). One can confirm their assessment through past data but in
general, and especially for the other two conditional probabilities, reliable sta-
tistical data (if any) is not available (the stress events are not only extraordinary
but they may only occur given the current situation of the world). This way, the
manager’s views are modelled through a mathematically consistent framework.

Nowadays this is of special relevance as there is a growing interest among
both practitioners and regulators to increase the importance of these points of
view when judging plausible future scenarios. As the current and previous dis-
tress periods have shown3, many portfolio management techniques based only
on past statistical data break down in the presence of stress events. They lack
the intuition of the manager which comprises not only their knowledge but also,
and especially, their future perspectives of the world. Despite this advantage,
when it comes to applying Bayesian networks to model these types of events,
there are also some limitations.

The process of subjective elicitation of conditional probabilities faces several
challenges4. For example, the number of conditional probabilities of a certain
variable grows linearly with its number of parents (i.e. its direct causes; in the
example above, A is the parent of B and B is the parent of C.). If m is the
number of parents of a variable X, the number of conditional probabilities of X
to elicit is 2m (assuming all variables are binary, which shall be assumed for the
whole thesis unless otherwise stated). When m is five or more, this task proves
rather difficult, if possible at all, not only because of the large number of proba-
bilities but because human reasoning is not well prepared to assign conditional
probabilities of these orders of conditioning (see Rebonato and Denev (tbp) for

3When writing this, the period of economic crisis that started in 2007 is still present and
it is not yet clear how long it shall last.

4Note that in this thesis the marginal probability of root events is considered, for conve-
nience, as a ‘zero-order conditional probability’.
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more details). In the third chapter of this thesis we explore the method of causal
independence to reduce the number of these probabilities when certain common
causal relations are present in a net. This procedure was motivated from the
suggestion of Dr. Rebonato, as were most of the others.

When the number of parents of a certain variable X is below five, another
limitation can be found (it can in fact be found for any m, but when m is large
there is also the size limitation to consider). The fact that this number is low
does not mean that the asset manager will feel confident enough to assign the
value of some (or all) of the conditional probabilities of X. However, it is more
likely that the manager knows how to approximate the value of some of the
probabilities of X given a subgroup of its parents. For example, estimating the
probability that the FTSE falls by more than 5% if there has been an abrupt
shock in the UK economy can be easier than estimating the probability that the
FTSE does not fall by more than 5% if there has not been an abrupt shock in
the UK economy and QE3 has been approved and Greece has not defaulted5.
The second chapter of the thesis deals with how to obtain original conditional
probabilities making use of what we shall call lower order conditional probabil-
ities.

As was mentioned above, the original purpose of using Bayesian networks is
to obtain the P&L probability distribution for distressed states of the economy.
What we obtain through the Bayesian net is the joint probability of the variables
included in it, which can be easily translated into the P&L distribution through
numerical methods (e.g. Monte Carlo). The former probability distribution is
straightforward to obtain once all the aforementioned conditional probabilities6

have been computed through the mathematical expression that relates them
(shown in next section). However, the number of configurations of all the states
of the variables from the Bayesian net is 2n, where n is the number of these
variables. The mathematical expression mentioned above has to be computed
for each configuration of them and, every time, it makes use of a different com-
bination of the conditional probabilities of each variable. This task can become
computationally expensive when the number of nodes in the net is large.

Furthermore, several Bayesian networks can be joined (see Riccardo and
Denev (tbp) for more details), creating a very large net which, since the num-
ber of combinations grows exponentially with n, implies a very high computa-
tional effort. In order to reduce it, numerical methods which approximate the
distribution can be applied (e.g. Monte Carlo). However, ordinary numerical
methods (i.e. techniques not designed for our purpose which can be applied to
Bayesian nets) do not keep, or even closely approximate, the conditional prob-
abilities elicited by the user. What we propose in the fourth chapter is three
numerical techniques with these properties: approximating the distribution of
the variables, at the same time that the value of certain conditional probabilities
chosen by the user is fixed or well approximated.

5At this moment in time they are all plausible events that would have a sizeable effect on
some portfolios.

6For clarity, not the lower conditional probabilities but the original conditional probabilities
the user elicits when constructing the net.

3



1.2 Introductory concepts on Bayesian networks
and notation

In this introductory section the main results about Bayesian networks are
introduced and the notation used in the thesis is introduced with these concepts.

Definition 1.1. Bayesian network

A Bayesian network is a directed acyclic graph.

In our causal interpretation, it is a graph (set of nodes connected by arrows)
where the arrows point from a cause to an effect and where no cycle (a path
that starts and ends on the same node when following arrows that start from
it) is present. For an illustrative example we refer the reader to Figure 4.1 in
section 4.8. In fact, if the reader is not familiarised with the concept of Bayesian
nets, looking at this figure would considerably help their understanding of the
section (and therefore of the thesis).

For the purpose of this report, a Bayesian net represents random variables,
causal relations between them and their conditional dependency.

Definition 1.2. Conditional independence (of single variables)

Let A, B and C be three random variables which take states a, b and c. In
our binary setting, theses states can be identified with T and F (true and false)
or, equivalently, 1 and 0. Variable A is said to be conditionally independent of
C if

P (A = a | B = b, C = c) = P (A = a | B = b) for all states a, b and c .

In the example in the previous section, variable C was conditionally inde-
pendent of A. This can be interpreted as meaning that all the dependence of C
on A is given by the dependence of C on B. Note that in the following, letters
A, B, C, etc. may denote different in each example or definition. Their mean-
ing shall be made clear when they are used. Capital letters are used to denote
variables and small letters are used to denote states of variables.

As a second example, in Figure 4.1 variable L is conditionally independent
of variables A, B, C, D and E. As is depicted in this figure, the separation
between variable L and those variables which it is conditionally independent of
can be obtained through different combinations of the nodes ‘above’ L (nodes
following the opposite direction the arrows point at, starting from L). In fact,
conditional independence can be made more general than in the definition above.

In order to generalise it, let us first introduce the concept of d-separation
which formalises the (in)dependence between variables in a Bayesian network.
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For the following we suggest that, if the reader is not familiarised with Bayesian
nets, they have a look at the aforementioned figure to understand the meaning
of the arrows now introduced.

Definition 1.3. d-separation (of a path)

Let S be a set of variables of the Bayesian network and A and B variables
of the net not contained in S. Then, a path p connecting variables A and B (a
path does not necessarily have to follow the direction the arrows contained in
it point to) is said to be d-separated by S if one of the following holds:

(1) The path p contains a chain (or serial connection), I → M → J , or a fork
(or diverging connection), I ←M → J , such that the middle node M is in
S.

(2) The path p contains an inverted fork (converging connection or collider),
I → M ← J , such that the middle node M is not in S and such that no
descendant of M is in S 7.

As abstract as this definition may sound, it can be easily interpreted through the
following examples. In the example in the previous section the path p ≡ A−B−C
joining A and C was d-separated by S = {B} because A→ B → C is a chain in
p where B ∈ S. In Figure 4.1 the path p ≡ C −E − I − J −L joining C and L,
for example, is d-separated by S = {G,F, I} because E → I → J is a chain in p
with I ∈ S. Note that the definition above did not require us to find a chain in
p starting from C and ending in L. Many chains can be chosen and many sets
that d-separate p can also be chosen, such as {G,F, J}, {F}, {G,H} etc.

Similarly the path p ≡ B −D − F − E − C joining B and C, for example,
is d-separated by S = {D} because D → F ← E is an inverted fork in p with
F,M,L,K /∈ S. This makes the definition above clearer (no example of a con-
verging connection is given because it is clear how to proceed) and it can be
extended to paths starting from a set of variables and ending in a different set
of variables instead of single variables.

Definition 1.4. d-separation

Let S1, S2 and S3 be disjoint sets of variables in the Bayesian network. Then,
S2 d-separates S1 and S3 if every path from S1 to S3 is d-separated by S2.

This general definition allows us to know when two sets are conditionally
independent in general.

7A descendant of a variable M is a variable to which one can arrive following the arrows
departing from M . In the small example of previous section B and C are descendants of A.
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Theorem 1.5. Conditional independence

Let S1, S2 and S3 be disjoint sets of variables in the Bayesian network. If
S2 d-separates S1 and S3, then S1 and S3 are conditionally independent given S2.

Conditional probabilities and conditional probability tables

By construction, each variable in a Bayesian network has a set of parents
(if the variable is a root event the set is empty). For every variable A the user
of the net has to fill in the so called conditional probability table (of A). If
B1, ..., Bm represent the parents of A, the 2m conditional probabilities that the
table comprises of are

P (A = a | B1 = b1, ..., Bm = bm)

where the parents take any combination of their states and A only takes one
state for each combination of states of the parents. It is sufficient to assign the
conditional probability of A given each combination of states of the parents just
for one state of A because the other conditional probability, corresponding to
the other state of A, can be obtained by the following relation:

P (A = T | B1 = b1, ..., Bm = bm) + P (A = F | B1 = b1, ..., Bm = bm) = 1
(1.1)

Let us now introduce a different concept, adapted to our needs, which is
constantly used throughout the thesis.

Definition 1.6. Variable ordering (topological ordering or topological
sorting)

Let V1, ..., Vn represent the variables of a Bayesian net. Then a topological
ordering of such variables is as follows: for all Vi1 and Vi2 such that Vi1 → Vi1 ,
we have that Vi1 lies before Vi2 in the ordering (where i1, i2 ∈ {1, ..., n} distinct
from each other).

In the following, often and even when not stated, the variables of the net are
supposed to be ordered. In Figure 4.1, an example of variable ordering (which
is also used for the simulations) is V1 = A, V2 = B, V3 = C,..., V13 = M (the
alphabetical order in the figure is a topological ordering).

The concepts described so far now allow us introduce the mathematical ex-
pression that relates the inputs that fill in the probability tables and the joint
probabilities of the variables of the net.
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The master equation8

Let V1, ..., Vn be the variables of a Bayesian net for a certain topological
ordering. Then, due to the conditional independence depicted by the net, the
joint probability of its variables can be calculated as

P (V1 = v1, ..., Vn = vn) =

n∏
i=1

P (Vi = vi | pVi = pvi) (1.2)

where pVi represents the parents of Vi and pvi represents the configuration of
them in the joint probability on the LHS, for i = 1, ..., n.

The conditional probabilities in the master equation are the inputs of the
conditional probability tables. Therefore we shall refer to these conditional prob-
abilities as master conditional probabilities. In chapter 2 the aforementioned
lower order conditional probabilities are defined.

There is an essential theorem that ensures that the master conditional prob-
abilities can take any value in [0, 1] if they all satisfy (1.1). We refer to it as the
no-constraints theorem and it is the following.

Theorem 1.7. The no-constraints theorem

The necessary and sufficient condition for the joint probabilities of the vari-
ables of a Bayesian net (given by the master equation) to lie in [0, 1] and sum
up to one is that the master conditional probabilities are in [0, 1] and that they
all satisfy expression (1.1).

These are the concepts that shall be used throughout the thesis. If the reader
is interested in further concepts about Bayesian nets or the proofs of the theo-
rems they can refer to Jensen (2007), Moore (2001) and Pearl (2009). For the
application of Bayesian nets to model stress events in banking the reader can
refer to Rebonato (2010a), Rebonato (2010b), Rebonato and Denev (2010c),
Rebonato and Denev (2011) and Rebonato and Denev (tbp).

The meaning of letters n and m shall vary through the thesis. However, in
chapters 1 and 4 they represent the number of variables in the Bayesian net and
the number of parents of a variable A. Then, for the purpose of mathematical
style, their meanings are changed (sometimes swapped) in chapters 2 and 3.
The meaning of each is made clear when they are introduced in the sections.
The rest of variables change their meaning throught the thesis.

8Following the terminology of Rebonato and Denev (tbp), as it shall be followed for all
other terms and theorems in the remaining part of the section.
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Chapter 2

Alternative and incomplete
information

One of the problems that an asset manager can face when building a Bayesian
network is that they do not know how to elicit some of the conditional probabil-
ities of a certain variable. In the following we propose a powerful procedure to
obtain or estimate the values of these unknown mcps1 in terms of cps of lower
order of the same variable. This allows the manager’s opinion to be included in
the probabilities in flexible ways. The method exploits some basic probability
results which have to be respected by any probability distribution. Therefore, no
assumption other than providing the necessary information through the mcps
and lcps is needed. This way it produces results that satisfy necessary mathe-
matical relations as well as agreeing with the beliefs of the manager.

The chapter is divided into four sections. The first gives a very simplified
analysis of the reasons for which eliciting lcps is an advantageous way of ap-
proaching the assignment of mcps when some of them cannot be assigned. The
second introduces the law of total probability in the two formulations that shall
be used here. The third and the fourth are the main sections, where the method
is constructed and explained.

The first half of section 2.3 describes the general procedure, making use of an
analysis of the two parent case to show the problematic situations the method
faces. Then, in the second half, the boundaries on which the method is based
are built for this special case of two parents and they are analysed.

The last section generalises the result for when the variable at hand has n
parents. As is mentioned in section 2.3.4, the boundaries depend on the needs
of the user although they can be constructed in a systematic way. Therefore the
generalisation does not propose any boundaries, rather, it proves that they can
be obtained in a similar way to that of section 2.3.4. Furthermore, the result
is proved in a constructive way, showing how to find the boundaries for any

1Please, see remark on notation below.
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situation. Remarkably, the proof also shows the interesting mathematical result
that a single conditional probability cannot be obtained from any number of
probabilities of the same variable conditioned on some of its original condition-
ing variables.

As is pointed out at the end of the proof, the result is general but can be-
come very cumbersome when there are more than, say, four parents. This is not a
problem as this method does not reduce the number of conditional probabilities
to be elicited, 2n, and therefore, for our application we shall not use the result
when the n > 4. Remember that when using Bayesian networks to model stress
events in banking, the elicitation is mainly a cognitive process and therefore it
is not viable to ask the manager to assign more than, say, 16 probabilities for
the same variable. However, when the number of nodes is larger than four, it
may be applicable in combination with other techniques such as those proposed
in chapter 3.

For more elicitation techniques, including the ones proposed here, see Re-
bonato and Denev.

Remark on notation

Due to the large number of times that several terms are mentioned and due
to their lenght and similarity we have decided to write them as acronyms. They
are the following:

− mcps. Master conditional probabilities. These are the classic inputs of the
conditional probability tables of every variable of the Bayesian net.

− mcp. Master conditional probability.

− lcps. Lower conditional probabilities. This term is defined below.

− lcp. Lower conditional probability.

− cps. Conditional probabilities. It shall be used indistinctively for condi-
tional probabilities but in each case the probability it refers to is clear.

2.1 Calculating master conditional probabilities
from lower order conditional probabilities

To use this method, the asset manager must assign values to lcps of the
same variable as the mcps that they cannot elicit. Then, the method is used
when assigning the probabilities of a certain variable but when at least one can-
not be determined. Hence, the only relations shown between all the variables of
the chapter are direct parent-child relations. Let us now formalise what the lcps
are a little more explicitly in order to justify why this methods proposes a very

10



natural way to overcome the lack of information.

Under the same notation as in the preliminaries, we denote by

P (A = a | B1 = b1, ..., Bn = bn)

any master conditional probability of A = a given its parents B1, ..., Bn in the
configuration b1, ..., bn. Therefore, what we call a lower conditional probability
is a probability of A = a given some, but not all, of its parents being in a certain
state. For example,

P (A = a | B1 = b1),

if m was larger than or equal to 2.

These types of probabilities are, at least in our application, cognitively much
easier to elicit than the mcps. For instance, let us consider the situation depicted
in Figure 2.1 (a subnet of a net from the current version of Rebonato and Denev).

B1: EU Rescue
Package

''

B2: Peripheral
Spreads Widen

ww
A: Distressed

European
Bank(s)

Figure 2.1

We should specify what we understand by ‘Distressed European Bank(s)’.
Let CDS represent a weighted average of the value of the CDS of the main Eu-
ropean banks. Then we shall consider variable A to be true if CDS goes above
a certain level cds, and false otherwise2. Then, it is clear that, for example,
eliciting the probability of the European banks being distressed given that the
peripheral European countries spreads widen, is easier than eliciting the proba-
bility of the European banks being distressed given that an EU rescue package
is not approved and that the peripheral spreads widen together. i.e. one would
rather elicit

P (A = T | B2 = T )

than
P (A = T | B1 = F,B2 = T ).

Several questions arise: what lcps, if any, can we choose given the mcps that
we do not know? how many of them can we choose? can we assign them any
values as can be done with the mcps? how many mcps do we have to know? can
we always do this, regardless of the number of parents of the variable? These
are just a few of the questions that one should ask themselves when studying

2Realistic or not, this example is sufficient to illustrate the idea in one paragraph.
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this approach. Here, we answer these and more questions.

As shall be seen, exact conditional probabilities are obtained when at least
one mcp from the table is known by the user and a sufficient number of lcps
are provided. This means that this method, considered as a solution to the fact
that we do not know enough of the mcps, can actually be used as an alternative
way to elicit the inputs of the conditional probabilities (the number of inputs is
the same if one knows one mcp). This is true, and if the method is well used it
can be a powerful tool, but a word of caution is necessary3.

The method uses the law of total probability, which is introduced next. This
result has to be satisfied by any distribution, and the joint probabilities of A
and its parents certainly are a probability distribution. When we are able to
assign a value to all the mcps of a table, the values of all the lcps of the variable
at hand are determined. However, after some observation, one may conclude
that these are not the values they would assign to those lcps. This, which is
perfectly normal, is either a consequence of our imperfect understanding of the
world or a consequence of our imperfect probability elicitation mental process4.
The inconsistency can also come from assigning lcps and obtaining mcps. Then,
if using this method as an alternative to classic mcps elicitation, one has to bear
in mind that the probabilities used to calculate the lcps of the whole Bayesian
net are the mcps, which could be reflecting different beliefs to ours. Of course
if all our estimations of the probabilities were to perfect, the approaches would
be equivalent.

From the law of total probability we shall derive boundaries for the lcps in
terms of at least one mcp. I shows that satisfying these boundaries is necessary
and sufficient in order to produce mcps in [0,1]. This is sufficient by the no con-
straint theorem. Furthermore, the boundaries can also be considered when the
user cannot elicit any mcps. More uses are introduced in the following sections.

2.2 Law of total probability

In this section we shall only describe the law of total probability for our
purposes. Then, if V1, ..., Vm are some or all the variables of a Bayesian network
and v1, ..., vm are their states, the version of the law of total probability used
here reads as

P (Vk1 = vk1 , ..., Vkl = vkl) =
∑

P (V1 = v1, ..., Vm = vm) (2.1)

where the sum is taken over all the states of variables V1, ..., Vm keeping fixed
the states of Vk1 , ..., Vkl , l ∈ {1, ...,m}.

3We take advantage of it to give a deeper understanding of the procedure.
4We prefer to generalise statements only when they are mathematical.
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2.3 Special case: two parents

2.3.1 Initial setting

Suppose we either start with two nodes from which another node A is derived
or that we have a Bayesian net and we would like to add a new variable A which
becomes a child of two variables. In either case, let B1 and B2 represent the two
parents of variable A. By construction, when proceeding to fill in the conditional
probability table of A, the marginal and joint probabilities of B1 and B2 are
known (they have already been elicited). The master conditional probabilities
needed for this table are of the following form:

P (A = a | B1 = b1, B2 = b2).

Clearly there are eight of these, one for each combination of the three variables
A, B1 and B2. Given that, when the states of the parents are fixed and the
state of A changes, the probabilities sum up to one, it is only necessary to
elicit four of these probabilities. This, of course, does not depend on the number
of parents, and therefore we shall assume it from now on. The form of the
lower conditional probabilities which shall be used to determine these master
conditional probabilities is

P (A = a | Bi = bi) for i = 1, 2 ,

and
P (A = a) ,

the marginal probability of A. Note again that at most four of the singly con-
ditional probabilities above carry independent information. i.e. the rest can be
written in terms of them. Here, P (A = a) can also be considered as a condi-
tional probability of A, conditioned on no variables. Again, it is trivial that only
one of P (A = T ) and P (A = F ) is sufficient to determine the other. Therefore,
without lost of generality, from now on a = T . Since the important states for
the purposes of this chapter are those of B1 and B2 (and the rest of the par-
ents when there are more than two), the event {A = T} shall be represented,
with some abuse of notation, by A for the rest of the chapter. For the sake of
abbreviation, let us define

xb1,b2 : = P (A = a | B1 = b1, B2 = b2)

pb1,b2 : = P (B1 = b1, B2 = b2)

pibi : = P (A = a | Bi = bi)P (Bi = bi) = P (A = a,Bi = bi)

p : = P (A = a).

Then, using the definition of conditional probability and equation (2.1) we
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obtain the following equations for the mcps:

p = pT,T · xT,T + pT,F · xT,F +pF,T · xF,T + pF,F · xF,F
(2.2)

p1
T = pT,T · xT,T + pT,F · xT,F (2.3)

p1
F = pF,T · xF,T + pF,F · xF,F (2.4)

p2
T = pT,T · xT,T +pF,T · xF,T (2.5)

p2
F = pT,F · xT,F + pF,F · xF,F . (2.6)

This is a linear system of five equations and four unknowns (the mcps). It
is straightforward to check that only three of these equations are independent.
Hence, it is not possible to determine all the mcps from the lcps. However if we
suppose that one of the mcps is known, then a unique solution for the rest of the
mcps in terms of the lcps exists. The problem at this point is that these mcps,
solution to the system, may not be in the interval [0,1]. This shall be referred
to as lack of consistency, and the probabilities which produce the inconsistent
outputs are referred to as non-admissible lcps (with the obvious consequent def-
inition for admissible lcps).

Furthermore, the asset manager may not be able to assign all the values of the
required lcps to solve the three dimensional system. If this occurs, an additional
problem can be spotted: it could well be the case that the few lower conditional
probabilities they have been able to elicit imply non-consistent mpcs, regardless
of the values of the rest of the independent lower conditional probabilities.

This brief analysis highlights that we need to study the problem in some
depth in order to identify when each of these non-desirable situations can occur,
how to avoid them, if possible, and in order to provide the user with strategies
to overcome them should they occur.

2.3.2 Proposed procedures in general

The following two proposals are ways to overcome these problems which
do not depend on the number of parents. They are introduced in this section
regarding two parents because the motivations (explained in previous section)
are more easily explained for this case. The first procedure is easier than the
second, as it does not impose the mathematical conditions implied by the equa-
tions above5. Therefore, and depending on the situation and user, they may be
approached in the following order:

5More precisely, at first it does not impose the law of total probability (which does not
depend on the number of parents of course). This, as is shown, does not always produce
consistent mcps, since these arise only when the law is satisfied. The second procedure imposes
the law of total probability from the beginning, hence ensuring consistent outputs.
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(1) This first approach follows that one proposed in Rebonato and Denev. First
we calculate the values of the mcps in terms of the lcps (both the deter-
mined ones and the undetermined ones, if there are any) making use of the
linear system. Then, the joint probabilities of the Bayesian net are com-
puted as functions of these and, finally, the negative entropy of the discrete
distribution is minimised with respect to the undetermined lcps.

If the results are consistent (i.e. all the probabilities obtained at the end of
the process are in [0,1]) then the user has a distribution for the variables
which takes into account their views of the economy and which, by infor-
mation theory, minimises the information content it is missing (see [18]).
However, the asset manager may not like the obtained outcomes. The first
thing to point out here is that, if they do not agree with the results, then
they have additional information that has not been included in the elici-
tation of the probabilities. Perhaps, they should reconsider their estimates
or, alternatively, they could bound the values of the lcps within which the
optimisation is performed. In order to add this additional information that
the first distribution was missing, they can also vary the inputs initially
proposed and repeat the procedure to obtain consistent and reasonable (ac-
cording to their interpretation) results.

If the results are not consistent at some point, either at the beginning or
when some of the outputs become sensible to the asset manager, then the
next proposal could be used. Although it requires slight more technical
analysis, it ensures consistent outputs.

(2) Since we are assuming that the user of the methods cannot determine all
the values of the mcps from three independent lcps6, at least one mcp has
to be obtained by other means. Two different situations can occur:

(i) Given our knowledge of the world we feel confident enough to estimate
at least one of the mcps of the table.

In this case, for two parents, boundaries for all the lcps needed to de-
termine the rest of the mcps shall be shown in 2.3.4 (a quick look at the
non-general but illustrating equations (2.9), (2.10) and (2.11) would
facilitate the understanding of the following argument). In section 2.4
we prove that as long as one elicits one mcp, equivalent boundaries
can be derived for the lcps. It is important to say that the boundaries
depend linearly on the mcps that we have been able to estimate. This
is very important for the application of them to situations of case (ii).
Additionally, these boundaries represent necessary and sufficient con-
ditions for the values of the lcps to produce consistent mcps (i.e. for
the lcps to be admissible). By the no-constraint theorem, these pro-
duce consistent joint probabilities.

Therefore, if we are able to estimate the values of the aforementioned
lcps, lying within the corresponding boundaries, then we obtain math-

6Next subsection 2.3.3 deals with the independence of the lower conditional probabilities.
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ematically consistent probabilities (both in the sense we defined this
term and in the sense that they satisfy the law of total probability)
which reflect our views of the world.

Otherwise, we have that some or all the necessary lcps are unknown. If
this occurs we can work out the expressions of the undetermined mcps
in terms of the unknown lcps and plug them into the expressions for
the joint probabilities. Finally, the negative entropy is minimised with
respect to the unknown lcps lying within their corresponding bound-
aries. This ensures consistent results in the aforementioned two senses.

Since, at least cognitively, it is probably easier to check if the lcps are
reasonable than to check if the mpcs are reasonable, this procedure
produces quite ‘easy-to-check’ results. Notice that, if one has to check
the results, it is to confirm they agree with their expectations. Again,
if they do not agree, perhaps, the user should reconsider their choice
of the mcps and lcps, and/or further tighten the boundaries for the
undetermined lcps including the information that was missing.

(ii) The second possible situation is that we do not feel confident enough
to estimate any of the mcps of the table.

In this case, a priori, we cannot make use of the boundaries in order
to propose admissible inputs, since they depend, at least, on one mpc.
However the boundaries can be used in a different way: first estimate
as many lcps as possible7. At this point, as it shall be shown in 2.3.4,
boundaries for these lcps depending (linearly) on as many mcps as the
conditional probability table requires minus the number of estimated
lcps can be obtained. These boundaries represent necessary and suffi-
cient conditions for the estimated lcps to produce as many consistent
mcps as them. The additional power of the boundaries, thanks to the
linearity they exhibit, is that the the relations can inverted so that
they become similarly simple boundaries for the unknown mpc(s) in
terms of the estimated lcps. Therefore, in the general case of n parents
this is also true because all we need is boundaries of the same type as
those in (i), which we prove to exist in section 2.4.

It could be the case that these boundaries imply non-consistent values
of the mcps (corresponding to the last problematic situation described
in 2.3.1). In this case we should reconsider our inputs. In fact, a further
investigation on these boundaries provides us with general necessary
and suffient conditions for admissible lcps inputs.

If the boundaries imply consistent values for the mcps the minimisa-
tion of the negative entropy with respect to the unknown mcps (re-
stricted to these boundaries) can then be performed.

7Obviously, there are lcps that we can estimate as otherwise no procedure of the chapter
is applicable.
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Having mentioned all these important uses of the boundaries, it is now time
to introduce them. The next subsection analyses which equations can be chosen
to derive the boundaries in the case of two parents.

2.3.3 Can any two equations be removed from the system?

By basic linear algebra, the fact that only three equations of the system are
independent means that two equations can be removed from it and still have
an equivalent system. The natural question at this point is that of the tittle of
the question. Can any two equations be removed from the system? If the reader
has ever done any basic algebra, they know that the answer is no. A better
question is, what pairs of equations can be removed from the linear system?
The answer to this question is easy for the case of two parents but answering it
for a general number of parents becomes a more difficult task. Section 2.4 deals
with the latter.

Let us introduce an equation that relates the lcps alone. We know that

p = piT +piF = P (A = a | Bi = T ) ·P (Bi = T )+P (A = a | Bi = F ) ·P (Bi = F ),
(2.7)

for i=1,2 and therefore the two relations can be equated to obtain:

P (A = a | B1 = T ) · P (B1 = T ) + P (A = a | B1 = F ) · P (B1 = F ) (2.8)

= P (A = a | B2 = T ) · P (B2 = T ) + P (A = a | B2 = F ) · P (B2 = F ).

This relation shows that at least one of the equations for the singly cps has
to be removed, since it can be written in terms of the other three. This could
have been seen in many other different ways, but this one is a simple and easily
generalisable way.

Now, the next step is to decide whether to keep equation (2.2) or not. If we
do not, then it is straightforward to check that any combination of three out of
the four singly cps equations works. However, equation (2.2) is kept then one
can not use any other pair of equations. equation (2.7) implies that if p is given,
one equation has to be chosen from equations (2.3) and (2.4), and another one
has to be chosen from equations (2.5) and (2.6).

2.3.4 The boundaries

In order to obtain the aforementioned boundaries for the lcps in terms of
mcps (or other way around), first of all, the linear system has to be solved. The
way in which it is solved depends on the case we are working on. i.e. it depends
on what probabilities have been assigned and/or what probabilities require of
the boundaries (of course, it also depends on the number of parents, but that
is a matter for next section). In the following, a very illustrating example is
shown. The construction of the boundaries is made in detail so that, since they
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are different for every situation, it can be considered as a reference to derive
any others. Furthermore, we expose the derivation in a systematic way, giving
details of what to do in other cases, so that perhaps a program can be coded to
build them for any situation. Remarks about their features are made after the
derivation.

From the exposition of section 2.3.2 it is clear that, in some cases, there
is a one-to-one correspondence between a case of situation (2i) and a case of
situation (2ii). This correspondence is based on what mcps and lcps have been
assigned in the first situation and on what lcps have been estimated in the sec-
ond. i.e. in some cases, the same boundaries can be used for a situation from
(2i) above and also for a situation from (2ii). We choose one of this as it permits
us to show both boundaries for the lcps and for the mcps in only one example.

Hence, let us suppose that, either xF,F has been have determined (falling
into the first type of situations) or that P (A = a | B1 = T ), P (A = a | B1 = F )
and P (A = a | B2 = T ) have been assigned.

Here we have to work with equations (2.3), (2.4) and (2.5), as they are the
only equations that involve, in at least one equation, all the cps and the doubly
conditional probability of the example. Note that, if we only wanted to do the
example for when xF,F has been assigned and not for the singly cps, then any
proper combination of independent cps would work.

The solutions to (2.3), (2.4) and (2.5) for the mcps are:

xF,T =
p1
F − pF,F · xF,F

pF,T
, (2.9)

xT,T =
p2
T − p1

F + pF,F · xF,F
pT,T

, (2.10)

xT,F =
p1
T − p2

T + p1
F − pF,F · xF,F
pT,F

. (2.11)

Let us begin with the first use of the boundaries, corresponding to procedure
(2i) (the second use shall be solved in the last remark at the end of this sub-
section). Then, the boundaries are obtained forcing these doubly conditioned
probabilities to lie on the interval [0,1] and solving for the lcps. Hence

pF,F · xF,F
P (B1 = F )

≤ P (A = a | B1 = F ) ≤ pF,T + pF,F · xF,F
P (B1 = F )

,

p1
F − pF,F · xF,F
P (B2 = T )

≤ P (A = a | B2 = T ) ≤ pT,T + p1
F − pF,F · xF,F

P (B2 = T )
,

p2
T − p1

F + xF,F · pF,F
P (B1 = T )

≤ P (A = a | B1 = T ) ≤ pT,F + p2
T − p1

F + xF,F · pF,F
P (B1 = T )

.
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Several remarks regarding the boundaries can be made at this point:

(a) Consistency of the boundaries

Because pT,F , pF,T and pT,T are always larger than or equal to zero, the
lower bounds are always going to be smaller than or equal to the corre-
sponding upper bounds. Furthermore, it is easy to verify that all the lower
bounds are greater or equal to zero and upper bounds in (2.10) and (2.11)
are smaller than or equal to one by solving the corresponding inequalities.
To check that the upper bound in (2.9) is smaller than or equal to one we
have to make an observation.

By definition, the ratios pF,T /P (B1 = F ) and pF,F /P (B1 = F ) are the
conditional probabilities P (B2 = T | B1 = F ) and P (B2 = F | B1 = F )
which sum up to one. Therefore, multiplying one of them by xF,F , which is
a probability, implies that their sum is smaller than or equal to one.

To sum up, these boundaries always allow us to choose consistent values for
the singly conditioned probabilities. This makes sense as given the mcps we
can always construct the lcps by equations (2.3), (2.4), (2.5) and (2.6).

(b) Tightness

The expressions for the lower and upper bounds differ only in one term for all
cases. Hence, the length of the admissible intervals for P (A = a | B1 = T ),
P (A = a | B1 = F ) and P (A = a | B2 = T ) depend on the values of pT,F ,
pF,T , and pT,T respectively. The smaller these values are, the narrower the
intervals are.

(c) Necessary and sufficient conditions

Clearly, by the construction, if the boundaries are met by the lcps then the
mcps are consistent. Due to the construction and the consistency of the
boundaries, we also have that if the mcps are consistent then the lcps are
as well.

(d) Recursively assign values

Notice that, by their definition, the terms p1
F and p2

T depend on P (A =
a | B1 = F ) and P (A = a | B2 = T ). Then the boundaries also suggest
that if we estimated xF,F and we were to estimate the singly conditioned
probabilities, then we should start with P (A = a | B1 = F ), then move
onto P (A = a | B2 = T ) and finally end with P (A = a | B1 = T ).

(e) Admissible inputs

In sections 2.3.1 and 2.3.2 it was mentioned that not all inputs of the lcps
are admissible. These bounds clearly show why.
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(f) Boundaries for the mcps

Here the boundaries for xF,F are shown for when P (A = a | B1 = T ),
P (A = a | B1 = F ) and P (A = a | B2 = T ) have been estimated. The
procedure is to solve the inequalities (2.9), (2.10) and (2.11) for xF,F , and
force xF,F to satisfy them all at the same time. Therefore, xF,F has to satisfy

1

pF,F
(p1
F −m) ≤ xF,F ≤

1

pF,F
(p1
F −M), (2.12)

where

m = min{pF,T , p2
T , pT,F + p2

T − p1
T },

M = max{0, p2
T − pT,T , p2

T − p1
T }.

The parameter m is positive if and only if pT,F + p2
T − p1

T is positive. In
this example, this is already the case (it can be seen using the upper bound
in (2.11) and the lower bound in (2.9). Hence, there is some hope to obtain
consistent boundaries but, since M is always positive, this is not always the
case. In order to obtain consistent boundaries we need the lower bound in
equation (2.12) to be smaller than the upper value in equation (2.12) or,
equivalently, that m ≥ M . Additionally we also need the lower bound to
be smaller than or equal to one, and the upper bound to be larger than or
equal to zero. These three conditions imply that the three inputs allow us
to choose a consistent value for xF,F if and only if

m ≥ max{M,p1
F − pF,F } and M ≤ min{m, p1

F }. (2.13)

We can further exploit the boundaries to obtain a general condition for
admissible inputs of the lcps (i.e. lcps that produce consistent values for
the four mcps). This can be done by forcing the lower bound in (2.12) to
be smaller than or equal to zero, and forcing the upper bound in (2.12) to
be larger than or equal to one. Thus the general condition for admissibility
becomes:

m ≥ p1
F and M ≤ p1

F − pF,F . (2.14)

One can verify that this condition implies condition (2.13), as it should.

2.4 General case: n ≥ 2 parents

As already mentioned general boundaries are not provided in this section.
What it is shown here is that the previous procedures can be extended and how
this can be done. This is shown by proving a slightly different result which,
thanks to the costructive nature of this proof, implies that the procedure can
be extended. The proof, especially the first part, provides the user with the nec-
essary understanding to decide which lcps they can choose to assign and how
to obtain other conditional probabilities, including mcps, from them. Below the
proof there is a small summary of several conclusions that can be drawn from
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it. There is also a brief description of how to construct the boundaries using
ideas from the proof.

The proof provides details which would not normally appear in a formal
mathematical proof (they are not strictly necessary to conclude the result), but
are necessary for our two purposes: proving the result and helping the user
understand how to proceed when eliciting lcps instead of mcps. Note that the
proof becomes rather abstract for the latter purpose given that, when mcps are
computed from lcps, n is normally 2,3 or 4. However, for the former, this has to
be done.

We would like to make several remarks on the notation. The notation used
so far becomes rather cumbersome for the proof so to make it less so we shall
substitute A = a for A in the conditional probabilities. The state of A, a, could
take any value (F or T ) but it does not change anything because eliciting a con-
ditional probability with A = T automatically gives the conditional probability
for A = F and vice versa. The manager can then choose any state of A and
insert it in the corresponding conditional probabilities that they are using (the
state does not have to be the same for all).

As a reminder, when constructing the conditional probability table of A, we
assume that the net has been constructed up to the parents and, therefore, any
probability which only involves the parents is available to us.

2.4.1 Generalisation

Before beginning the proof let us generalise equations (2.2) through to (2.6)
that were used to obtain the boundaries in the case n = 2. Under the same
notation used in previous sections, let the set of parents of the variable A be
{B1, ..., Bn}. Then, the expressions for the lcps in terms of the mcps for the
general case are:

P (A) =
∑
bi=F,T

i=1,...,n

P (A | B1 = b1, ..., Bn = bn) · P (B1 = b1, ..., Bn = bn) (2.15)

P (A | Bk = bk) (2.16)

=
∑
bi=F,T

i=1,...,n;i 6=k

P (A | B1 = b1, ..., Bn = bn) · P (B1 = b1, ..., Bn = bn)

P (Bk = bk)

...

P (A | Bk1 = bk1 , ..., Bkm = bkm) (2.17)

=
∑
bi=F,T

i∈C

P (A | B1 = b1, ..., Bn = bn) · P (B1 = b1, ..., Bn = bn)

P (Bk1 = bk1 , ..., Bkm = bkm)
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for 0 < m < n, where C = {1, ..., n} \ {k1, ..., km}. One can check that there are
2m
(
n
m

)
equations of the form (2.17), one for each m-lcp8. There are this many

m-lcps because there are
(
n
m

)
ways of choosing m parents from the n parents,

and for each of these choices, the m parents take 2m different configurations.
Therefore we now have a system of

n−1∑
m=0

2m ·
(
n

m

)
=

n∑
m=0

2m ·
(
n

m

)
− 2n = 3n − 2n

equations for 2n unknowns. Clearly 3n−2n >> 2n if n > 2. Such a large number
of equations and unknowns can be intractable if one is not sufficiently careful.

This system can be written, in matrix form, as

JP ·mps = lps (2.18)

where lps is the vector of all the (3n−2n) lcps, mps is the vector of 2n unknown
mcps and JP is the (3n − 2n) × 2n matrix of coefficients of the mcps. Clearly
we have that two problems can arise: overdetermining the system and, when
it has not been overdetermined, producing non-consistent mcps from lcps. The
power of our approach is that the latter is avoided by the use of the boundaries.
However, for both potential problems, one has to analyse the system in detail in
order to conclude how the equations (or lcps) depend on each other. In general,
one cannot assign any value to any lcp because there is a high risk of overdeter-
mining the system. This is what is done in the first part of the proof: analysing
the system of equations to find which and how lcps can be written in terms of
others (i.e. which equations are linearly dependent of others if the user elicits
consistent values for the lcps). We prove that the number of independent equa-
tions (when assigning consistent values to lcps) is at most 2n − 1. Equivalently,
the rank of JP is at most 2n − 1. Once this analysis is complete, it is easy to
conclude how to proceed in order to avoid overdetermining the system or giving
the same information more than once (this would happen in we assign consistent
values to dependent lcps). Given this information one can apply the procedures
in 2.3.2, using minimisation of negative entropy (or any other desired quantity
which one may think produces better approximations) if necessary.

The second part of the proof proves that the rank of JP is at least 2n − 1
and, therefore, it concludes that the rank is 2n − 1. Hence, when the lcps are
chosen carefully, one can obtain 2n−1 independent equations. This could mean
that the value of some of the mcps is fixed when eliciting some lcps. Far from
this, we prove that it is not possible to determine a single mcp when only elic-
iting lcps (regardless of how many we choose). However, as soon as one elicits
mcps together with lcps this changes and it is possible to determine some of
the mcps. This concurs with the previous analysis of n = 2 parents where con-
sistently (i.e. not introducing contradictions) assigning (32 − 22) = 5 lcps does
not determine any of the mcps. However, for example, from equations (2.9) it is
clear that given sufficient consistent inputs one fixes the values of the mcps (for

8In order to avoid writing long phrases which do not give extra understanding but reduce
the flow of the explanation, we shall denote by k-lcp the conditional probabilities with order
of conditioning k, for any k = 0, ..., n− 1.
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this example, but as a consequence of the following proof it always occurs).

Proposition 2.1

The rank of the (3n − 2n)× 2n matrix JP is 2n − 1.

Proof

By the explanation above, the way the lcps are understood here simply gives
us a way of rewriting each equation (as a tag). If they had already been elicited
then they would not produce contradictions. If they had not, then we show
which lcps have to be chosen to avoid eliciting the same information twice or
assigning two different values to the equivalent information (producing a con-
tradiction). If the proof is understood as a posterior result with respect to the
elicitation and contradictory information has been assigned, then the proof does
not change. One would have to give a different name to the equations which does
not correspond to the lcps. However, for the sake of the understanding of the
reader, we see the proof as a result we take into account before eliciting the lcps.
Therefore, the equivalence between equations and lcps is pointed out sometimes
but not always.

Firstly, observe that any lcp (equation) can be written in terms of a higher
order cp (equation) as follows:

P (A) = P (A | Bk = T ) · P (Bk = T ) + P (A | Bk = F ) · P (Bk = F ) (2.19)

for any k = 1, ..., n, and

P (A | Bk1 = bk1 , ..., Bkm = bkm) (2.20)

= P (A | Bk1 = bk1 , ..., Bkm = bkm , Bk = T )

× P (Bk1 = bk1 , ..., Bkm = bkm , Bk = T )

P (Bk1 = bk1 , ..., Bkm = bkm)

+ P (A | Bk1 = bk1 , ..., Bkm = bkm , Bk = F )

× P (Bk1 = bk1 , ..., Bkm = bkm , Bk = F )

P (Bk1 = bk1 , ..., Bkm = bkm)

for 0 < m < n and k ∈ C (C as before).

Part I

In the following we propose a very particular type of set of 2n−1 independent
equations (or equivalently with our approach, lcps), with certain characteristics
described next, that shall be called the lower set. We show that there are many
such sets. Lower set type of sets are constructed so that they have the maximum
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number of lcps of each order, starting from the marginal and increasing the order
one by one. Therefore they include the marginal probability of A (remember,
probability of {A = a}), they include as many independent singly conditioned
probabilities as possible, as many independent doubly conditioned probabilities
as possible, and so on. A set like this is constructed in the proof to show that
such a set exists and how it can be constructed.

The purpose of us highlighting this type of sets is clear. The user would
normally want to input values of lcps with the lowest order possible. If for any
reason the user wants a different set of probabilities then the following also
shows how to construct it.

We shall also include as a lower set type a set constructed in the same
way but without the marginal probability and with as many independent singly
conditioned probabilities as possible, as many independent doubly conditioned
probabilities as possible, etc. The purpose is similar to that above and we shall
argue why the possibility that the manager chooses these sets is also very high
(perhaps, even higher than the previous first type of lower set).

Let us first include P (A) in the lower set we construct, as mentioned above.
Therefore, in light of equation (2.19), the probability, say, P (A | Bk = F ) can
be obtained from P (A | Bk = T ), if the latter is included, for all k = 1, ..., n 9.
This means that, of the 2n equations corresponding to the 1-lcps (singly cps),(
n
1

)
= n of them can be discarded. For the lower set we are constructing let us

suppose that we add P (A | Bk = T ) for all k = 1, ..., n. If this choice is not
made the argument does not change: the size of a lower set (of the first type)
so far is 1 + n = 1 +

(
n
1

)
.

If the user does not want to elicit the marginal probability but they would
like to elicit as many singly cps as possible, they would have to include a couple
of the form P (A | Bk = F ) and P (A | Bk = F ) for some k ∈ {1, ..., n}. This way,
P (A) (more formally, the equation corresponding to the marginal probability
of A) can be written in terms of them and therefore the manager can choose
another n− 1 singly cps by use of equation (2.19). Choosing this type of set is
in fact not a rare situation as marginal probabilities of stress events may not be
as easy to estimate as low order conditional probabilities. For example, at least
for us, it is easier to estimate the probability of the FTSE going down by 5%
given that Greece defaults than the probability of the FTSE going down by 5%.
This type of sets are therefore also considered as lower set type of sets.

If any of the two sets of n+ 1 equations above has been built then, by con-
struction, the remaining n 0-lcps or 1-cps can be obtained in terms of them.
This is important for the next steps of the proof. If no set like these two had
been constructed then we would not be able to determine all the 0-lcps and
1-cps from the chosen lcps (equations). In this case it would of course be best to
either have the marginal probability or a full couple of those mentioned above.
By the argument given above and because the point of using lcps to elicit mcps

9As an important reminder, all the joint probabilities of the parents are available as men-
tioned at the very beginning of the chapter.
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is to reduce the order of conditioning, it is very unlikely that such a set is cho-
sen. Thus, few more details about it shall be given (the proof is based on the
existence of the lower set we are constructing and not on any set of this type).

For the doubly cps, in order to follow a similar reasoning as above, we make
use of the expression of the singly cps in terms of 2-lcps (doubly cps). This
shall show which doubly cps can be written in terms of other doubly cps and
in terms of 0-lcps and 1-lcps. Let us show it next.

As argued before, there are 22
(
n
2

)
doubly cps. Each of them can be coupled

with another by changing the state of the parent variable of highest index. i.e. if
P (A | Bk1 = bk1 , Bk = T ) is the doubly cp with k1 < k, it can be coupled with
P (A | Bk1 = bk1 , Bk = F ). This way, all the doubly cps can be divided into 2

(
n
2

)
distinct couples of doubly cps. For each of these couples, by construction, an
equation (2.20) with m = 1 can be written. The indexes k1 and k are fixed for
each couple (k1 < k by construction). Then since all the singly cps are available
(we are in a lower set), the lcp P (A | Bk1 = bk1 , Bk = F ) can be obtained from
the lcp P (A | Bk1 = bk1 , Bk = T ) and vice versa. Hence, applied to all couples
(varying k1 and k), the number of potential independent lcps is reduced to 2

(
n
2

)
.

This has reduced the initial number by half.

Now, our knowledge of the marginal probability has not yet been exploited.
For each couple mentioned above, there is another couple corresponding to
changing the state of Bk1 . For clarity, we can divide the set of 22

(
n
2

)
doubly cps

into
(
n
2

)
sets of 4 cps such as P (A | Bk1 = T,Bk = T ), P (A | Bk1 = T,Bk = F ),

P (A | Bk1 = F,Bk = T and P (A | Bk1 = F,Bk = F ). The crucial point is that
P (A) can be written in terms of each of these disjoint groups of 4 doubly cps
as follows:

P (A) = P (A | Bk1 = T,Bk = T )P (Bk1 = T,Bk = T )

+ P (A | Bk1 = T,Bk = F )P (Bk1 = T,Bk = F )

+ P (A | Bk1 = F,Bk = T )P (Bk1 = F,Bk = T )

+ P (A | Bk1 = F,Bk = F )P (Bk1 = F,Bk = F ).

Therefore, one of the doubly cps kept from each couple can be removed and
hence three of the doubly cps for each group of four can be written in terms of
the other doubly cp and the 0-lcp and 1-cps. Applied to each of these groups of
four equations, the number of potential independent equations corresponding to
doubly cps, when equations corresponding to lower order cps have been kept, is
reduced by half.

Equivalently, in plain English, one only has to keep one of the doubly cps of
each group of four. The lower sets then increase their size by

(
n
2

)
. In the set we

are constructing, we add P (A | Bk1 = T,Bk = T ) for all k1 < k ∈ {1, ..., n} (it
is easy to check that the number of these is indeed

(
n
2

)
). This means that the

size of any lower set at this point is
(
n
0

)
+
(
n
1

)
+
(
n
2

)
.

If we were constructing a non-lower set type of set then we would be missing
information to construct all the doubly cps. Again, the best thing that can be
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done here is to choose whole couples or whole groups of four doubly cps in order
to determine the value of as many lcps as possible. However, we would never
be able to choose more than

(
n
0

)
+
(
n
1

)
+
(
n
2

)
doubly cps since the construction

above implies that there are, at most, that many potential independent equa-
tions corresponding to lcps of order 0,1 and 2.

For lcps of order m < n ,again, one uses all the information accumulated
so far. From here the explanation becomes more abstract so, perhaps, previous
paragraphs have been enough for the reader to know how proceed when n = 3
or 4.

The argument used here to generalise the construction is mathematical in-
duction. Then let us suppose that the construction has been made up to lcps of
order m− 1 and assume that the size of a lower set is

∑m−1
j=1

(
n
j

)
. We would like

to prove that the size of a lower set after this m-th step is
∑m
j=1

(
n
j

)
.

In the same order as before, let us begin by studying the reduction of the
number of potential independent m-lcps implied by the use of (m − 1)-lcps.
Again, all the 2m

(
n
m

)
lcps of order m can be divided into 2m−1

(
n
m

)
distinct

couples of the form

P (A | Bk1 = bk1 , ..., Bkm−1 = bkm−1 , Bk = T )

and

P (A | Bk1 = bk1 , ..., Bkm−1 = bkm−1 , Bk = F )

where k1 < ... < km−1 < k. Therefore, since all the lcps up to conditioning
order m− 1 are available, for each of these couples, one equation corresponding
to one of the two m-lcps (or, simply, one m-lcp) can be removed. Here we are
using (2.20) of course.

By the same reasoning, letting bkm−1
take the values T and F , we can infer

what to choose next. This can be repeatedly applied until only
(
n
m

)
lcps of order

m are left and then a lower set would now have size
∑m
j=1

(
n
j

)
. Our lower set

includes P (A | Bki = T ∀ i = 1, ...,m− 1 , Bk = T ).

This, obviously, is not a formal mathematical argument but it intuitively
shows how to proceed. Let us next prove that in fact, when lowering the condi-
tioning order of the lcps used to write the m-lcps in terms of them and others,
the number of potential linearly independent equations corresponding to m-lcps
is reduced by two in every step.

This is proved by induction again. Let l represent the number of times the
reduction has been applied (l = 1, ...,m). Then, the hypothesis of induction is
that the number of potential independent equations corresponding to the m-lcps
after l steps is 2m−l

(
n
m

)
and that there are 2m−l

(
n
m

)
groups of 2l lcps of order

m constructed as above. If l > 2, these are of the form

P (A | Bk1 = bk1 , ..., Bkm−l = bkm−l , Bkm+1−l = bkm+1−l , ..., Bkm−1 = bkm−1 , Bk = bk)

(2.21)

26



where bk1 , ..., bkm−l are fixed.

The case l = 1 corresponding to using the information of m− 1-lcps has
already been shown above so from now on let us assume l > 2. Then, we simply
‘couple’ the groups above corresponding to step l − 1 by letting bkm+1−l take
the values T and F . This new group has size 2l and, by construction, there are
2m−l

(
n
m

)
of them. By assumption, exactly 2l − 2 of the members of each group

can be written in terms of the others and other lcps.

Now, the (m − l)-lcps have not been used yet so for each group of m-lcps,
a single (m − l)-lcp corresponding to the variables Bk1 , ..., Bkm−l having fixed
states can be written as

P (A | Bk1 = bk1 , ..., Bkm−l = bkm−l ) =∑
P (A | Bk1 = bk1 , ..., Bkm−l = bkm−l , Bkm+1−l = bkm+1−l , ..., Bkm−1

= bkm−1
, Bk = bk)

×
P (Bk1 = bk1 , ..., Bkm−l = bkm−l , Bkm+1−l = bkm+1−l , ..., Bkm−1

= bkm−1
, Bk = bk)

P (Bk1 = bk1 , ..., Bkm−l = bkm−l )

where the sum is carried out over all the configurations of the states of
Bkm+1−l , ..., Bkm−1

, Bk. This shows that 2l − 1 lcps of conditioning order m are
dependent on the remaining element of the group and information of other lcps.
After step l, the number of potential independent equations corresponding to
the m-lcps has been reduced by half in comparison with step l− 1. The number
of these was, by assumption 2m+1−l(n

m

)
so it now becomes 2m−l

(
n
m

)
concluding

the result.

This consequently proves that in step m of the first induction, only
(
n
m

)
equa-

tions corresponding to the m-lcps are potentially independent. Hence a lower
set now has size

∑m
j=1

(
n
j

)
. For clarity, in the lower set we are constructing, cps

are of the form of (2.21) with bk1 = ... = bkm−1 = bk = T .

Furthermore, taking m = n− 1 proves that the size of a lower set, after this
construction is

n−1∑
m=0

(
n

m

)
=

n∑
m=0

(
n

m

)
−
(
n

n

)
= 2n − 1.

A lower set then, not only has 2n − 1 lcps (or 2n − 1 equations) but it has
a set of lcps from which all the other lcps can be obtained. This means that all
the other equations correspoding to the remaining lcps are dependent of this set
of equations. It is still not clear if these 2n − 1 equations are independent, but
the analysis above implies that there are at most 2n − 1 independent equations
in the initial linear system of 3n − 2n equations.

The second part of the proof deals with the independence of the lower set
equations.
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Part II

A second consequence of equations (2.19) and (2.20) is that, if we have all
the values for the cps of order 0 < m < n, we can always calculate all the values
of the cps of order 0 ≤ l < m. In particular, this means that all the lcps of
order l < n − 1 can be calculated from the (n − 1)-lcps. Equivalently, all the
equations corresponding to the lcps of order l < n − 1 are dependent of the
n · 2n−1 equations corresponding to the lcps of order n − 1. In part I it was
proved that, at most, 2n − 1 equations of the linear system are independent.
Hence, there have to be at most 2n−1 independent equations out of the n ·2n−1

equations corresponding to the (n − 1)-lcps. If we prove that exactly 2n − 1 of
these are independent, then, by the argument above, we have that the lower
set (or ‘equivalent’ sets) contains one of the many combinations of lcps which
determines 2n − 1 values of the mcps. This is what is proved next.

In the following it is crucial that the form of the (n− 1)-lcps in terms of the
mcps, taking m = n− 1 in (2.20), is

P (A | Bk1 = bk1 , ..., Bkn−1
= bkn−1

) (2.22)

= P (A | Bk1 = bk1 , ..., Bkn−1
= bkn−1

, Bk = T )

×
P (Bk1 = bk1 , ..., Bkn−1 = bkn−1 , Bk = T )

P (Bk1 = bk1 , ..., Bkn−1 = bkn−1)

+ P (A | Bk1 = bk1 , ..., Bkn−1
= bkn−1

, Bk = F )

×
P (Bk1 = bk1 , ..., Bkn−1

= bkn−1
, Bk = T )

P (Bk1 = bk1 , ..., Bkn−1
= bkn−1

)

for k 6= ki ∀ i = 1, ..., n− 1.

This implies that the rows of the corresponding n · 2n−1 × 2n matrix asso-
ciated with the system of equations for the mcps in terms of the (n − 1)-lcps
only contain two non-zero entries. Furthermore, the entries of this matrix for
a given column are always the same (if they are not zero) and they are equal
to the corresponding ratio of joint probabilities. If a non-singular minor of size
(2n − 1)× (2n − 1) is found, then the proof would be complete. In order to find
such a minor, we prove that one can order the 2n mcps (or unknowns) such that,
in the aforementioned matrix, a minor of the following form can always be found:

M =



× × 0 0 0 ... 0
0 × × 0 0 ... 0
0 0 × × 0 ... 0

... ... ... ... ... ... ...

0 0 0 ... × × 0
0 0 0 ... 0 × ×
× 0 0 0 ... 0 ×


where the entries denoted by × are the corresponding ratios joint probabilities,
which are supposed to be distinct from zero as argued at the beginning of the
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chapter. This is a minor of size 2n × 2n. By removing the last row and last col-
umn of this minor, one can easily see that the corresponding (2n− 1)× (2n− 1)
minor is non-singular. Note that the way the mcps (or columns) are ordered does
not change the results obtained when solving the system. Also, the determinant
of a matrix (or a minor of a matrix) undergoes a sign when rows or columns
are swapped, and hence non-singular matrices (or minors) are still non-singular
after this type of transformation. Therefore, finding a 2n × 2n minor like M
for some ordering of the mcps proves that the rank of the n · 2n−1 × 2n matrix
associated with the system of equations for the mcps (in any order) in terms of
the (n− 1)-lcps is 2n − 1.

In M, each equation of the (n− 1)-lcps shares one mcp (or unknown) only
with one more equation, for each of the two mcps involved (see (2.22)). More
concretely, the second term on the RHS of the first equation is the same as
the first term on the RHS of the second equation, the second term on the RHS
of the second equation is the same as the first term on the RHS of the third
equation, and so on until the second term of the final equation is the first term
of the first equation. This, at least to us, sounds like a cyclic path in a hidden
structure. In fact it is.

Let us return to our n ·2n−1×2n matrix associated with the system of equa-
tions for the mcps in terms of the (n−1)-lcps. We can observe that each column
has exactly n non-zero entries, or equivalently, each unknown appears in exactly
n equations. This occurs because each mcp can be coupled with another one
which differs from it only in the value of one of their n parents. Thus there are
n such couples for each mcp and each of them corresponds to the two unknowns
of the equation of a (n− 1)-lcp. Since each of these n equations corresponds to
different (n − 1)-lcps, the other unknown in each of the equations is different.
We say that an unknown is linked to n other unknowns (friends). The question
now is, is there any relation between a certain unknown and its n friends? The
answer is yes, and the relationship is the following.

The unknown at hand has the form x := P (A | B1 = b1, ..., Bn = bn) where
bi = T for, say, k variables, and bi = F for n−k variables. From equation (2.22)
it is easy to see that the n unknowns linked to x differ only in one of the values
(T or F ) of the n conditioning variables. If instead of using T and F we use 1
and 0, respectively, the n unknowns linked to x only differ in a 1 or a 0.
The set of the 2n unknowns can be easily placed in bijective correspondence
with the set Kn

2 (n cartesian product of K2), where K2 is the complete graph
with two vertices, which is isomorphic to the set {0, 1}. Hence (see [4] if neces-
sary), this description of the unknowns is precisely one of the definitions of the
hypercube graph, known as Qn (see also [19]). Qn is the graph associated with
the vertices and edges of a hypercube of dimension n.

Given this enormous step forward in the completion of the proof, all that is
left is to characterise, in terms of the hypercube graph is, the above mentioned
‘cyclic path in a hidden structure’ (the structure is not hidden anymore, its a
hypercube graph). This cyclic path, described in terms of unknowns, is a path
from one unknown to a friend (through an equation), going only once through
each unknown, and beginning and ending at the same unknown. This, described
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in terms of the hypercube graph, is a path that goes through all the vertices
(following the edges), beginning and ending at the same vertex. This is known
in graph theory as a Hamiltonian cycle and it is a well known result that any
hypercube graph is Hamiltonian. A Hamiltonian graph is a graph that contains
at least one Hamiltonian cycle.

This means that the n · 2n−1 × 2n matrix associated with the linear system
has rank 2n − 1. Therefore, only 2n − 1 equations out of the 3n − 2n equations
for the 2n unknowns are independent.

Finally, on last comment can be made on this second part of the proof. We
have identified the set of unknowns with the set of vertices of a hypercube graph.
It is also embedded in the proof that each equation can be identified with an
edge of the hypercube graph (there are n · 2n−1 of each). Lastly, a set of 2n − 1
independent equations can be identified with a Hamiltonian cycle. Therefore,
in order to check if a set of inputs of (n − 1)-lcps is independent, it would be
‘enough’ to check that their respective edges are part of a Hamiltonian cycle.

2.4.2 Remarks

In the first part a very special type of set, called lower set, has been con-
structed. It comprises of 2n−1 lcps which determine the value of the remaining
lcps and which are of as low order as possible (maybe except for the marginal
probability of A). This proves that there are at most 2n − 1 independent equa-
tions if the system is not overdetermined. As is argued, it is far from unique,
and not only that, but many other choices of 2n − 1 lcps which determine the
value of the remaining lcps can be made. Any lcp elicited by the user has to
belong to one of these sets (not only the lower set type) but, presumably, the
user shall choose a lower set. Otherwise, the user would either be giving infor-
mation twice if they were consistent or giving contradictory information if they
were not consistent. The lower set showed in the proof is constructed in a clear
way, showing which lcps can be contained in any lower set or any other set of
2n − 1 lcps that determine the values of the remaining lcps.

The second part proves that there always exists a very particular matrix
with rank 2n − 1 (hence proving the result). Therefore the linear system (2.18)
is equivalent to

M ·mps = ˜lps

where ˜lps is a vector of lcps of order (n− 1) (as described in the second part of
the proof). The form of M implies that, if k > 0 mcps have been elicited then
one can write 2n−k mcps in terms of 2n−k lcps of order (n−1) and the k > 0
estimated mcps. To observe this, not too rigorously, note that when several mcps
are elicited the corresponding columns of M are deleted to obtain a vector of
constants (comprising joint probabilities of the parents and the elicited mcps)
on the LHS of the system above. If at least two adjacent (in vector mps) mcps
were elicited then at least one of the corresponding lcps are fixed by values of
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mcps and of joint probabilities of the parents (its row in the new matrix is all
zeros). If no two adjacent mcps have been elicited then the lcps are written
in terms of unknown mcps, known mcps and joint probabilities of the parents.
Thus the boundaries can be constructed for these lcps but it is likely that the
user wishes to reduce the order of these. As was pointed out in the proof, every
lcp can be written in terms of higher order cps. Therefore the set of solutions
of the system of equations above has to be the same as the set of solutions of
a different system of 2n − 1 independent equations, for any other set of 2n − 1
independent equations (they are all equivalent systems). For example a lower set.

Hence, for situation (2i) in section 2.3.2, the boundaries can be constructed
choosing the lcps that the user would like to elicit (if they belong to a set of
2n − 1 independent equations): the expressions for the 2n − k mcps in terms
of 2n − k lcps and the k > 0 estimated mcps can be obtained and forced to
satisfy the boundaries. These boundaries are not empty because if one assigns
any value to the remaining 2n−k mcps, by the no-constraints theorem the joint
probabilities of the variables of the whole net form a probability distribution
and thus one obtains values for the lcps in [0, 1]. One can then elicit as many lcps
as possible in between the boundaries and, if necessary, minimise the negative
entropy of the whole distribution as explained in section 2.3.2.

For a situation as in (2ii) in section 2.3.2, if the manager knows that they are
able to assign l lcps from a set of 2n−1 independent equations, the same reason-
ing as above applies, taking k = 2n − l mcps. Therefore, this gives l boundaries
for the l lcps in terms of the mcps. Since the boundaries are linear in the mcps
and they are not empty by the same observation as above (small change in it as
all the mcps would have to be elicited) l boundaries can be found for the 2n− l
mcps. This can be done because, finding the solutions is the same as inverting
the linear system again for some mcps = 0 and 1.

Despite this rather abstract construction, when one uses this result it is usu-
ally for n = 2, 3 or 4. In these cases, a bit of patience to construct the boundaries
for a given situation is all that it is needed.

Although the purposes of this proof are the aforementioned ones, it is a more
general result and it proves another mathematical fact. No conditional proba-
bility can be written in terms of lower conditioned probabilities (of the same
variable, conditioned on subsets of the same parents)10. The reason is that, no
matter which set of 2n − 1 lcps we choose, the linear space spanned by their
rows has to be the same (as justified above). It is straightforward to check that
the matrix M in the proof has rank 2n when any vector with all zeros and only
one 1 is added (which represents a mcp). This implies that if no mcp has been
elicited then no value of the mcps can be determined, no matter how many lcps
are elicited.

10Assuming that the joint probabilities of its parents are distinct from zero.
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Chapter 3

Causal relations

One of the common uses of Bayesian networks is to represent causal rela-
tionships. This is, as mentioned in the first chapter, the interpretation chosen
for our application. Of course, the number of different causal relations between
events is innumerable and one can try to depict them by Bayesian nets. How-
ever, there are relationships which are more common than others. Furthermore,
it is possible that some causal relations can be well approximated by the these
common relations.

Based on these rather obvious observations, two different types of relations
are introduced in this chapter. One is the so called causal independence, and
the other is what we shall refer to as a snake-antidote (S-A) relation.

The former is a well studied relation in Bayesian nets. It is often used as it
can model many different relations. Moreover, and this is the main reason for its
popularity, it dramatically reduces the number of inputs to be elicited in order to
fully fill in the conditional probability table of a certain variable (from exponen-
tial in the number of parents to linear). CI is introduced in the following section.

The second relation corresponds to a less common, but still plausible, re-
lation that models causes which (almost) inhibit each other when occurring at
the same time, and which cause (with high probability) the effect if only one
occurs. This relation is modelled in the last section of the chapter. The models
reduce the number of inputs linearly in the number of times it is used. Hence,
their reduction is not very important, especially is they are used few times.

Having said this, it is clear that the two relations are especial not only for
being common but for also because of they considerably reduce the number of
conditional probabilities to be elicited by the portfolio manager. In section 3.2,
how to combine them is explored in order to model relations between many
variables. Their combination is shown to be able to potentially model many
situations at the same time that they considerably reduce the number of the
aforementioned inputs.
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As mentioned above, in practice, it is possible that the relations here pro-
posed only approximate well the causal relations in a net. If this is the case,
assuming these models is therefore a risk to lose the exact relation depicted in
the Bayesian net. However, if the number of parents of a node is 5 or more, this
is the only realistic way the user is able to fully fill in the conditional probability
of the table of the node.

If, instead, a relation modelled in our net can be written as a combination
of these types of causal-effect relations, using the models is not only natural
but also very advantageous because they produce the same master conditional
probabilities as those that we had in mind, but through eliciting significantly
fewer inputs.

The master equation introduced in the first chapter is repeatedly used in
this one, as well as the concepts of conditional independence and d-separation.
These are used in order to simplify or obtain expressions of the models.

If the readder is interested in further exploring the concept of causality and
its modelisation through Bayesian nets, they are referred to Pearl (2009). For
causal independece, the reader is referred, as general references, to Jensen and
Nielsen (2007) and Pearl (2009), and as particular papers about the topic they
are referred to Heckerman (1993), Heckerman and Breese (1994,1998). For its
applicability to model stress events in banking, they are referred to Rebonato
and Denev (tbp).

Remark on notation

Due to the large number of times that several terms are mentioned and due
to their lenght and similarity we have decided to write them as acronyms. They
are the following:

− CI. Causal independence. One of the properties that Bayesian nets have.

− ACI. Amechanistic causal independence. Type of causal independence de-
scribed in section .

− SA or S-A. This refers to the snake-antidote causal relation modeled in
the second part oh the chapter.

− BNs. Bayesian networks.

− BN. Bayesian network.

3.1 Causal independence

BNs are a powerful tool which can be used to obtain joint probabilities of
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several random variables as long as the user is able to fill in all the conditional
probability tables. In large BNs it is common to have to estimate a large number
of conditional probabilities. Worse than this, some are probabilities conditioned
on many parents. This implies that the number of conditional probabilities of
a table becomes very large. In these cases, since when applying Bayesian nets
to model stress events in banking the specification of these probabilities is sub-
jectively made by the user given their understanding of the world, one needs to
reduce this number to be able to use the net.

Let us formalise this. Suppose a certain node E (which shall represent an
effect) has n parents C1, C2, ..., Cn (the causes), as depicted in Figure 3.1. Then,
the user of the BN is supposed to fill in the table of E with the master conditional
probabilities. These are the probability of E occurring (or not), conditioned on
each of the 2n possible configurations of its n parents (we are assuming binary
variables unless otherwise stated). Hence, 2n inputs are needed solely for this
table. If n = 5 then one needs to subjectively elicit 32 probabilities of the same
variable conditioned on different states of its five parents. It is rather unrealistic
to think that this shall be done in practice, not only because of the large num-
ber of inputs: as experts in the field point out (see Rebonato and Denev (tbp)
for more details), human reasoning is not well prepared to assign conditional
probabilities of these orders of conditioning.

Several authors have proposed methods to considerably reduce the number
of inputs needed in a table. Naturally, assumptions are needed and there are
cases in which our BN does not satisfy them. With CI the situation is different.
As we are about to see, the only assumption needed to use CI can be assumed
to be satisfied in some situations when modeling stressed events. More precisely,
CI well approximates many of our causal relations. The main advantage of using
CI is that the number of inputs to obtain the probability of E conditioned on
the parents is dramatically reduced from 2n to n.

In the general situation of Figure 3.1 the causes may or may not be inde-
pendent. The fact that several causes are dependent does not imply that the
occurrence of their contributions to the effect cannot be independent. Let us
briefly clarify this from an equivalent point of view. When two random vari-
ables are dependent it means that the fact that one is in a certain state does
influence the state in which the other is. Yet, the fact that one contributes on
E does not necessarily depend on the the fact that the other contributes on
E. It could happen that being the variables dependent, there are, what in the
literature are called, independent inhibitory mechanisms (see Heckerman(1993),
Heckerman and Breese(1994,1998) for details).
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Inhibitory (or causal) mechanisms are the reasons for a cause not to con-
tribute on an effect when the cause is active. For example, in medicine it is well
known that some human diseases can be latent. Herpes is one of these. There-
fore, the fact that an individual has herpes does not mean that the disease shows
its symptoms. Inhibitory processes can be present. What CI assumes is that the
inhibitory mechanisms of each of the causes are mutually independent.

In order to introduce the concept of CI, let us add to 3.1 the causal mech-
anisms, Mi, as depicted in Figure 3.2. As can be seen from the figure, they are
mutually independent by the concept of d-separation, which reflects the assump-
tion of CI. The values of the intermediate nodes Xi are given by deterministic
functions fi that depend on the values of the causes, ci, and the values of the
causal mechanisms, mi. Thus,

xi = fi(ci,mi) i = 1, ..., n.

Looking at Figure 3.2, it is clear that variables Xi are mutually conditionally
(on their respective parents) independent1, which is the key in reducing the
number of probability assessments. Finally, the value of variable E is given by
a deterministic function g of the values of variables Xi:

e = g(x1, x2, ..., xn).

Due to the functions introduced so far, CI is a particular case of what are
known in literature as functional causal models (see Jensen and Nielsen (2007)
for an analysis of these models).

When general CI is applied to the node E (modifying the topology of the
BN as described above) equation, the master conditional probabilities, which
are P (E = e | Ci = ci, i = 1, ..., n), transform, by conditional independence,
into

1The reader is supposed to be familiar with the concept of d-separation of the first chapter.
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P (E = e | Ci = ci, i = 1, ..., n) (3.1)

=
∑

g(x1,...,xn)=e

fi(ci,mi)=xi

P (E = e | X1 = x1, ..., Xn = xn)

×
n∏
i=1

P (Xi = xi | Ci = ci,Mi = mi) · P (Mi = mi).

The notation means that the sum is carried away over all the combinations
(x1, ..., xn) such that g(x1, ..., xn) = e and over all the mi such that fi(ci,mi) =
xi. Since the functions g and fi are deterministic (for all i = 1, ..., n), for
a combination (x1, ..., xn) either g(x1, ..., xn) = e or not. Similarly, for a mi

either fi(ci,mi) = xi or not. This implies that the conditional probabilities
P (E = e | X1 = x1, ..., Xn = xn) and P (Xi = xi | Ci = ci,Mi = mi) are either
0 or 1.

To further simplify the expression, the functions g and fi for i = 1, ..., n,
have to be determined (or, at least, classified). The following explains the type
of CI that shall be used in the chapter. Its name is taken from Heckerman (1993).

3.1.1 Amechanistic causal independence

A common interpretation of nodes Xi is that they are the contribution
corresponding to each cause, alone, to the effect. If this interpretation is chosen
(and we choose it in what follows unless otherwise stated) the nodes Mi are
considered to be inhibitory mechanisms of their respective causes. This means
that if cause i is active, some reasons may prevent it from causing the effect,
fact that is represented by Mi = T . Under this interpretation it is natural to
think that the probability that the contribution to the effect from cause i is
active (Xi = T ), given that this cause is active (Ci = T ), equals P (Mi = F ).
For this, we are implicitly taking P (Xj = T | Cj = T,Mj = F ) = 1 and
P (Xj = T | Cj = T,Mj = T ) = 0. In fact

P (Xi = T | Ci = T ) = P (Xi = T | Ci = T,Mi = T )
P (Ci = T,Mi = T )

P (Ci = T )

+ P (Xi = T | Ci = T,Mi = F )
P (Ci = T,Mi = F )

P (Ci = T )

reduces to P (Mi = F ) using the observations above and using that Ci and Mi

are independent2. If Ci = F then, regardless of the value of Mi, we suppose
that cause i does not contribute to the effect since it is not active. Hence,

2For those readers familiarised with Bayesian nets, here no inference is performed, so the
realisation of Xi comes after the realisation of Ci and Mi and therefore they are independent.
A reader not familiarised with Bayesian nets is referred to Jensen and Nielsen(2007) and
Rebonato and Denev(tbp) to the chapters about d-separation.
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P (Xj = T | Cj = F,Mj = mj) = 0 for all mi i = 1, ..., n. All this can be
written as:

fi(ci,mi) =

{
1 (or T) , if ci = T and mi = F,
0 (or F) , otherwise ,

for all i = 1, ..., n.

These interpretations are quite natural when working with binary variables
as can be seen in the next simple and imaginary example.

Let us suppose there is a local bus driving through a city of very organised
people, which is always in time. We would like to model the fact that r different
people (who are related in no way to each other) take the bus or not (out of
n people who are able and thinking of taking it). Suppose that the bus has
m >> n empty places (it never gets full). Let us take Ci to be ‘individual i
is in the bus stop and would like to take the bus’ and E ‘exactly r individuals
take the bus’, where r ∈ {0, ..., n}. Before applying CI, the BN consists of n
parents or causes, Ci for i = 1, ..., n, all of whom share one descendant, E, as
depicted in Figure 3.1. After the use of CI with the interpretations above, the
BN is transformed into Figure 3.3. Note that we have reduced the number of
nodes with respect to the discussion above, packing down Xi and Mi into Ei
(this changes nothing). Similarly to before, P (Ei = T | Ci = T ) = P (Mi = F ).

The point of introducing this example is to check the credibility of the inter-
pretations. At the time the bus comes, the n pedestrians depicted in Figure 3.3
are at the bus stop ready to take the bus. Therefore, they all have a common
reason to be in the bus stop (since they are organised and arrive to the bus stop
a few minutes before it comes) and thus the Ci, for i = 1, ..., n, are dependent.
Since we have assumed that the bus is never full and none of them has any rela-
tion to each other, we may well accept that the reasons why one would not take
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the bus are unexpected and independent on the fact that another pedestrian
suffers another unexpected event. For example, they could have no money, they
could have forgotten to bring their wallet3, they can receive a call that makes
them change their mind, etc. It seems natural to suppose that these inhibitory
processes that stop each pedestrian from contributing to the sum of users are
independent (even if two of them have no money, why should we suppose that
there is a dependence between one individual not having money and other being
in the same situation?). It is important to note that assuming the independence
of the inhibitory processes (Mi for i = 1, ..., n) is equivalent, by construction, to
assuming the independence of the individual contributions of each cause to the
effect (Ei for i = 1, ..., n).

We can now proceed to comment on the values of P (E = e | X1 = x1, ..., Xn =
xn) from equation (3.1). In the previous example of the bus, E represented ‘ex-
actly r individuals take the bus’. Hence, in this case,

g(c1, ..., cn) =

 1 (or T) , if and only if
∑n
i=1 ci = r

(identifying 1 with T and 0 with F),
0 (or F) , otherwise.

This model is the so called noisy-r-OF-n.

More common models, which we shall use, are the following. If, instead, E
represented ‘at least one individual takes the bus’, then the model would be the
so called noisy-OR. If E represented ‘all individuals take the bus’, it would be
the noisy-AND model. More models such as noisy-MAX and noisy-addition are
mentioned in next section in a variation of the example of the bus. However, if
a setting of binary variables like ours, they reduce to one of the previous. They
are commented here as our intentions are not to restrict the view of the reader
to the models we use, but to contribute, if possible, to their understanding of
the modelisation of events through Bayesian networks.

The different models mentioned above illustrate that g is the function that
has the flexibility to adapt ACI to different situations. Functions fi for i =
1, ..., n are kept with their natural interpretation.

3.2 Relations between an effect and its causes

In this section it is attempted to justify theoretically and through examples
how to use ACI in several situations where causes and effects show certain re-
lations. ACI is not always used for all the causes but, instead, we try to use it
in subgroups of the causes where it is possible. This depends on the cause-effect
relation that the subgroup shows. At the end of the section, it is argued why
a commonly considered drawback of CI (and consequently ACI too) is actually
and advantage for us.

3Supposing that even organised people can sometimes forget somethings.
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Firstly, let us notice that ACI perfectly applies to a set of causes that indi-
vidually make the probability of an effect occurring higher than if they are not
active, and which, mutually, increase (or do not decrease) this probability. To
make this clear, suppose that, in the example of the bus previously described, g
is chosen to obtain the noisy-OR or the noisy-AND models. Then, the fact that
a certain individual contribution to the effect is active increases the probability
to reach the goal of causing the effect (in the noisy-OR it directly causes the
effect if the rest of causes were still active). Therefore, in these situations where
the probability of the effect occurring if a certain Xi = F is less than or equal
to the probability of the effect occurring if Xi = T , ACI (and CI) is a natural
tool to use. Note that, in these situations, the fact that Ci does not contribute
to the effect does not stop other causes from contributing to the effect. It just
does not contribute.

Insisting on this relation and for illustrative purposes, let us differ a little
from our traditional approach of considering only binary variables. Let us choose
g to be the sum of the number of pedestrians that take the bus. Thus, variable
E now takes n values. The contribution of a pedestrian of taking the bus is
still one if they take it and zero otherwise. This example of CI is an example
of the so called noisy-addition model and it clearly reflects the ‘unidirectional’
independent contributions mentioned above.

If, in the example of the bus, instead of having individuals we had groups
of people (every group is given the same characteristics as those given to the
individuals before) and the effect were identified with knowing the size of the
largest group that takes the bus, it would be an example of the so called noisy-
MAX model. These are examples of ACI and, therefore, their differences rest on
the function g that maps the contributions of the causes to the value of the effect.

As it is clear, although these cause-effect relations are common, others can
also be present. For example, a set of causes could be such that each cause, indi-
vidually causes a certain effect and if the causes are grouped in some particular
ways, they also cause the effect. Additionally, suppose that when grouped in
other ways they stop causing the effect. The specific ways in which, grouped,
the causes cause the effect, or not, depend on the example at hand and, there-
fore, a general method to describe any such cause-effect relation is not proposed.
Instead, in line with our analysis so far, examples of such relations are analysed
next.

Let us imagine that there are only two causes which, individually, cause a
certain effect but pairwise do not cause it. This means that, when both are
active, one inhibits the other, producing an overall null (or small) effect. Let
us suppose for a moment that if both causes are active then the effect is null
(the more general case where both causes being active induces a small effect is
treated in section 3.3.2). This is a completely different situation to the afore-
mentioned example of the bus and happens to be a more challenging to model in
a way which reduces the number of nodes and which can be systematically done.

For example, suppose we want to model the death of an individual in the
next few hours (this is the effect, binary) caused by a snake bite (one of the
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causes, binary). The individual is lucky since there exists an antidote for the
bite of this snake. However, if the antidote is used when the snake has not bitten
the individual, the risk of dying in the next few hours is very high (as well as
if the snake bites the individual). Therefore, the antidote can be identified with
the second, inhibitory of the first, cause. According to the assumption, if the
snake bites the individual and they take the antidote, they do not die in the
next few hours (at least as a consequence of the snake and the antidote). Section
4 deals with how to model this example through BNs.

This cause-effect relation seems to be less common than the first introduced
at the beginning of the section. However, after a moment of thought, one can
see that it is not such an strange relation and, of course, it can be found when
modeling stress events in banking. The following is an example of such stress
events so any association of the following events with the snake and the antidote
is purely illustrative.

Let us model the cause-effect relation between an abrupt shock in the US
economy, QE3 being approved and a fall of more than 5% of the FTSE. For
clarity, the abrupt shock in the US economy is taken as the snake-type cause
and QE3 being approved as the antidote-type cause. The effect is clearly a fall
of more than 5% of the FTSE (to which the performance of our portfolio is
linked). It is clear that if the first cause contributes (or does not contribute) to
the effect and the second does not (or does), then the effect is likely to occur.
If both contribute to the effect, we shall assume that the effect is very unlikely
to occur, as well as when neither occurs. This example reinforces our interest in
modelling this typo of relation4.

It may be the case that this is not the only S-A cause-effect relation we
include as parent of the effect (FTSE falling by more than 5%). For example,
one can include as plaussible causes (currently), the default of Greece and bail
out measures of the IMF. For this to be a S-A relation, let us assume that if
the IMF launches a bail out plan to avoid the default of Greece the FTSE falls
by more than 5% as the market is anticipating a potential default. However, if
Greece defaults and the IMF launches a bail out plan, then the FTSE does not
fall by more than 5% because the market sees the plan with good perspectives.
The intial situation of this enlarged Bayesian net is depicted in Figure 3.5. In
principle one has to elicit 24 = 16 master conditional probabilities. Nonethe-
less, the net can be transformed into Figure 3.6 by applying S-A to each of the
couples and CI to their contributions to the effect. Let us then notice that the
contributions are independent by the concept of d-separation.

Now, it is reasonable to assume that if at least one of among E1 and E2 is
active, then the FTSE falls by more than 5%. Therefore, noisy-OR applies here.
If we considered that only in the case when E1 and E2 are active the FTSE falls
by more than 5% then noisy-AND applies. In either case, note that for each of
the couples k conditional probabilities have to be assigned and for the couple
E1,E2 we only assign 2 inputs. Number k, as it sall be shown in next section, can

4As it shall be mentioned in section 3.3, CI may not be the most appropriate model for
this cause-effect relation.
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be, depending on the model, 2 or 3, and 4 if no model is applied. Thus, the num-
ber of inputs to elicit in the Bayesian net of 3.6 is 6, 8 and 10 respectively. The
reduction of inputs is clear, and the larger the net is the greater this reduction is.

We could also think that certain combinations (more complicated than OR
or AND) are necessary and sufficient to cause the effect. Although these pos-
sibly do not have a specific name, they can be very easily translated into the
conditional probability table of the effect by the use of zeros and ones.

Nevertheless, this model may not totally reflect the expectations of the port-
folio manager, as they may consider the possibility of there being other unknown
causes of the effect. This can be modelled by adding two additional nodes to the
BN as in Figure 3.7: a node representing any other reason for the effect to oc-
cur, O, and a descendant of this node representing the contribution of any other
reason to the effect, E3. Section 4.2 analyses how to include these events in the
case of the S-A example (only two causes). The node representing ‘other causes
occurring when none of the contributions from the S-A couples is active’ is kept
as active. The new parent of the effect, E3 is, by the concept of d-separation,
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conditionally independent of the other three parents E1 and E2, and hence CI
still applies and more zeros and/or ones is all that is needed to obtain the new
conditional probability table of the effect.

A last observation about this is that the group ‘any other cause of the ef-
fect’ does not necessarily have to be represented by one node only. A portfolio
manager may know several causes (which are not part of the S-A couples) of the
effect, regardless of whether the causes are contributing to the effect or not. CI
can be used and all that one has to do is to introduce two nodes (as above) for
each of these causes, as shown in Figure 3.8. The Ei’s continue to be causally
independent and the amount of inputs to estimate are again reduced from 2m

to 2k +m− 2 = m+ 2, m+ 4 and m+ 8.

This is only one example of the use of CI when S-A relations are present in
a BN. Many more relations can be given and the use of CI in each of them may
or may not be as size-reducing as in the last example. In fact, our decisions on
how to use CI are made depending on the example.

One can imagine the following S-A relation, shown in Figure 3.9. Suppose all
the causes of a certain event can be split into two groups. One consists in the set
of causes which produce some threat to the economy, if and only if all the causes
occur (the set of causes C1, ..., Cn1

). The second group comprises in causes that
harm the economy as long as at least one of these causes occurs (the rest of the
causes). However, if all causes of the first group occur and at least one of the
second group also occurs, then there is no effect. This is a clear fit with the noisy-
AND model in the first group, noisy-OR model in the second, and S-A model in
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the contributions of each of the two groups to the effect. Similarly to what we
have already seen, variable(s) representing other causes can be introduced here
too. The reduction in the number of inputs is again from 2n1+n2 to (n1 +n2 +k).

It is important to note that we suggest to remove the auxiliary nodes added
in these constructions after the probability table of the effect E has been filled
in. This way, when it comes to calculate the joint probabilities of the Bayesian
net, the high computational effort that additional nodes would add is avoided.
However, if the portfolio manager plans to use the numerical methods of next
chapter, they are invited to read the section of that chapter which deals with
the application of the numerical techniques when CI or SA causal relations have
been modelled in these ways in the net.

3.2.1 Counterfactuals

As it was argued above, CI requires the probabilities P (Mi = mi) for
i = 1, ..., n to be elicited. Each of these is the probability that the contribu-
tion to the effect from the i-th cause, alone, is active or not. Note that when we
say ‘individual contributions’ or ‘the contribution of the i-th cause, alone,’ we
do not mean the contributions of a particular cause when the rest are not con-
tributing (this is only true for the noisy-OR as it is shown in the section about
generalisations of the numerical methods, in next chapter). We only mean the
contribution of a cause, regardless of whether the rest of the causes contributed
to the effect or not. These facts, the individual contributions to the effect, are
called counterfactuals in the literature.

It has been extensively argued (see Pearl (2009) for several discussions about
it) that these contributions to the effect, when the effect has several causes, are
not really ‘separable’, as CI requires in order to elicit P (Mi = mi) for i = 1, ..., n.
They argue that, when an effect is caused by several active individual contri-
butions, knowing what cause(s) the effect is originated from is not possible.
Furthermore, they argue, there is no way to check, a posteriori, by what cause
it was caused.

Their reasons for these arguments come, in general, because they base their
elicitation of the master conditional probabilities on statistical data. Therefore,
the contribution of each cause, alone, cannot always be separated (or check
that it really has been separated) from data that only shows the joint distri-
butions. In order to see an example of their second argument, let us go to the
field of medical applications. Suppose there are two diseases causing the death
of individuals. Then, the statistical data shows the probability of dying from
one or the other disease for the whole population. However, this does not show
the probability of a particular individual dying as a consequence of one of the
diseases. Since individuals cannot revive and be affected by the diseases sev-
eral times, the probability of a particular individual dying as a consequence of
one of the diseases is not really possible to be estimate. Note that this is the
quantity a doctor would need when a patient visits them and they had to elicit
the inputs of the net using CI. Thus, they conclude that eliciting the probabili-
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ties of the individual contributions being active is not really possible to be done.

All this is intuitive, but it is not applicable when modelling stress events in
banking. The reasons are the following: If statistical date were to be uised to
base our elicitations of the master conditional probabilities, then it be because
there is enough data one can rely on. Given the foundational observations of
our approach made in the first chapter, such a cause would be included in the
‘normal’ part of the P&L distribution. The stress events we aim to model are
rarer than those on whose statistical past data one can rely. Therefore, the first
argument given above does not apply to us, as there is no distribution that
cannot be ‘separated’.

The second argument, however, does apply to us in a way. We are not able to
check if the values we elicited are right or not (it is very unlikely that the same
events, which are generally inherent to the current situation of the world, occur
enough times to confidently check this). Nevertheless, this is at the heart of our
approach. The inputs subjectively assigned to model rare situations. Hence, it
can be seen as a drawback of the whole approach (not only of CI) or, rather,
as observed in the first chapter, the power of the approach: we are aiming to
model events which does not seem to be accurately modelled through clas-
sic techniques, using the limited, but precious, knowledge of the asset manager
about the perspectives of the economy. Moreover, given the cognitive limitations
found when eliciting conditional probabilities of high order of conditioning, elic-
iting the inputs required by CI, is actually preferable for our application. Hence,
is not only the reduction of inputs what appeals to us about CI, but the nature
of the inputs it requires.

3.3 Snake-antidote example revisited

In this section we propose several ways to model the S-A relation with as few
inputs as possible but leaving enough degrees of freedom to make the models as
flexible as possible. The small reduction for one table is worth it, for instance,
to reduce the number of inputs is in BNs like the last examples in section 3.2.

We have tried to apply CI to this example but a problem which, in our opin-
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ion, shows that CI is not really the best model to describe it has been identified
(if only binary variables are used). In ACI, the effect E is completely determined
by the states of the variables Ei (through the function g), which are either T or
F . However, in the S-A example, one cannot simplify things to such an extent.
Suppose DS represents the part of the effect caused by the snake bite alone
(Figure 3.10 shows how ACI, as described in section 3.1.1, would transform the
BN of S-A). Then ACI is establishing that, in terms of deciding whether the
individual dies in the next few hours or not (represented by D), DS = F as a
consequence of S = F is the same as DS = F as a consequence of S = T , with
inhibitory causes present. This is obviously not true as if A = T when S = F
the individual has a high probability of dying whilst if A = T when S = T the
individual has a low or inexistent (depending on what we decide) probability of
dying.

One may think that we can overcome this drawback by using a different
definition of the functions fi in section 3.1.1. More general functions are natural
when dealing with variables with more than two states. For binary variables we
consider the definition of fi in section 3.1.1 to be the appropriate one.

In the next two subsections models for this example are proposed. The sec-
ond subsection generalises the models proposed in the first one by introducing
the so called background event or leak cause, which represents causes of the
effect others than the snake or the antidote (see Heckerman and Breese (1994)).
In fact, if the background event is not active, the original models are recovered.

3.3.1 Analysis without background event

In this subsection the analysis is restricted to two causes only. i.e. we sup-
pose that there are no other causes for the individual to die in the next few
hours other than being bitten by a snake or having taken the antidote when
they have not been bitten. It is therefore reasonable to expect from the models
that the probability of dying given that both causes are not active is zero.

(a) Let us start with a very naive approach. Suppose we want to provide a
value p to the probability of the event ‘dying in the next few hours as a
consequence of one cause being active and the other inactive’ regardless of
which cause is active. Similarly, we would like to assign the same value q
to the probability of dying in the next few hours as a consequence of both
causes being in the same state. The situation described here is depicted in
Figure 3.11. The reason to propose such a topology in the BN is that this
way it takes advantage of ACI applied to nodes Eq and Diff . Therefore,

P (D = T | S = T,A = F ) = P (D = T | S = F,A = T ) = p

and
P (D = T | S = A = T ) = P (D = T | S = A = F ) = q.

If the reader is familiar enough with BNs they can notice that there was no
need to propose the topology in Figure 3.11. It would have been enough to
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keep the topology of Figure 4 and fill the conditional probability table of
D with the doubly conditional probabilities above. The reason why Figure
3.11 is introduced is to show that this table does actually embed the CI
depicted in the Figure.

As mentioned at the beginning, it would be natural to choose q = 0. This
means that we only have to provide one input but, in exchange, the flexibil-
ity of the model is almost inexistent. If q 6= 0 then we are actually including
a background event. More in next subsection.

(b) The next step is to propose a model which allows the user to provide at
least two inputs, p and q, one for (D = T | S = T ) and other for P (D = T |
A = T ). We make use of ACI as in Figure 3.10. After the calculations the
results are the following:

P (D = T | S = A = F ) = 0

P (D = T | S = T,A = F ) = p

P (D = T | S = F,A = T ) = q

P (D = T | S = A = T ) = p(1− q) + (1− p)q.

This model clearly shows more flexibility than the previous and disagree-
ment can only come from the value of P (D = T | S = A = F ). If p = 0.9
and q = 0.95 then p(1− q) + (1− p)q = 0.14

(c) The previous model had the limitation mentioned at the beginning of sec-
tion 3.3. To overcome this problem one can change DS from being binary
to taking three values: F (representing that S = F ), FT (representing that
S = T but there is an inhibitor preventing it from causing the effect) and
T (representing that S = T and that it is causing the effect). The rest of
variables are kept binary and the topology of the BN is still like in Figure
3.10. In this case, if the inputs of D’s table are fixed with the natural values,
the results are the same as the previous.
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(d) The following model tries to generalise the previous even more by allowing
the variable DA to take the three values of DS . The results follow the trend
shown by the previous model. If the D’s table is filled in with the ‘natural
values’ we obtain the same results as before.

(e) The last model of the subsection is different from the previous. The BN
corresponds to Figure 3.12 (note the similarity with Figure 3.10). Here,
variable DS is again allowed to take the three aforementioned values whilst
the rest of the variables are binary. We consider this model to be more
natural to model a S-A relation as it can be interpreted in the following
way (although this is not the only interpretation). First simulate whether
the snake has bitten and, if it has, whether it is going to have a lethal
effect on the individual or not. Second, and depending on the results of the
previous step, simulate whether the individual takes the antidote or not.
Then, based on all the information we simulate whether the individual dies
or not. As mentioned before this model can also be used starting from cause
A. The results are the following:

P (D = T | S = A = F ) = 0

P (D = T | S = T,A = F ) = p

P (D = T | S = F,A = T ) = q

P (D = T | S = A = T ) = 0.

The last conditional probability means that the antidote totally prevents
death caused by the snake bite. In the next section we add the back-
ground event which modifies this. These results may be preferable to the
ones of the last three models as in those cases the conditional probability
P (D = T | S = A = F ) takes values that may not be intuitive once p and
q have been fixed.

3.3.2 Analysis with background event

As has already been mentioned, the same models as before are proposed
here, with the difference that an additional cause is added. This cause repre-
sents all the causes, except for the Snake or the Antidote, that can cause the
death of the individual in the next few hours. It is quite natural to include such
a cause and it obviously gives more flexibility to the models above. It is worth
remarking that all the following results are equal to the previous modified in the
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following way: if r represents the value of a conditional probability obtained by
means of the previous models then, then in the corresponding generalised model
(i.e. the same but including the background event) this value is s + (1 − s)r,
where s is the probability of the background event contributing to the effect.
The interpretation of this is left for later.

The background event should always be kept active as if it were inactive we
would recover the previous models and there would be no advantage to adding
it. Furthermore, due to the interpretation of this background event, it is natural
to think that the effect is always exposed to unexpected causes (they do not
affect the effect if the corresponding inhibitory processes are active).

(a) As mentioned before, the first model can include the background event just
by setting q 6= 0. In this case P (D = T | S = A) = q and therefore it is
understood that the antidote totally prevents the snake bite from killing
the individual and that the probability q in P (D = T | S = A = T ) = q
comes from the background event. Alternatively, and avoiding too many
interpretations, one can simply understand that the probability of dying
when bitten by a snake and taking the antidote is the same as if neither
event had occurred. Adding the background event to this model (in addition
to taking q 6= 0) does not really add any further flexibility. If we were to
add it, the BN would look like that of Figure 3.13.

(b) The results of the second model are modified as mentioned in the first
paragraph of the subsection. Naturally, the BN in this case looks like that
of Figure 3.14. Hence, if s represents the probability of the background event
contributing to the effect (or, equivalently, (1−s) represents the probability
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that the inhibitory processes of the leak cause are active) then,

P (D = T | S = A = F ) = s

P (D = T | S = T,A = F ) = s+ (1− s)p
P (D = T | S = F,A = T ) = s+ (1− s)q
P (D = T | S = A = T ) = s+ (1− s)(p(1− q) + (1− p)q).

(c) Similarly to the previous subsection, the results of modeling the S-A rela-
tion using Figure 3.14 allowing DS to take three values and allowing DS

and DA also to take three values are the same as the ones just above.

The interpretation of obtaining s+(1−s)r is the following. This is a weighted
average between 1 and r, values that correspond to the probability of the
background event occurring and to the value of the corresponding condi-
tional probability. The weight is s as D = T occurs either if the background
event is not inhibited (with probability s) or if it is inhibited and the event
embedded in the conditional probability at hand occurs. It is easy to see
that the value s + (1 − s)r is always larger than r, and thus, as we would
expect, introducing the background event only increases the probability of
the effect occurring. One can agree with the results caused by introducing
the leak cause or not.
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Figure 3.15

(d) There is more to say about the last model than about the previous when
the background event is added. Figures 3.15-...-3.18 show ways in which the
leak cause can be added to the original BN. They all produce the same

50



results, which correspond, as expected, to:

P (D = T | S = A = F ) = s

P (D = T | S = T,A = F ) = s+ (1− s)p
P (D = T | S = F,A = T ) = s+ (1− s)q
P (D = T | S = A = T ) = s.
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Figure 3.16

The difference between all of these is exposed when computational speed
is taken into account. Models corresponding to Figures 3.16 and 4.1 are
computationally different if our program simulates ‘from left cause to right
cause’. If, however, in Figure 4.1 we allow variable DB to be simulated first,
then both models are equal in terms of computational effort, and are also the
best. The reason for this is that in these models we do not have to carry out
the simulations corresponding to the S-A relation if DB = T (though these
often occur with low probability). The model of Figure 3.18 is equivalent to
the model of Figure 4.1. Model 3.15 is similar to model 4.1 but it implies
carrying out the simulation of DB directly in the conditional probability
table of D. This is computationally expensive as we lose the advantage of
simulating DB and not simulating the S-A relation if DB = T . The problem
with the model of Figure 3.16 is that we need a way to transmit, through
DBS , the information of whether DB is active or not. If DB = F then we
start with the simulation of DBS corresponding to the snake bite. However,
if DB = T there is no value among F , FT and T that describes the situa-
tion as the only one would be T , but it could be inhibited by the antidote.
Therefore a fourth node is needed in the model corresponding to Figure
3.16. So far, models of Figures 4.1 and 3.18 seem to be superior if the code
can be adapted as mentioned above.

An additional advantage of the model of Figure 4.1 over those of Figures
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Figure 3.17
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3.16 and 3.18 is that, if we have previously built the tables of the model of
Figure 3.12 (no background event involved), then one can make use of these
very easily whilst the others need modifications.

The results that the model of Figure 4.1 provide the user with seem to be
quite reasonable. In addition, the inputs are also quite intuitive to provide.
The only disagreement that could come from the user is not having more
flexibility to choose P (D = T | S = A = T ) but, in that case, they would
rather fill in D’s table from Figure 4.

Finally, the following applies to all the models of this subsection. There could
be a situation in which the portfolio manager agrees with introducing a back-
ground event but they do not want the values of P (D = T | S = T,A = F ) and
P (D = T | S = F,A = T ) to be modified. I this case, we can propose to choose
the value of s first and then do the following with the value(s) that they want
to keep. Suppose r is such a value.Then, if and only if s ≤ r, instead of setting
s+ (1− s)r as the output, set r = s+ (1− s)r. If this is done, r is chosen to be
r−s
1−s , which is always between 0 and 1 and, therefore, simulations can still be car-
ried out. The condition s ≤ r is normally satisfied as r is often large and s small.
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Chapter 4

Numerical methods for
Bayesian networks

In the previous sections, methods to elicit the probabilities of the conditional
probability tables have been developed. Therefore in this chapter we assume that
all the master conditional probabilities are available. As a consequence, one can
always calculate all the joint probabilities of the Bayesian network by making
use of the master equation. Of course, these probabilities are the results one
is interested in when using Bayesian networks to model stress events in the
economy. However, when the number of nodes in the Bayesian network is large,
of order one, two or several hundred, calculating the exact joint probabilities
involves considerable computational effort that one may not be able to afford.
In order to reduce it, three methods are proposed here.

The elicitation of the aforementioned conditional probabilities is supposed
to be critical and well thought out process, as it is one of the most important
tasks when constructing the network. Thus, the asset manager may want to
keep some of these master conditional probabilities fixed when estimating the
joint probabilities. Additionally, given that the joint probabilities can be written
as a product of these, keeping some of them fixed can help the estimates to be
better approximations of the real probabilities.

Therefore, the methods proposed here attempt to find or at least estimate
some conditional probabilities of the Bayesian network. In the analysis and com-
parison of the results of each of the techniques, the distance from the estimated
joint probabilities to the ones calculated through the master equation is taken as
the main comparative factor. Of course the decision of which conditional prob-
abilities to keep lies with the user however some suggestions are made when
analysing the numerical results.

It is important to mention that these numerical methods differ notably from
those used in other applications of Bayesian networks. This is, essentially, be-
cause their purposes, and the challenges they face, are different. For example,
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when using Bayesian networks to model neuronal networks, the number of nodes
is significantly larger. For this application, using the methods proposed here
would be too expensive. On the other hand, techniques used for these large net-
works make assumptions that we are not interested in making here.

Additionally, the motivations for our use of Bayesian networks are not the
same as those in other applications, such as inference. For this popular use,
many approximation algorithms have been developed. For an illustrative list of
the main techniques used when performing inference on Bayesian networks see
Murphy, K. (2001). Nonetheless, their purposes and assumptions do not apply
to our situation.

As a last important observation, all the techniques here make use of Monte
Carlo simulation. As one expects, crude Monte Carlo does not hit the condi-
tional probabilities in general. In order to modify this drawback, the first two
methods make use of the so called weighted Monte Carlo technique. The third
method is motivated on the decomposition of the joint probabilities as a product
of conditional probabilities.

Obviously, the approximations of the joint probabilities by Monte Carlo can
be as accurate as one wants them to be. However, when applying Monte Carlo
to Bayesian networks with all the master conditional probabilities available, the
number of simulations should not be arbitrarily large as it would be computa-
tionally cheaper to calculate the exact joint probabilities. Hence, in section 4.8
of numerical results, the number of simulations is kept relatively low compared
to the number of configurations of the binary variables.

As for the structure of the chapter, crude Monte Carlo, weighted Monte
Carlo and an important section on remarks of the three methods come first.
Then, the three methods are introduced, theoretically analysed and closed form
solutions are derived for a special case. We begin with the techniques that use
weighted Monte Carlo and we end with the remaining method. The first two
exactly hit the conditional probabilities when they are applicable (same condi-
tion for both) and the third approximates the conditional probabilities and it is
applicable when the other two are not. It also produces exact conditional proba-
bilities in a special case analysed in detail in section 4.4. Numerical results from
a rather small but illustrative example are presented next. The chapter ends
with the applicability of these techniques to conditional probabilities elicited as
in chapter 2 and other potential uses of the methods. An appendix with proofs
is also attached.

4.1 Crude Monte Carlo

In order to simulate joint probabilities from the Bayesian network table,
it is necessary, first of all, to have an appropriate ordering of the n variables
as described in the preliminaries, section ??. Let us represent the n ordered
variables by V1, ..., Vn. This ordering goes from parents to children or roots to

54



leaves. Then, assuming that all the conditional probabilities are available, crude
Monte Carlo proceeds as follows:

(1) Simulate the state of variable V1 according to its probability P (V1 = T )
(available from the conditional probability table of V1). Let us call this
state v1. For clarity, v1 = T with probability P (V1 = T ) and v1 = F with
probability P (V1 = F ) = 1− P (V1 = T ).

(2) Simulate the state of variable V2 according to its probability P (V2 = T |
V1 = v1) (available from the conditional probability table of V2). Notice that
P (V2 = T | V1 = v1) could well be P (V2 = T ) if V1 and V2 are independent.
i.e. if V1 and V2 are two root events with no causal link. Let us denote this
state by v2.

(3) For the i − th variable Vi, simulate its state according to the probability
P (Vi = T | V1 = v1, ..., Vi−1 = vi−1) which, by conditional independence,
is equal to P (Vi = T | configuration of parents of Vi). The parents of Vi
belong to {V1, ..., Vi−1} thanks to the appropriate ordering that we chose.
Again, P (Vi = T | configuration of parents of Vi) is one of the master con-
ditional probabilities of the conditional probabitity table of Vi and therefore
it is available. Let us call the state that the simulation produced vi.

(4) Once all of the n variables have been randomly assigned a state (one by one
taking into account the previous variables’ states) a first configuration of
the 2n possible configurations has been simulated. Let us denote this first
simulation by ω1, and the configuration to which it is equal by ω̃j for some
j = 1, ..., 2n.

(5) Apply steps from (1) to (4) as many times as the desired number of simula-
tions, Ns, independently. This produces the set of simulations {ω1, ..., ωNs}.

(6) If φj(ωi) represents the indicator function of configuration ω̃j , which reads
as

φj(ωi) =

{
1, if ωi = ω̃j ,
0, if ωi 6= ω̃j .

and PMC(ω̃j) represents the probability crude Monte Carlo assigns to the
j − th configuration of the Bayesian network, then

PMC(ω̃j) =
1

Ns
·
Ns∑
i=1

φj(ωi) for all j = 1, ..., 2n. (4.1)

All the Monte Carlo estimates of the joint probabilities are computed in this
way. We now proceed to represent conditional probabilities in terms of the crude
Monte Carlo joint probabilities.
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To begin with, let us suppose that the user would like to hit only one con-
ditional probability denoted by

cp := P (A = a | B1 = b1, ..., Bm = bm) .

Variable A represents any variable of the Bayesian network and variables Bi,
for i = 1, ...,m, represent the m parents of A. By definition,

cp =
P (A = a,B1 = b1, ..., Bm = bm)

P (B1 = b1, ..., Bm = bm)
.

Let us define Ωa = {ω̃j : ω̃j(A,B1, ..., Bm) = (a, b1, ..., bm)} to be the set of
all configurations whose states for variables A,B1, ..., Bm are a, b1, ..., bm, re-
spectively. Similarly, Ω = {ω̃j : ω̃j(B1, ..., Bm) = (b1, ..., bm)} represents the set
of all configurations whose states for variables B1, B2, ..., Bm are b1, b2, ..., bm.
Additionally,

φa(ωi) :=
∑

j: ω̃j∈Ωa

φj(ωi) =

{
1, if ∃ ω̃j ∈ Ωa such that ωi = ω̃j ,
0, otherwise.

shall represent the indicator function of set Ωa and

φ(ωi) :=
∑

j: ω̃j∈Ω

φj(ωi) =

{
1, if ∃ ω̃j ∈ Ω such that ωi = ω̃j ,
0, otherwise.

the indicator function of set Ω. Then, the estimates of the joint probabili-
ties involved in the Monte Carlo estimate of the conditional probability can be
written, using expression (4.1), as:

PMC(A = a,B1 = b1, ..., Bm = bm) =
∑

j: ω̃j∈Ωa

PMC(ω̃j)

=
∑

j: ω̃j∈Ωa

1

Ns
·
Ns∑
i=1

φj(ωi)

=
1

Ns
·
Ns∑
i=1

φa(ωi)

and PMC(B1 = b1, ..., Bm = bm) =
∑

j: ω̃j∈Ω

PMC(ω̃j) =
1

Ns
·
Ns∑
i=1

φ(ωi).

Hence, the estimate of the conditional probability in terms of the Monte Carlo
estimates of the joint probabilities is:

cpMC :=
PMC(A = a,B1 = b1, ..., Bm = bm)

PMC(B1 = b1, ..., Bm = bm)
=

∑Ns
i=1 φa(ωi)∑Ns
i=1 φ(ωi)

. (4.2)
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As is clear from this expression, there is no reason why equality cpMC = cp
necessarily holds. Thus, the method has to be modified in order to hit the con-
ditional probability.

There is only one exceptional case in which crude Monte Carlo automatically
hits the conditional probabitity: when cp = 0 or 1 and sufficient configurations
have been simulated. To see why, first suppose that cp = 0 for one of the master
conditional probabitities (represented by P (A = a | B1 = b1, ..., Bm = bm)
as above). Let us perform crude Monte Carlo to this Bayesian network: if
ã represents the opposite state of a 1 and we are in step (3) for Vi = A
with its parents in the configuration (b1, ..., bm), then vi = ã is always ob-
tained and therefore no simulation ωi has states a, b1, ..., bm for its variables
A,B1, ..., Bm. Consequently, PMC(ω̃j) = 0 for all ω̃j ∈ Ωa, which implies
that PMC(A = a,B1 = b1, ..., Bm = bm) = 0 and thus cpMC = 0 = cp if
PMC(A = a,B1 = b1, ..., Bm = bm) 6= 0. If, on the other hand, cp = 1 it would
imply that if any simulation has states b1, ..., bm for its variables B1, ..., Bm,
then it always belongs to Ωa and never to Ωã. Therefore, the numerator and
denominator of (4.2) are equal and cpMC = 1 = cp. All this is of course as-
suming that some simulations have been drawn from Ωã and Ωa, respectively,
as otherwise the denominator is zero and the expressions are undefined. Section
4.3 deals with these ‘problematic’ cases and others when cp 6= 0, 1.

For the following, it is important to note that Ωa ⊂ Ω. In fact, for any
ω̃j1 ∈ Ω there is always another ω̃j2 ∈ Ω, which has a different state of variable
A. Therefore, following the notation above, Ω = Ωa ∪ Ωã and Ωa ∩ Ωã = ∅ and
the number of configurations in Ωa equals the number of configurations in Ωã.
Having made this observation, expression (4.2) becomes:

cpMC =

∑Ns
i=1 φa(ωi)∑Ns

i=1 φa(ωi) +
∑Ns
i=1 φã(ωi)

. (4.3)

Also as a consequence of the above observation, if m still represents the number
of parents of A, then card(Ω) = 2n−m and card(Ωa) = card(Ωã) = 2n−m−1.
This is barely used when discussing the methods, but helps the reader have a
clearer understanding of these sets2.

The convergence of the estimate of the conditional probability is clear: by
the weak law of large numbers, crude Monte Carlo joint probabilities estimators
converge in probability to the exact joint probabilities as the number of simula-
tions is increased. By Slutsky’s lemma, and assuming that P (B1 = b1, ..., Bm =
bm) 6= 0 (otherwise the conditional probability would not be defined) the estima-
tor of the conditional probability in (4.3) also converges to the real conditional
probability as Ns tends to infinity.

1If a = T then ã = F and, conversely, if a = F then ã = T .
2card(S) represents the cardinality of set S
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4.2 Weighted Monte Carlo

Crude Monte Carlo assigns equal weights to each of the outcomes of the
simulation when it comes to calculate the joint probabilities. The weight of the
contribution of each sample is given by 1/Ns, as can be seen in expression 4.1.
The idea of weighted Monte Carlo is to set these weights as free parameters,
p = (p1, ..., pNs), different from the uniform ‘distribution’, υ = (1/Ns, ..., 1/Ns),
hence producing the following estimates for the joint probabilites:

PwMC(ω̃j) =

Ns∑
i=1

pi · φj(ωi) for all j = 1, ..., 2n. (4.4)

Of course, some conditions have to be imposed on these free parameters. First,
the general conditions of positivity and normalisation to one have to be met.
Second, (and this is where the methods usually differ) additional conditions tai-
lored to the application at hand are imposed. In the case of techniques 1 and 2,
these are hitting the conditional probabilities chosen by the user. Technique 3
does not make use of weighted Monte Carlo.

Applying the same reasoning as in the previous section, the weighted Monte
Carlo estimate of a conditional probability reads as:

cpwMC =

∑Ns
i=1 pi · φa(ωi)∑Ns
i=1 pi · φ(ωi)

=

∑Ns
i=1 pi · φa(ωi)∑Ns

i=1 pi · φa(ωi) +
∑Ns
i=1 pi · φã(ωi)

. (4.5)

This is, essentially, the equivalent of equations (4.2) and (4.3) when equation
(4.4) is used instead of equation (4.1). Thus, the constraints of techniques 1 and
2 are obtained when the RHS of (4.5) is equated to cp:

cp =

∑Ns
i=1 pi · φa(ωi)∑Ns
i=1 pi · φ(ωi)

=

∑Ns
i=1 pi · φa(ωi)∑Ns

i=1 pi · φa(ωi) +
∑Ns
i=1 pi · φã(ωi)

. (4.6)

Clearly, this equation can suffer from the same problem as (4.2): if no simula-
tions from Ω have been drawn then the conditional probability cannot be hit.
If cp 6= 0, 1 then simulations in both Ωa and Ωã are needed whilst if cp = 0, 1
then simulations only in the corresponding set (same argument as in previous
section) are needed. Next section deals further with this and other initial limi-
tations.

Let k represent the number of conditional probabilities chosen by the user
to be hit. Typically, k << Ns, and therefore there are not enough constraints to
determine the weights of the simulations. The additional condition imposed by
techniques 1 and 2 is to minimise the distance of the weights (which can be seen
as a probability distribution) to the uniform distribution using relative entropy
and the `2 norm, respectively.

Note that if constraint (4.6) is satisfied by the weights (the conditional
probability is hit), then PwMC(A = ã | B1 = b1, ..., Bm = bm) also hits
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P (A = ã | B1 = b1, ..., Bm = bm), as could be expected. Certainly, if equa-
tion (4.6) holds then

PwMC(A = ã | B1 = b1, ..., Bm = bm)

=

∑Ns
i=1 pi · φã(ωi)∑Ns

i=1 pi · φa(ωi) +
∑Ns
i=1 pi · φã(ωi)

= 1−
∑Ns
i=1 pi · φa(ωi)∑Ns

i=1 pi · φa(ωi) +
∑Ns
i=1 pi · φã(ωi)

= 1− PwMC(A = a | B1 = b1, ..., Bm = bm) = 1− cp

and therefore we can always assume that we want to hit the conditional proba-
bility of PwMC(A = T | B1 = b1, ..., Bm = bm).

4.3 The constraints

This section analyses the constraints that keeping the conditional proba-
bilities produces, and it describes the general limitations of using them, and
how to overcome them. Hence, it is considered to be an important section. In
many occasions it describes cases that could occur but which, fortunately for us,
have not occurred in any of the simulations. We attempt to convince the reader
why it is unlikely that they should occur. However, the user should be aware
of them (if they can actually occur). The section starts with an analysis of the
constraints (which only applies to techniques 1 and 2). Then it moves to analyse
two type of limitations, the first of which also applies to technique 3. The way
to overcome these limitations thus applies to the three methods. Finally, after
describing the second category, it becomes clear that for some cases, and when
we cannot increment the number of simulations, the only technique one can rely
on is technique 3.

4.3.1 The linear system

Having said this, the first constraint to be satisfied by the weights of the
simulations in techniques 1 and 2 is the normalisation constraint:

Ns∑
i=1

pi = 1 . (4.7)

As already mentioned, a single conditional probability constraint in these tech-
niques corresponds to expression (4.6). When k conditional probabilities are to
be hit, the constraints shall be written as:

cpl =

∑Ns
i=1 pi · φla(ωi)∑Ns
i=1 pi · φl(ωi)

=

∑Ns
i=1 pi · φla(ωi)∑Ns

i=1 pi · φla(ωi) +
∑Ns
i=1 pi · φlã(ωi)

(4.8)
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for l = 1, ..., k. The indicator functions here are the natural extensions of those
of section 4.1. However, note that there is a slight abuse of notation: not all the
conditional probabilities share variables A,B1, ..., Bm. Each has a correspond-
ing variable Al with parents Bl1, ..., B

l
ml

. Additionally, for example, function

φla∩bs(ωi) does not represent the indicator function for when variable Al is in
state a and variables Bl1, ..., B

l
ml

are in states b1, ..., bm. Rather, it is one if the

states of variables Al, Bl1, ..., B
l
ml

of simulation ωi are al, bl1, ..., b
l
ml

and zero oth-
erwise. All this notation would only make the discussion more cumbersome and
therefore the notation of expression 4.8 shall be used.

Let us assume for a moment that there are simulations in all the sets involved
in the k constraints above. Then, crucially, these constraints can be transformed
into the following linear equations which are much easier to handle:

Ns∑
i=1

pi · (φla(ωi)− cpl · φl(ωi)) = 0 for all l = 1, ..., k. (4.9)

However, as always, there is a price to pay: additional solutions which we are
not interested in are now part of the problem. These solutions correspond to
those that make the denominator of 4.8 zero, and, if there are no such solutions,
the systems are equivalent. Leaving the exploration of these for later, and for
the sake of understanding the equations, let us analyse the coefficient of each
pi. Three possibilities arise:

(φla(ωi)− cpl · φl(ωi)) =

 1− cpl , if ωi ∈ Ωla ,
−cpl , if ωi ∈ Ωl \ Ωla = Ωlã ,
0, if ωi /∈ Ωl.

Of course, this means that when ωi /∈ Ω the unknown pi does not appear in
the equation. Additionally, and due to the assumption made above, each equa-
tion includes at least two different weights with at least one of each type. This
precisely implies that, in most cases, the system of k + 1 equations admits a
solution with non-negative coordinates.

A further observation which aims to provide the reader with a better under-
standing of the equations can be made. In light of the three possible values of
the parameter of each pi, it is not difficult to determine when two equations do
not share unknowns. The parameter pi appears in the equation of conditional
probabitity l if and only if ωi ∈ Ωl. Therefore, if two different conditional proba-
bitities cpl1 and cpl2 satisfy that Ωl1 ∩Ωl2 = ∅, then no ωi can be in Ωl1 and Ωl2

at the same time and pi appears at most in one of the equations. The question
now is, when does Ωl1 ∩ Ωl2 = ∅ occur? The sets Ωl1 and Ωl2 only take into
account the states of variables Al1 and Al2 , and their parents. If they do not
share parents, a configuration ω̃j in Ωl1 ∩ Ωl2 always exists, and thus there is
the possibility that ωi ∈ Ωl1 ∩ Ωl2 for some simulation. The same occurs if the
parents they share are in the same state. However, if one of the parents they
share is in different states, no configuration ω̃j isl ever able to have two differ-
ent states for the same variable and hence Ωl1 ∩ Ωl2 = ∅. This situation occurs
for example when the user chooses to hit master conditional probabitities of
the same conditional probability table. i.e. conditional probabilities of the same
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variable with different given configurations of the states of the parents. This is
a particular case of what is later called the special case k.

4.3.2 Limitations and how to overcome them

We now move to comment on the potential degenerate cases that can arise
when imposing the k + 1 constraints, and the ways we propose to overcome
them. The reasons for the equations not to hold can be split into two different
groups depending on their nature: reasons coming from the fact that no sim-
ulations have been drawn from the corresponding sets of configurations; and
reasons consequence of the properties of the solutions implied by the system of
k+ 1 equations. The former category comes first as, if no simulations have been
drawn from Ωl, then there is no equation (or there is a contradiction) and no
solutions can be analysed.

Lack of simulations

Two cases can occur in the first type of limitations. For equation of condi-
tional probability l it may occur that:

(i) No configuration from Ωl has been sampled.

(ii) All configurations from Ωl belong only to either Ωla or Ωlã.

Clearly, the first is more problematic. In fact, the second is not necessarily a
limitation but the normal situation if cpl = 0 or 1. This case was analysed at the
end of section 4.1 for when pi = 1/Ns for all i = 1, ..., Ns. It is straightforward to
generalise the analysis to other probability distributions for the weights. There-
fore, in the following when dealing with case (ii), we assume that cpl ∈ (0, 1).

In case (ii), if no simulations from Ωla have been drawn then cplwMC = 0.
Similarly, if all simulations belong to Ωla then cplwMC = 1. However, if at least
one simulation belongs to Ωla and another belongs to Ωlã, then the equation can
be imposed. Hence we shall try to force the simulations to satisfy this.

In case (i), the constraint is not defined. There are two reasons that can
cause this situation to occur. The first is that the set Ωl has real probability
zero. i.e. that all configurations with their parents in the states bl1, ..., b

l
ml

have
probability zero. One can think of degenerate Bayesian nets in which this occurs
but these are very particular cases. For example, let us denote by Blj a parent of

Al which is in state blj in Ωl. Then, by the master equation, if all the conditional

probabilities of {Blj = blj} given its parents are zero, every single joint probabil-

ity with variables Al, Bl1, ..., B
l
ml

in states al, bl1, ..., b
l
m is zero (every such a joint

probability is multiplied by one of the aforementioned zero-probabilities). Since
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in our application we have many nodes with few parents or with many positive
conditional probabilities involved, the likelihood of these degenerate cases oc-
curring is practically, if not totally, impossible. If such a case does occur, the
way to overcome the lack of simulations proposed below ensures that we hit the
conditional probability, but paying the price of assigning a non-zero probability
to two configurations. Furthermore, the larger the Ns is, the smaller this proba-
bility is. However, if P (Ωl) = 0, to hit the corresponding conditional probability
is just not realistic.

If the real probability of Ωl is not zero, one expects that, if Ns is increased,
a configuration from this set is sampled3. One can simulate configurations until
this occurs or assign a non-zero probability to a configuration in Ωl as is pro-
posed below. Either way, when one simulation from Ωl appears, cplwMC takes a
real value and we fall back into case (ii).

What appears to be an obvious way to overcome these two cases is in fact
what we propose to do: add as many artificial simulations as needed for the k
conditional probabilities’ equations to make sense. For example, suppose that
no simulations have been drawn from Ωl and that cpl 6= 0 or 1. i.e. no simu-
lations have states bl1, ..., b

l
ml

in their variables Bl1, ..., B
l
ml

. Then, one can add

one simulation ωNs+1 belonging to Ωla and another simulation ωNs+2 belonging
to Ωlã. These are simulations whose states for variables Al, Bl1, ..., B

l
ml

are, re-

spectively, al, bl1, ..., b
l
ml

and ãl, bl1, ..., b
l
ml

. If there are only simulations belonging

to one of the sets Ωla or Ωlã then only one artificial simulation needs to be added.

If cpl = 0 or 1, the only case in which artificial simulations have to be added
is when no real one has been drawn from Ωl. Then, only one artificial simula-
tion is needed since, as soon as it is included, the denominator of (4.8) has an
addend, and the numerator has the same addend if cpl = 1, and no addend if
cpl = 0. This case is important as, for practical purposes, if a 0 or 1 conditional
probability, cpl, has been chosen to be hit and no simulations have been drawn
from Ωl, as soon as the artificial simulation is added the corresponding equation
can be removed from the system. Nonetheless, one has to keep this artificial sim-
ulation for the rest of the optimisation. Despite this observation, in the analysis
of the methods there shall be points in which the case cpl = 0 or 1 is analysed as
it shows the consistency of the methods. When the process of adding artificial
simulations ends, Na shall represent the number of them. Hence, the number
of total simulations to take into account in the methods bellow is N := Ns+Na.

The way the additional simulations are chosen is left to the choice of the
user of the Bayesian network. A way to obtain a pseudo-random simulation is
to simulate the states of the variables not involved in the conditional probability
as in section 4.1. A more intelligent way of choosing them would be, if possible,
to take configurations which belong to several of the above sets that are empty
and should not be so. This way, one could add less simulations than empty sets
that should not be so. However, this search algorithm is computationally expen-
sive in general. Moreover, and we shall see this next, Na is typically very low
when the additional configurations are chosen as the first k from Ns (changing

3Formally, the probability of sampling one simulation from Ωl is one.
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some of their states appropriately). Additionally, the influence of these Na arti-
ficial configurations can be made arbitrarily small so how to choose them loses
importance here.

There are two direct consequences of this transformation to bear in mind
here: the typical number of artificially sampled simulations; and the magnitude
by which the joint probabilities are modified.

For the first, let us only analyse the case in which a certain conditional prob-
ability is lacking one or two simulations. If cpl 6= 0, the probability of having
to add one simulation from Ωla after having sampled Ns random simulations
is (1 − P (Al = al, Bl1 = bl1, ..., B

l
ml

= blml))
Ns . If cpl = 1 the probability is

even smaller as it equals (1 − P (Bl1 = bl1, ..., B
l
ml

= blml))
Ns . The latter is also

the probability that two random simulations have to be added if cp 6= 0 or 1.
Although the probability of having to add one simulation when one would like
to hit k conditional probabilities is greater than any of these, this shows us that
for large Ns the probabilities are considerably small. For large Ns, say several
hundred, the probability of Na being more than a few additional simulation
becomes very small. In fact, as is mentioned in the next section regarding sim-
ulations, when the number of nodes is n = 13 as in the example, Na has always
been found to be zero for Ns = 1000 and for Ns = 500, Na = 1, 2, or even 5,
when the involved parameters have been forced to be relatively extreme values.

The second consequence is that this modification causes the Monte Carlo
probabilities not to be purely random anymore. It is obvious that if a simulation
ωi (i > Ns) is introduced in this way then ωi = ω̃j for some j = 1, ..., 2n and it
is the first time that a simulation takes the combination ω̃j . Hence, the crude
Monte Carlo of this combination is changed from 0 to 1

N . However, this does not
affect the convergence of the estimator since the new Monte Carlo probability
of this configuration satisfies that

PnewMC(ω̃j) =
Ns

Ns + 1
· (PMC(ω̃j) +

1

Ns
)→ P (ω̃j) as Ns →∞.

This convergence is in probability by the law of large numbers. So, for large
samples the modification hardly affects the estimates of the corresponding joint
probability. Nonetheless, one has a number of simulations which is not arbitrar-
ily large and hence should be wary of the influence of the artificial simulations
on all the joint probabilities.

For the purpose of calibrating this influence, we propose to introduce a new
factor δ ∈ (0, 1], which multiplies all the uniform weights of the artificial simu-
lations (the same factor for all of them). This way one can reduce the weight of
this simulation as much as they like, still ensuring that the corresponding con-
ditional probability equation makes sense. More concretely, if q = (q1, ..., qN )
represents the weights of the simulation before applying methods to hit condi-
tional probabilities, we propose to take:

qi =
1

Nδ
if i ≤ Ns, and qi =

δ

Nδ
if i > Ns. (4.10)
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This reference distribution shall be referred to as the modified-uniform distri-
bution. Just as an observation, before this modification,

qi =
1

Ns
if i ≤ Ns, and qi = 0 if i > Ns. (4.11)

This additional flexibility is only present when Na 6= 0, which, as has been
mentioned, is not the case in many situations. Using weights of expression 4.10
we see that the new ‘modified’ Monte Carlo estimates of the joint probabilities
become:

PMC′(ω̃j) =
Ns
Nδ
· PMC(ω̃j) if ω̃j 6= ωi ∀ i > Ns (4.12)

and

PMC′(ω̃j) =
δ

Nδ
otherwise, (4.13)

so they can also be calibrated by δ.

It is worth mentioning that this modification also applies to technique 3.
This is because it makes use of all the crude Monte Carlo estimates of the joint
probabilities and of the conditional probabilities to be hit, and therefore it re-
quires them to be defined. Additionally, if cpl 6= 0 or 1 it also requires cpMC′

to be in (0, 1). Thus, in this technique it shall also be assumed that the Monte
Carlo estimates take the form of expressions (4.12) and (4.13).

Remarkably, when Na > 0, simulations show that the distances from the
estimates of the joint probabilities to the real probabilities, both in techniques
1 and 2, penalise small values of δ in all cases and attain the minimum when
δ = 1. Technique 3 also shows this in all cases except for the unrealistic case
when all conditional probabilities are chosen to be hit. In this case, results sug-
gest that there is a minimum in the distance around δ = 0.5. Since this is only
an example, and the influence of small δ seems to be negative in almost all cases,
we propose to keep it not too far from 1.

Non-admissible solutions to the system

The second type of limitation of the methods is due to the nature of the solu-
tions of the linear system of k+1 equations comprising constraint (4.7) and con-
straints (4.9). One of the advantages of using weighted Monte Carlo in Bayesian
networks over other applications such as the one proposed by Avellaneda et
al. (2000), is that the linear subsystem of k equations is never overdetermined.
i.e. there always are solutions (although, perhaps, we may not be interested in
them). Therefore, from now on (for the whole chapter), we suppose that the
rank of the system of k conditional probabilities’ equations is k. If it were not,
and r were the rank, as many equations as (k − r) would be removed and we
would redefine k as the rank. If this occurred it would mean that hitting r con-
ditional probabilities would suffice to hit the k conditional probabilities initially
chosen by the user. Despite this, in practice, one can leave dependent equations
in the system since computer programs perform the calculations for us.
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However we could in principle have a situation in which when the normal-
isation constraint is added, the system has no solutions. This is only possible
if the k rows of the k × N matrix of coefficients of the constraints are linearly
dependent with the vector of ones of length N . The reason is that, if they were
independent, solutions with the sum of their coordinates distinct to zero would
exist (since the system is homogeneous). Therefore, when the normalisation con-
straints are added, these solutions would be kept and normalised.

It is important to note that no overdetermined system has been found in
any of the simulations and it seems very unlikely that this occurs. This cannot
occur, for example, if one of the simulations does not belong to one of the Ωj

sets. This is because its column in the matrix of coefficients only has zeros and
therefore the rows cannot attain the vector of ones of length N by linear com-
binations.

In the following we analyse the cases in which the system of k+1 has solutions
classifying them based on the properties of their solutions. Three cases can occur:

(i) The system only admits solutions with some negative coordinates.

(ii) The system admits non-negative solutions which have zero coordinates for
all the weights of, at least, one of the k conditional probabilities’ con-
straints.

(iii) The system admits non-negative solutions with at least one strictly positive
coordinate in each of the k conditional probabilities’ constraints . We shall
refer to these as admissible solutions.

Note that non-trivial solutions whose coordinates are all non-negative are
called non-negative solutions. Clearly, the first two cases imply that the problem
(even before minimising) has no admissible solution. Furthermore, one cannot
conclude, at least a priori, that a minimisation problem with a system as in
case (iii) produces admissible solutions. This is because even though admissi-
ble solutions exist, the minimisation problem could produce a minimum point
which is not an admissible solution. However, whenever the system has had an
admissible solutions all techniques have produced admissible solutions.

In theory, linear systems belonging to case (ii) exist. For example, suppose
2 of the k conditional probabilities’ equations, corresponding to cpl1 and cpl2
have just two parameters pi1 and pi2 . Additionally, suppose that these parame-
ters are only found in these two equations. Then, if the rank of this subsystem
of these equations is 2, we can immediately see that the only possible way to
satisfy them both is that pi1 = pi2 = 0. The rank is one if and only if either
cpl1 = cpl2 or cpl1 + cpl2 = 1. If this condition is not satisfied then no solution
can hit cpl1 and cpl2 exactly and at the same time.

This clearly depends on the values of the conditional probabilities but, cru-
cially, it depends more on the size and structure of the linear system. No such
case has been found in the simulations even for Ns = 100 which suggests that
systems of this type are very uncommon. It is intuitive that the probability of
obtaining such a system decreases with the number of simulations Ns: given that
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two different conditional probabilities can never satisfy that Ωl1a = Ωl2a , configu-
rations belonging to only one of these sets exist and the consequent sparsity in
the matrix of coefficients seems to prevent this kind of system from appearing
in our applications.

However, systems of type (i) are found in around 15% − 20% of the simu-
lations in which Ns is between 100 and 500. When this case arises it does not
make sense to use either technique 1 or technique 2, and of these three methods,
technique 3 is the only one which can be relied upon. In these cases, as shall be
mentioned in section 4.6, technique 3 does not hit the conditional probabilities
exactly but it produces good approximations. An alternative to using this tech-
nique would be for additional random simulations to be added to the system,
thus making it possible to use techniques 1 or 2. If there is a system as in case
(ii), then technique 3 is also applicable as it does not depend on the solutions
of the system.

It is intuitive to think that the probability of finding a system of type (i)
or type (ii) goes to zero as Ns increases and k is fixed. The larger Ns is, the
better Monte Carlo approximates the joint probabilities. By Slutsky’s lemma,
the Monte Carlo conditional probabilities’ estimators converge in probability to
the real conditional probabilities4. Therefore, crude Monte Carlo can be under-
stood, in some sense which we do not formalise, as the limit solution. i.e. the
solution in the limit. Since the numerator and denominator of the conditional
probability estimators are linear in the weights, it seems intuitive that when
there are many unknowns involved, a distribution close to the uniform one sat-
isfies the equations. Due to this closeness to the uniform distribution, all its
coordinates would be non-zero and thus the system for Ns would be of type
(iii). However, this is just a thought which the reader does not have to consider
seriously.

4.4 Technique 1: minimising cross entropy

After introducing the basics of weighted Monte Carlo and its limitations
within our application, we can proceed to introduce the actual methods. As
mentioned in section 4.2, once the constraints we want to keep have been cho-
sen, the minimisation can be carried out. In this section the constrained min-
imisation is performed over the relative entropy of the unknown distribution
representing the weights of the simulations and the modified-uniform distribu-
tion of expression (4.10).

Let p = (p1, ..., pN ) and q = (q1, ..., qN ) be such that 0 ≤ pi, qi ≤ 1 ∀i and∑N
i=1 pi =

∑N
i=1 qi = 1. Then the cross entropy of the discrete distribution p

4If the denominator does not tend to zero. In page 61 it was argued that this is assumed
not to occur.
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with respect to the discrete distribution q is given by:

DKL(p || q) =

N∑
i=1

pi · log(
pi
qi

). (4.14)

This is not a metric, or distance, as it is not symmetric (DKL(p || q) 6= DKL(q ||
p) in general) but, as authors such as Avellaneda et al. (2000) remark, a distri-
bution of weights p with low entropy is highly desirable5. The subscript KL in
DKL stands for Kullback and Leiber, since the relative entropy is also known
as the Kullback-Leiber divergence6.

By introducing expression (4.10) for the modified-uniform distribution in
(4.14), we have that the cross entropy reads as:

DKL(p || q) =

N∑
i=1

pi · log(pi) + log(Nδ)− log(δ)

N∑
i=Ns+1

pi. (4.15)

We would like to minimise this quantity with respect to the distribution p, given
the aforementioned k+1 constraints. Notice that the domain of the cross entropy
forces each unknown pi to be non-negative. A weight can take value zero as

lim
x→0+

x · log(x)→ 0

which justifies that

g(0) = 0 where g(x) = x · log(x) . (4.16)

Therefore, the domain of the cross entropy is (R+)N , and the minimisation has
to be carried out over the intersection of this set and the subspace solution to
the linear system of the k+1 constraints. Note that the condition of the weights
being less than or equal to one is automatically satisfied, if the intersection is
non-empty, as a consequence of the positivity of the domain of cross entropy
and the normalisation constraint of the system of equations.

If there is a solution, it is clearly unique. The argument goes as follows: the
solution to a linear system is a convex set because it is the intersection of con-
vex sets (hyperplanes in RN ). Moreover, since we are assuming that there is a
solution to the linear system, the intersection of its solutions with [0, 1]N is not
empty. Clearly, this intersection is convex and it is contained in the domain of f ,
(R+)N . It is straightforward to check that the Hessian of f is definite positive,
which means that f is strictly convex. Since we just argued that the domain of
optimisation is convex, not empty, and in the domain of f , then if there exists
a solution, it is unique.

It is shown that the problem reduces to solving a non-linear system of equa-
tions. The way we do it here is using Lagrange multipliers. Within this method
two (equivalent) routes can be taken: making use of classic Lagrange multipliers

5An adapted version of this result to our modified-uniform distribution is shown in section
4.7.

6See [17].

67



(minimising and applying the constraints) or applying the minmax procedure (or
‘dual’ formulation of the constrained problem) used in Avellaneda et al. (2000).
The latter transforms the constrained minimisation into an unconstrained min-
max problem. This is the approach taken here, essentially, for computational
reasons.

When the problem has an admissible solution, finding this solution exactly
is much more expensive than approximating it. The approximation, also in line
with Avellaneda et al. (2000) is performed by use of L-BFGS 7. However, this ap-
proximation is worse than the results obtained by the other two methods. Hence,
this method is considered to be an illustrative method of weighted Monte Carlo,
which could be useful for the special case k of section 4.4.2 if the user decides
that the features of this solutions are preferrable to the features of the other
techniques. Let us now find the ‘dual’ formulation of the problem.

Introducing k + 1 Lagrange multipliers, denoted by λ1, ..., λk and µ, the
unconstrained optimisation problem becomes:

min
λl,l=1,...,k

max
pi,i=1,...,N

F (p1, ..., pN , λ1, ..., λk, µ)

(4.17)

where F (p1, ..., pN , λ1, ..., λk, µ) = −
N∑
i=1

pi · log(pi)− log(Nδ)

(4.18)

+log(δ)

N∑
i=Ns+1

pi +

k∑
l=1

λl(

Ns∑
i=1

pi · (φla(ωi)− cpl · φl(ωi))) + µ(

N∑
i=1

pi − 1).

Function F is strictly concave in the weights (as just mentioned above) and
therefore the maximum exists8. After obtaining its expression as a function
of the k + 1 multipliers, minimisation constraint can be imposed to find an
expression of the weights as a function of the k Lagrange multipliers λ1, ..., λk.
It is easy to show that this expression is:

pi =
e
∑k
l=1 λlγ

l(ωi)

Z(λ1, ..., λk)
if i ≤ Ns (4.19)

and

pi = δ · e
∑k
l=1 λlγ

l(ωi)

Z(λ1, ..., λk)
if i > Ns (4.20)

where γl(ωi) = (φla(ωi)− cpl · φl(ωi)) for all l = 1, ..., k

and Z(λ1, ..., λk) =

Ns∑
i=1

e
∑k
l=1 λlγ

l(ωi) + δ

N∑
i=Ns+1

e
∑k
l=1 λlγ

l(ωi).

7The code has been taken from [3].
8The domain of optimisation is the intersection of ([0, 1])N , compact and convex, and a

solution to a linear system, closed and convex. So the maximum exists and it is unique.
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Introducing expression (4.19) for pi in (4.18), this reduces to (notice that the
term of µ vanishes):

F (λ1, ..., λk) = log(Z(λ1, ..., λk))− log(Nδ).

This is now the unconstrained function we want to minimise. Of course, if the
domain of optimisation has more than one element (thus infinitely many beacuse
of the linear constraints) and this function has a minimum not in the boundary
of the domain (as in this case) then it satisfies that the gradient of F is the zero
vector. Differentiating F with respect to λj gives:

∂F

∂λj
(λ1, ..., λk) =

∑Ns
i=1 γ

j(ωi)e
∑k
l=1 λlγ

l(ωi) + δ
∑N
i=Ns+1 γ

j(ωi)e
∑k
l=1 λlγ

l(ωi)

Z(λ1, ..., λk)
.

This expression can be rewritten splitting the numerator of the RHS into terms
with δ and without δ which, given the expressions for the weights in terms of
the multipliers derived above, implies that:

∂F

∂λj
(λ1, ..., λk) = Ep[γj(ω)],

where Ep[·] is the expectation taken under the probability p. This expectation,
for each l = 1, ..., k, is the LHS of conditional probability constraint l. Hence,
this shows that if the non-linear system of equations obtained by equating the
gradient of F to zero has a solution, the vector of weights obtained by sub-
stituting this solution in expressions (4.19) and (4.20) necessarily hits the k
conditional probabilities. The reason why this solution is in fact the minimum
of F (λ1, ..., λk) is that, taking the derivative of ∂F/∂λj1 with respect to λj2
gives:

∂2F

∂λj2λj1
(λ1, ..., λk) = . . . = Ep[γj1(ω)γj2(ω)]− Ep[γj1(ω)]Ep[γj2(ω)])

= covp(γj1(ω)γj2(ω)),

and so the Hessian is positive semidefinite.

Looking at the function F we are minimising and considering its gradient,
it is clear that all that is needed to set up these to functions for the numerical
methods (either for the minimisation with information gradient or for the so-
lution of the gradient equal to zero) is the kxN matrix of coefficients of each
simulation for each conditional probability.

Remark

Note that if there exists a solution to the Lagrange multipliers then the con-
strained minimisation problem has a solution. Assuming that there is a solution
to the multipliers, expression (4.19) implies that, if two simulations ωi1 and
ωi2 have the same coefficients γl(ωi1) and γl(ωi2) for all l = 1, ..., k, then their
weights are the same. It occurs regardless of whether they represent the same

69



configuration of the Bayesian network or not. This agrees with our intuition: no
distinction other than contributing to hitting a conditional probability is made,
and the only difference we have established for simulations influencing a certain
conditional probability cpl is that they belong to Ωla (represented by the (1−cpl)
coefficient) or Ωlã (represented by the other non-zero coefficient). Therefore, two
simulations which belong to the same sets at the same time should not have
different weights. This is a not a consequence of the k conditional probabilities’
constraints, but a consequence of minimising the cross entropy, together with
imposing the normalisation constraint. If the sum of the weights is fixed (even
just a set of all the weights), the minimum distance is attained when they are
all the same.

If the weight of a simulation is given by (4.20) there is no other simulation
with the same weight (as otherwise it would not have been necessary to add it)
and the remark above still holds.

4.4.1 Reformulation of the constrained optimisation prob-
lem

In the following we show an equivalent way to see the constraint minimisa-
tion problem. It produces the same answers though we begin from an apparently
distinct point of view of the problem. It uses weighted Monte Carlo but in a
different way to how it was used previously. The reasons for which it is described
here are: it enriches the understanding of the solution to the problem; it is poten-
tially computationally cheaper for large Bayesian networks. However, a reader
looking for solutions could just skip the derivation as it is similar to the previous.

The discrete distribution p to approximate is chosen to be the discrete dis-
tribution of the Bayesian network itself. i.e. the vector p has length 2n, where
n is the number of nodes in the network, and each of its coordinates represents
a joint probability of the variables in the net.

The discrete distribution to which we shall approximate it, is that which is
obtained by Monte Carlo after simulating Ns configurations and after adding
Na artificial configurations in order to make the equations flexible enough to
attempt to hit the conditional probabilities (Na can be zero, and in fact it shall
be if Ns is not too low compared to 2n). Each of these corresponds to equations
(4.12) and (4.13) in the previous section. They are the following:

qj =

∑Ns
i=1 φj(ωi)

Nδ
if ω̃j 6= ωi ∀ i > Ns

and

qj =
δ

Nδ
otherwise .

Note that qj for j = 1, ..., 2n here is not the same as qi for i = 1, ..., N in the
previous section.
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The function to be minimised is again the cross entropy of p with respect to
q. It shall also be performed by the minmax formulation of Lagrange multipliers
as, again, it not only produces the equation we need to solve if one wants to
hit the conditional probabilities exactly, but also the unconstrained function
to be minimised in case an approximation is sufficient. Proceeding as before,
introducing k + 1 multipliers, the objective is to find:

min
λl,l=1,...,k

max
pj,j=1,...,2n

F (p1, ..., p2n , λ1, ..., λk, µ) (4.21)

where

F (p1, ..., p2n , λ1, ..., λk, µ) = −
2n∑
j=1

pj · log(pj) +

2n∑
j=1

pj · log(qj)

+

k∑
l=1

λl(

2n∑
j=1

pi · γl(ω̃j)) + µ(

2n∑
j=1

pj − 1) (4.22)

given the k + 1 constraints9

2n∑
j=1

pj = 1 (4.23)

and
2n∑
j=1

pj · γl(ω̃j) = 0 for l = 1, ..., k. (4.24)

Notice that the deterministic function γl(·) is now, a priori, applied to the 2n

possible configurations ω̃j instead of to the N simulations ωi. Although this may
be surprising at first, this is the reason for which for large networks this method
may be computationally cheaper. We comment on this once the solutions have
been obtained.

The function F is again strictly concave in the pj and therefore the maximum
exists. This is found solving the first partial derivative of (4.22) with respect to
every pj equated to zero. Furthermore, imposing the normalisation constraint:

pj = qj ·
e
∑k
l=1 λlγ

l(ω̃j)

X(λ1, ..., λk)
(4.25)

where

X(λ1, ..., λk) =

2n∑
j=1

qje
∑k
l=1 λlγ

l(ω̃j). (4.26)

Introducing the expression of pj in the function F gives:

F (λ1, ..., λk) = log(X(λ1, ..., λk)) (4.27)

and differentiating this formulation of F with respect to λi gives:

∂F

∂λi
(λ1, ..., λk) =

∑2n

j=1 qj · γi(ω̃j)e
∑k
l=1 λlγ

l(ω̃j)

X(λ1, ..., λk)
. (4.28)

9The possibility of qj = 0 is commented later on. For a moment, let us suppose that if
qj = 0 then its addend does not appear in F .
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This expression can again be rewritten as:

∂F

∂λi
(λ1, ..., λk) = Ep[γi(ω̃)],

where Ep[·] is the expectation taken under the probability p. This expectation,
for each l = 1, ..., k, is the LHS of (4.24). Hence, this shows again that if the non-
linear system of equations obtained by equating the gradient of F to zero has
a solution, the vector of probabilities obtained by substituting this solution in
expressions (4.25) necessarily hits the k conditional probabilities. By observing
the expression for the gradient of F it is easy to check that:

∂2F

∂λi2λi1
(λ1, ..., λk) = covp(γi1(ω̃)γi2(ω̃)),

so the Hessian is semidefinite positive and the solution to

∇F (λ1, ..., λk) = 0,

if it exists, is a minimum.

It is clear that (4.22) is not defined if qj = 0 for some of the modified Monte
Carlo estimates. In order to obtain the reformulation of the constrained optimi-
sation problem, pj has to be taken as zero when qj = 0, and the corresponding
addends in (4.22) are set to zero (pj = qj = 0). This choice of pj is consistent
with the solution (4.25) and also with our intuition: if a certain joint probability
had zero modified Monte Carlo probability then it could be because its actual
probability is zero. If its real probability is not zero, then it is likely (if Ns is
not too low) that it is considerably low and thus taking pj = 0 keeps us safe in
any of the two situations. The fact that the solution, if it exists, is the same,
is shown in the appendix, (see A.2). This, in particular, implies that the same
problems mentioned in section 4.3 apply here. This is why the qjs are taken to
be the modified Monte Carlo estimates and not the original crude Monte Carlo
estimates.

Having said all this, the reason for which rewriting the solutions of the first
formulation this way is potentially computationally cheaper becomes clearer: the
addends in (4.26) and in the numerator of (4.28) which correspond to qj = 0
vanish and the sum is carried out over those configurations ω̃j which have been
simulated (either randomly or artificially). The advantage of this formulation
is that the number of these addends, let us call it Ñ , is often smaller than
N = Ns +Na (number of simulated configurations) and, in some cases, it may
be considerably lower. Hence, the matrix required to set up this method has
dimension k × Ñ as the coefficients of each of the unknowns has only been cal-
culated once instead of as many times as the same configuration was drawn.
However, of course, the programmer has to be careful so as not to increase the
complexity of the way in which the Ñ distinct simulated configurations are ob-
tained.

To complete this analysis on the different use of weighted Monte Carlo, let
us notice that other choices of pj or qj can be made when qj = 0, such as taking
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qj arbitrarily small (and rescaling those that were not zero). Choices like this,
however, dramatically increase the computational effort of the method because
in expression (4.28) the sum in the numerator has 2n−ml elements (ml number
of parents of the l− th conditional probability as before), which certainly is, for
large Bayesian nets, greater than the number of distinct simulated configura-
tions.

In the following subsection, closed form solutions for special cases are de-
rived. This is done in decreasing order of generality as keeping only one condi-
tional probability is not really the intention when introducing these methods.
However, as is shown below, closed form solutions for distinct k share terms and
it is considerably easier to analyse these in the very special case of k = 1.

4.4.2 Closed form solutions to special cases

This subsection develops as follows. First, there is a brief analysis of the
terms involved in the non-linear system to be solved. Second, from this analy-
sis we identify some cases in which the solution has a closed form. Finally, the
solution to a special case with k conditional probabilities to be hit is derived,
its terms are analysed, and some intuitive and easy to handle features are com-
mented upon. Its derivation makes use of properties of Bayesian networks so
it is not, a priori, applicable to other applications. However, it is interesting
to have such a solution from an intuitive point of view as we have not found
any closed solution to problems using crude Monte Carlo and cross entropy in
related literature.

The non-linear system of equations to be solved is:

∇F (λ1, ..., λk) = 0

for either the first or second formulation of the problem. We shall use the first,
although the solutions to the second are also shown in the remark at the end of
special case k below.

Therefore, the first system we analyse is the following:

Ns∑
i=1

γj(ωi)e
∑k
l=1 λlγ

l(ωi) + δ

N∑
i=Ns+1

γj(ωi)e
∑k
l=1 λlγ

l(ωi) = 0 for j = 1, ..., k,

(4.29)
where the second sum on the LHS could be empty.

First of all, let us make the change of variables yl = eλl for j = 1, ..., k.
This is a bijection from Rk to Rk and therefore is appropriate for our purpose.
Rewriting (4.29) in terms of yl gives:

Ns∑
i=1

γj(ωi)

k∏
l=1

y
γl(ωi)
l + δ

N∑
i=Ns+1

γj(ωi)

k∏
l=1

y
γl(ωi)
l = 0 for j = 1, ..., k.
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The deterministic function γj(ωi) can only take three values: (1−cpj), −cpj
and 0 so each equation can be written as:

(1− cpj)·yj

 Ns∑
i=1

φja(ωi)

k∏
l=1

l 6=j

y
γl(ωi)
l + δ

N∑
i=Ns+1

φja(ωi)

k∏
l=1

l 6=j

y
γl(ωi)
l

 =

cpj ·

 Ns∑
i=1

φjã(ωi)

k∏
l=1

l 6=j

y
γl(ωi)
l + δ

N∑
i=Ns+1

φjã(ωi)

k∏
l=1

l 6=j

y
γl(ωi)
l

 (4.30)

for j = 1, ..., k, as yl = eλl 6= 0.

Notice that the reason for adding an artificial simulation, say ω∗i , to the set
of simulations was that there were no simulations in either Ωl

∗

a or Ωl
∗

ã for some
l∗ ∈ {1, ..., k}. Therefore, and assuming that the process of adding artificial sim-
ulations was efficient (i.e. two distinct artificial simulations do not belong to the
same set of the two just mentioned), at most one artificial simulation has the
coefficient (1− cpl) and at most one has the coefficient −cpl in every equation
of the system. This means that the second sum, both on the RHS and LHS of
each equation of (4.30), has at most one addend. Furthermore, if there is an
addend, the first sum of the same side is empty.

This helps in the understanding of the original non-linear system and shows
that, in a general case, it is very complicated or impossible to find a closed
form solution. In order to find such solutions (at least the way we explore), one
has to know more about relations between the sets Ωla or Ωlã of the conditional
probabilities.

A relation which dramatically reduces the complexity is the following: sup-
pose Ωll ∩ Ωl2 = ∅ for all l1 6= l2. This implies that when γj(ωi) 6= 0 for some
j, then γl(ωi) = 0 for all l 6= j. So simulations belong, at most, to only one set
γl(ωi) 6= 0 for l = 1, ..., k. In this case the system reduces to:

(1− cpj) · yj

(
Ns∑
i=1

φja(ωi) + δ

N∑
i=Ns+1

φja(ωi)

)
=

cpj ·

(
Ns∑
i=1

φjã(ωi) + δ

N∑
i=Ns+1

φjã(ωi)

)
for j = 1, ..., k. (4.31)

Let us denote by k2j−1 and k2j the number of real simulations (not including

the artificial) that belong to Ωja and Ωjã for j = 1, ..., k. Then, the number of

real simulations that do not belong to any of the Ωj is Ns−
∑k
j=1(k2j−1 + k2j).

These simulations do not play any role in the conditional probability equations:
their coefficients are always zero. Introducing this notation in (4.31) and using
the observation made after equation (4.30) further simplifies the system to:

(1− cpj) · yj (k2j−1 + δ · I2j−1) = cpj · (k2j + δ · I2j) (4.32)

for j = 1, ..., k, where I2j−1 is 1 if there was a simulation was added on Ωja and 0

otherwise, and I2j is 1 if there was a simulation added on Ωjã and 0 otherwise. If
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there was a simulation added on Ωja then k2j−1 = 0 and if there was a simulation

added on Ωjã then k2j = 0.

In this case it is clear that there is a closed form solution. One may think
that the condition that all the conditional probabilities have pairwise disjoint
union of their Ωl sets is too strong. It is strong, but it holds, for example, when
the user is happy to only keep the conditional probabilities of one conditional
probability table. This is not unrealistic for small Bayesian networks. In fact,
some of the simulations presented in section 4.8 have been done for this case.
Remarkably, it produces good results in the approximation of the estimated
joint probabilities to the real joint probabilities, which are even better than for
example trying to hit all the conditional probabilities of the Bayesian network
(reasons for this are given in section 4.8). Note that if we hit all the conditional
probabilities of a conditional probability table, the number of conditional prob-
abilities hit by the method lies in [1, 2max{ml}], where the maximum is taken
over the number of parents of all the variables of the net.

The closed form solution to this special case is analysed below. Further-
more, other special cases may also have closed form solutions which are easily
obtained in a similar way. For example when the non-linear system reduces to
several non-linear subsystems of 2 or 3 unknowns. However, we do not derive
any more here (and we are not stating that there are more).

Special case k

The solution to the non-linear system of this special case was almost ob-
tained above. All that is left, to obtain the solutions of the weights, is to solve
(4.32) for yj for j = 1, ..., k and introduce their expressions in (4.19) and (4.20).
Now, the solution for yj is:

yj =
cpj · (k2j + δ · I2j)

(1− cpj) · (k2j−1 + δ · I2j−1)
. (4.33)

Although we do not introduce this in the expressions of the weights, their ex-
pressions as functions of the yj for l = 1, ..., k are:

pi =

∏k
j=1 y

γj(ωi)
j

D(Ns, y1, ..., yk, cp1, ..., cpk)
if i ≤ Ns (4.34)

and

pi = δ ·
∏k
j=1 y

γj(ωi)
j

D(Ns, y1, ..., yk, cp1, ..., cpk)
if i > Ns (4.35)

where

D(Ns, y1, ..., yk, cp1, ..., cpk) = Ns−
2k∑
l=1

kl +

k∑
j=1

(k2j−1 · y
1−cpj
j + k2j · y

−cpj
j )

+ δ

k∑
j=1

(I2j−1 · y
1−cpj
j + I2j · y

−cpj
j ).
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Note that in the product of the numerator of pi for i ≤ Ns at least k−1 elements

are 1. Then, if ωi ∈ Ωj , the numerator is y
γj(ωi)
j . The numerator of pi for i > Ns

always has one element.

In the following we analyse the features of this solution. It is remarkable that
they can be described in terms of only a few factors. From now on,

PMC′(B
j
1 = bj1, ..., B

j
mj = bjmj ) and cpjMC′

shall denote the modified Monte Carlo probability of variables Bj1, ..., B
j
mj and

the modified Monte Carlo j − th conditional probability, respectively. i.e. the
probabilities obtained using (4.12) and (4.13), which can be written as:

PMC′(B
j
1 = bj1, ..., B

j
mj = bjmj ) =

k2j−1 + k2j + δ · (I2j−1 + I2j)
Nδ

and

cpjMC′ =
k2j−1 + δ · I2j−1

k2j−1 + k2j + δ · (I2j−1 + I2j)
.

Hence, notice that yj can be rewritten as

yj =
cpj · (1− cpjMC′)

(1− cpj) · cpjMC′

for j = 1, ..., k.

In order to facilitate the discussion, the addends in the denominator of the
solutions can be simplified. In the appendix (see A.3) we show that:

((k2j−1 +δI2j−1) ·y1−cpj
j +(k2j +δI2j) ·y

−cpj
j ) = (k2j−1 +δI2j−1 +k2j +δI2j) ·zj

where

zj =

(
cpj

cpjMC′

)−cpj
·

(
1− cpjMC′

1− cpj

)1−cpj

for all j = 1, ..., k

The values of the zj for j = 1, ..., k play a major role in the behaviour
of the solutions. As is also be proved in the appendix (see A.4), zj ≤ 1 ∀
cpjMC′ ∈ (0, 1) and zj = 1 ⇔ cpjMC′ = cpj for all j = 1, ..., k. Furthermore,

when I2j−1 = I2j = 0 (no simulations have been added on Ωj) and cpjMC′ 6= cpj ,
the value of zj is very close to 1, of the order of 0.99, within a 95% confidence
interval10.

Making use of the term zj , the solutions are much easier to handle and to
describe. The denominator of pi can be then written as:

D(Ns, y1, ..., yk, cp1, ..., cpk) = Ns−
2k∑
l=1

kl +

k∑
j=1

(k2j−1 + k2j) · zj

+ δ

k∑
j=1

(I2j−1 + I2j) · zj . (4.36)

10Taking Ns = 1000, a reasonable choice for our illustration.
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We begin by analysing how the probability of the simulations not involved
in any of the conditional probability equations changes. For this purpose, let us
calculate:

k∑
j=1

Ptech1(Bj1 = bj1, ..., B
j
mj = bjmj ).

This represents the probability of all the simulations involved in the conditional
probability equations when the weights of expressions (4.34) and (4.35) are used.
Therefore, it can be written as∑k

j=1(k2j−1 + k2j) · zj + δ
∑k
j=1(I2j−1 + I2j) · zj

Ns −
∑2k
l=1 kl +

∑k
j=1(k2j−1 + k2j) · zj + δ

∑k
j=1(I2j−1 + I2j) · zj

.

Then, it is easy to show that:

k∑
j=1

Ptech1(Bj1 =bj1, ..., B
j
mj = bjmj )

<

k∑
j=1

PMC′(B
j
1 = bj1, ..., B

j
mj = bjmj )

=

∑2k
l=1(kl + δIl)

Nδ

if at least one cpjMC′ 6= cpj for j = 1, ..., k, and Ns >
∑2k
l=1 kl. This can be ver-

ified by taking the denominators of both sides to the opposite side (the one on
the LHS is strictly positive as it belongs to the domain of the entropy function
and the weights sum up to one) and rearranging terms. The fact that zj < 1 if

and only if cpjMC′ 6= cpj concludes the result.

Of course, if cpjMC′ = cpj for all conditional probabilities, there is nothing
to analyse as all them would have been hit and nothing has to be changed.
i.e. the sum of the probability of all the simulations involved in the conditional
probabilities would not have changed with respect to modified Monte Carlo.
Furthermore, it is clear by the expressions of the weights that they become the
weights of modified Monte Carlo.

Going back to the weights of simulations not involved in the conditional
probabilities, if cplMC′ 6= cpl for some l ∈ {1, ..., k}, the sum of their probabil-
ities has increased with respect to that of modified Monte Carlo. This sum of
probabilities equals:

1−
k∑
j=1

Ptech1(Bj1 = bj1, ..., B
j
mj = bjmj ) =

Ns −
∑2k
l=1 kl

D(Ns, y1, ..., yk, cp1, ..., cpk)
.

Since there are Ns −
∑2k
l=1 kl such simulations and their expression is given by

(4.34), it is clear that each has been assigned the same probability, which is:

pi =
1

D(Ns, y1, ..., yk, cp1, ..., cpk).
(4.37)
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By the observation above this is larger than its previous weight 1/N δ and thus:

D(Ns, y1, ..., yk, cp1, ..., cpk) < Nδ.

We comment at the end of the subsection that numerical results suggest that
weight (4.37) approximates to 1/N δ, especially if not many conditional proba-
bilities are chosen to be hit (for example, more than half of them).

The fact that all these simulations share the same weight agrees with the
remark before the reformulation of the constrained optimisation problem at the
beginning of the section. It agrees with our intuition that they all play the same
role and hence they should, and do, have the same weight.

Let us now move onto the weights of probabilities that do intervene on the
conditional probabilities. For this part, intuition tells us that the value of an
estimated conditional probability should be decreased, increased or kept as it is,
depending on the relation between cpjMC′ and cpj . This is in fact what occurs.
It is easy to verify (by equating yj to 1 and rearranging) that:

yj < 1 ⇔ cpjMC′ > cpj , yj > 1 ⇔ cpjMC′ < cpj and yj = 1 ⇔ cpjMC′ = cpj .

The weights of simulation belonging to Ωja and Ωjã are

pi = ((1− I2j−1) + δI2j−1)
y

1−cpj
j

D(Ns, y1, ..., yk, cp1, ..., cpk)
(4.38)

and

pi = ((1− I2j) + δI2j)
y
−cpj
j

D(Ns, y1, ..., yk, cp1, ..., cpk)
. (4.39)

Then, three cases can arise, although only two are analysed:

(i) If cpjMC′ = cpj , then it is clear that both the weights become the same
if δ = 1, as they should. If δ 6= 1 then their difference is of course δ as
introducing it modified the j − th conditional probability in such a way
that it now hits cpj . Note that if cpj = 0 or 1, then we are in this case since,
regardless of whether an artificial simulation was added, at the end of the
process cpj was surely hit by modified Monte Carlo (see observation of the
paragraph that treats case cpj = 0 or 1 in page 62). Such a conditional
probability would not have gone through the process and therefore the
numerator of the weights involved in its expression would have been one
from the beginning (or δ if an artificial simulation needed to be added).

(ii) If cpjMC′ < cpj then yj > 1. Since cpj ∈ (0, 1), the numerator of the
fraction appearing in the weights rises above 1 for those simulations be-
longing to Ωja and goes below 1 for simulations in Ωjã. This is precisely
the behavior we were looking for. Furthermore, all simulations in Ωja are
assigned the same probability, and all simulations in Ωjã too (if there is an
artificial simulation in one of them, it is the only element there). Again,
they all play the same role when modifying cpjMC′ and hence are given the

same weight. If cpjMC′ > cpj , by the symmetry of the terms involved, the
opposite holds.
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Finally, a not totally rigorous analysis of the denominator of the weights, for
Ns = 1000, can be carried out11. If I2j−1 = I2j = 1 it is straightforward to check,
with the help of a computer, that 0.5 ≤ zj ≤ 1 as a function of cpj . On the other
hand, if I2j−1 = I2j = 0 it was already mentioned that zj > 0.99 with approx-
imately 95% probability. For the two cases that arise when I2j−1 6= I2j , let us
only comment on I2j−1 = 1, I2j = 0. Intuitively, this can occur in two situations:

if P (Bj1 = bj1, ..., B
j
ml

= bjml) is very low and P (Aj = aj , Bj1 = bj1, ..., B
j
ml

= bjml)

is low, or if P (Aj = aj , Bj1 = bj1, ..., B
j
ml

= bjml) is very low regardless of the
probability of the parents. Numerical results have been obtained in the equiva-
lent way to those for I2j−1 = I2j = 0. They show that in the second situation zj
takes values very close to 1 (always above 0.999), whilst for the first situation zj
takes values around 0.5. These results make sense with the intuitive result that
this case lies between cases I2j−1 = I2j . However, it is not entirely certain in this
case that some of the approximations needed to derive these results are satisfied
so, although we use them, we do not take them for granted. The analysis of the
denominator assuming them makes sense with our intuition.

A final observation before analysing the denominator itself is that, as the
simulations of section 4.8 show, Na is typically zero if Ns is 1000. When one
requests many conditional probabilities (one case was done with a few more than
half and the other with all of them) then the maximum value Na has taken
is 2. Therefore, the number of conditional probabilities that require artificial
simulations is typically very small and the choice of zj above for when Na > 0
does not have such a large influence in general. The expression (4.36) of the
denominator involves terms of the form:

(k2j−1 + δI2j−1 + k2j + δI2j) · zj − (k2j−1 + k2j).

If I2j−1 = I2j = 0 then it becomes:

−(k2j−1 + k2j) · (1− zj),

which, by what we conclude in the part of the appendix (see A.5) that deals with
this, takes highest approximate value 0.002 ·Ns 12 with probability 95%. Hence,
the terms of this form decrease the value of the denominator (with respect to Ns)
at most in, approximately, 2 units with probability 95%. When I2j−1 = I2j = 1
then the term is:

2δ · zj
which is, by the observations above, between 0 and 2. For the last case, when
I2j−1 = 1, I2j = 0 (the opposite shows the opposite behaviour by symmetry),
the term is:

δ · zj − k2j(1− zj).

Let us analyse this, splitting it into the two aforementioned situations which
can give rise to this term. If we are in the first situation, The number k2j is
very likely to be small. At the same time, the term (1 − zj) is close to 0.5, so
δ · zj − k2j(1− zj) can be considered to be very small. In the second situation,

11Ns = 1000 is considered reasonable here as this is just a special case with illustrative
purposes.

12Strictly speaking this should be 0.002 ·Nδ, but within this example Nδ is at most Ns+ 2.
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k2j can be large, or not, but (1− zj) is practically 0.001.

Then, the changes in the denominator can be described as follows: it seems
that when no simulations have been added to a conditional probability, this
decreases the denominator by 0 to 2 units. When two simulations have been
added, the conditional probability increases the denominator by 0 to 2 units,
whilst if one simulation has been added we estimate that from 0 to 5 units are
subtracted from the denominator13. Therefore, keeping an eye on the fact that
Na is very small, we estimate that in the case of Ns = 1000, the denominator lies
between the values Ns − 2k − 10 and Ns, where k is the number of conditional
probabilities to hit. This keeps the ratio:

1

D(Ns, y1, ..., yk, cp1, ..., cpk)
,

close to crude Monte Carlo ratio 1
Ns

, which is intuitive and sensible, as the
weights of simulations that do not intervene in modifying conditional prob-
abilities should not differ too much from their crude Monte Carlo weights. As
simulations show in section 4.8, keeping many conditional probabilities increases
the `2, `∞ distances and the cross entropy of the estimated joint probability and
the real joint probabilities. Although this observation has been made for this
special case, this could be one of the reasons for which these results are ob-
tained. Therefore, we suggest to keep the ratio of ‘probabilities to hit’ and ‘real
simulations to sample’ low.

Remark

An observation about the convergence of the method can be made. As men-
tioned in the remark of 4.4 all simulations which take the same configuration
are assigned the same weight. This is clear from expressions (4.37), (4.38) and
(4.39). This means that the joint probability of a configuration by this method
is:

Ptech1(ω̃j) = PMC′(ω̃j) ·Nδ · θj , (4.40)

where θi is the weight of configuration j (one or more of the pi above), without
the term δ if ω̃j = ωi for an i > Ns. This expression can be written as:

Ptech1(ω̃j) = PMC′(ω̃j) ·
1

D(Ns, y1, ..., yk, cp1, ..., cpk)/N δ
· num , (4.41)

where

num =


y

1−cpj
j , if ∃ ωi and j such that ωi ∈ Ωja and ωi = ω̃j ,

y
−cpj
j , if ∃ ωi and j such that ωi ∈ Ωjã and ωi = ω̃j ,

1 , otherwise.

13This is taking a cautious approach as, according to the observations above, it would be
more natural for it to lie between −2 and 2.
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Then, Slutsky’s lemma can be used to prove that Ptech1(ω̃j) converges in prob-
ability14 to P (ω̃j) as Ns tends to infinity. Keeping the rest of the parameters
fixed, the argument goes as follows:

(1) Note that

PMC′(ω̃j) =

∑Ns
i=1 φj(ωi)

Nδ
=
Ns
Nδ

PMC(ω̃j) if ω̃j 6= ωi ∀ i > Ns

(4.42)
and

PMC′(ω̃j) =
δ

Nδ
=
Ns
Nδ

(PMC(ω̃j) +
δ

Ns
) otherwise.

(4.43)
In (2) we discuss why Ns/N

δ converges in probability to 1. The fraction
δ/Ns tends to 0 as Ns tends to infinity, and, by the law of large numbers,
PMC converges in probability to P (ω̃j). Therefore, by Slutsky’s lemma,
PMC′ converges in probability to P (ω̃j).

(2) The denominator in the second term in (4.41) is

Ns
Nδ
−

2k∑
l=1

kl
Nδ

+

k∑
j=1

(k2j−1 + k2j)

Nδ
· zj + δ

k∑
j=1

(I2j−1 + I2j)
Nδ

· zj .

Several terms have to be analysed here. First, notice that random variables
I2j−1,I2j for j = 1, ..., k, converge in probability to 0 (the reason was men-
tioned on page 63). Therefore, random variable Na converges in probability
to 0. Then Ns/N

δ converges in probability to 1. Additionally, the terms
k2j−1

Nδ
and

k2j
Nδ

converge in probability to P (Ωja) and P (Ωjã) for j = 1, ..., k.

By (1) and again Slutsky’s lemma, if cpj 6= 0 or 1, then cpjMC′ converges in
probability to cpj . Hence, zj and yj converge in probability to 1. If cpj = 0
or 1 then they were hit before the solution was found so there are no ’zj ’ and
’yj ’ terms associated to it (or, seen from a different point of view similar to
part (i) page 78, they are 1). This proves that the denominator converges,
in probability, to

1−
k∑
j=1

P (Ωj) +

k∑
j=1

P (Ωj) = 1.

(3) The term num is either one or yl to the power of a constant real number
so, by (2), it tends in probability to 1.

(4) Therefore, by Slutsky’s lemma again, Ptech1(ω̃j) converges in probability to
P (ω̃j).

Notice that expression (4.40) is, by the uniqueness of the solution, the alter-
native approach’s solution form. The form of a modified Monte Carlo probability
multiplied by Nδ and by the solution to the first approach is in fact the general
form of the solution of the second approach.

14Technically the lemma ensures convergence in distribution but if the random variable to
which the lemma is applied converges to a constant, then it is well known that it converges
in probability. This whole argument is repeatedly used throughout the remark.
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4.5 Technique 2: minimising the Euclidean norm

In this section, a method that attempts to hit the conditional probabili-
ties while minimising the Euclidean norm15 between the unknown weights and
the modified uniform distribution, is developed. The same constraints as before
are used and the solution to the general case (when it exists) is derived. Ad-
ditionally, for the very special case k = 1 the results are analysed in some detail.

Following the notation so far, the `2 distance from the posterior distribution
of weights to the prior distribution is:

|| p− q ||2=

√√√√ N∑
i=1

(pi − qi)2. (4.44)

Instead of minimising this quantity, we shall minimise its square. The two prob-
lems clearly have the same solutions as the norm is non-negative. However, the
problems are not the same as, for example, in the first, the gradient of (4.44) is
not defined for vectors p = q, whilst the second is differentiable for all degrees
of differentiation16. Hence, the function to be minimised is:

f(p1, ..., pN ) =

N∑
i=1

(pi − qi)2

where q is the modified uniform distribution of weights. Just as a reminder, N
is still the number of real simulations, Ns, plus the number of artificially added
simulations Na. In standard notation of convex optimisation this function can
be written as17:

f(p) =
1

2
pTM p + vTp + r (4.45)

where M = 2I, with I the N×N identity matrix, v = −2q and r = qTq. Notice
that f is strictly convex (its Hessian is M) and therefore, if it has a minimum,
it is unique. If the system of k+1 equations admits non-negative solutions then,
since the restriction of this subspace solution to the set [0, 1]N is convex and
non-empty, there always is a unique minimum.

Expression (4.45) is all that it is needed to perform constrained quadratic
optimisation by numerical methods. Note that the positivity constraint has to
be added. However, one has to work a bit more to obtain an expression of the
solution, if it exists. We shall do this through classic Lagrange multipliers using
matrix notation. Therefore, the problem we are solving now is to minimise

f(p) = pTp− 2qTp + qTq− λTC p− µ(1Tp− 1)

where λT = (λ1, ..., λk)T and µ are the Lagrange multipliers and 1 is the column
vector of N ones, with constraints

C p = 0 (4.46)

15Also denoted `2 norm or sum of squares.
16Technically, it belongs to C∞(RN ).
17In this section both p and q are taken as column vectors. In those parts in which matrix

algebra is performed, vectors and matrices are in bold.

82



and
1Tp = 1. (4.47)

Vector 0 is the column vector of N zeros, and C is the k×N matrix of coefficients
of the N simulations in the k conditional probabilities’ constraints. Taking the
gradient of f as a column vector, its computation gives

∇f(p) = 2p− 2q−CTλ− µ 1.

Equating this to zero and solving for p gives

p = q +
1

2
CTλ+

1

2
µ 1.

The normalisation constraint is applied by multiplying both sides by 1T on their
left. Then, rearranging terms, solving for µ and introducing it, the expression
for p gives

p = q +
1

2
H CTλ, (4.48)

where

H = I− 1

N
11T .

This is the so called centering matrix. Then, all that is left is to introduce the
conditional probability constraints. Multiplying (4.48) by C from the left and
rearranging terms gives

1

N
C(I− 1

N
11T )CTλ = − 2

N
C q. (4.49)

Note that we have written H explicitly because, as the reader may have already
realised, the expression on the LHS (excluding λ) is the sample covariance matrix
of the samples of the random variables γj(ω) for j = 1, ..., k (the coefficients of
C after the simulations). Therefore, it is positive semidefinite, so not invertible
in general. For the sake of notation let us define:

Sγ :=
1

N
C(I− 1

N
11T )CT

and
γδ = C q.

The j − th element of this vector is

(γδ)j = (C q)j =

N∑
i=1

qiγ
j(ωi) = γjδ,

i.e. the sample mean of the samples of the j − th conditional probability coeffi-
cient under the modified uniform distribution. Note that the probability under
which the sample covariance matrix, Sγ , is calculated is the uniform distribution
of N coordinates and not the modified uniform.

From expression (4.49), the constrained minimisation problem has a solution
if and only if γδ can be written as a linear combination of the columns of Sγ . If,
for example, Sγ is positive definite then it is non-singular and its columns spam
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Rk (i.e. there is a unique solution). In all the simulations we have performed
Sγ has in fact been invertible18. However, if by any chance the user obtained a
singular matrix more details about how to tackle the problem (if it is possible)
are given in the remark below.

Assuming that Sγ is invertible, the solution to the constrained minimisation
problem is:

p = q− 1

N
H CTS−1

γ γδ. (4.50)

Since the domain of f is all of RN , this method does not, a priori, guarantee
the non-negativity of the solutions. We have not concluded anything from the
solution (4.50) either. However, all simulations in which the linear system of
constraints had non-negative solutions produced admissible solutions for p.

The section so far has shown two ways in which one can try to solve the
constrained minimisation problem. First, by directly performing quadratic op-
timisation on (4.45) with the constraints given as in (4.46) and (4.47), plus non
negativity conditions. Second, by inverting the sample covariance matrix above.
The first way is computationally more expensive (especially for large Ns) but,
when there is a solution, it hits the conditional probabilities exactly. On the
other hand, due to the fact that computer programs approximate the inverse of
a matrix and do not calculate it exactly, small erros are found in this method
way. However, they are very small errors and the method is significantly faster
when Ns is large. As a remark, these errors were much smaller than those found
when computing the approximated solution to the entropy optimisation prob-
lem with gradient information. They were also smaller than the errors given by
technique 3, when the conditional probabilities do not show the relation men-
tioned before in special case k (in section 4.4.2). Nonetheless, technique 3 is
much faster when Ns is large.

The joint probability of every configuration can be computed by (4.4).Another
way of computing this, which is also more effective, is by linear algebra as follows.
Let Ñ represent the number of different configurations that the N simulations
(random or artificial) have taken. Create a Ñ ×N matrix D whose entry (j, i)
is 1 if simulation i attained configuration j and 0 otherwise. Then, the vector
of joint probabilities of the configurations that have been sampled at least once
is:

p̃ = D q− 1

N
D H CTS−1

γ γδ, (4.51)

whose j−th coordinate, with a slight abuse of notation, is Ptech2(ω̃j). Of course,
configurations that have not been sampled obtain 0 estimated joint probability.

Remark

If the user obtained a singular matrix Sγ , firstly, they would have to check

18To verify this condition one cannot just check the value of the determinant as it is typically
very small and therefore could cause rejection of valid matrices.
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if the rank of (
Sγ, γδ

)
is greater than the rank of Sγ or not. If it were greater and they could not
simulate additional simulations or repeat the Ns simulations, then technique 2
would not be applicable. If the ranks were the same then λ would have infinitely
many solutions. In this case, according to REFERENCE [2] the solution which
minimises the sum of squares is:

λ = − 2

N
S†γγδ, (4.52)

where S†γ is the pseudo inverse of Sγ . Its expression, if it has rank r and S̃γ is
an r × k restriction of it with rank r, is

S†γ = S̃Tγ (S̃γS̃
T
γ )−1.

A priori, the solution for λ given in (4.52) does not necessarily imply that the
vector of weights p is admissible. One would have to check this. Otherwise, the
minimisation of p would have to be carried out over the rest of infinitely many
solutions to (4.49). These can be written as:

λ = − 2

N
S†γγδ + w (4.53)

where w belongs to the kernel of Sγ . Then, taking any of these solutions for
λ the calculations before the remark can be repeated to obtain the solution p.
Fortunately, computer programs can perform all these calculations if positivity
constraints are introduced.

4.5.1 Special case k = 1

The solution to the special case k = 1 is now analysed. Of course, it would
not be realistic for the user to apply these methods when hitting only one condi-
tional probability. However, analysing these solutions is, in a way, how we verify
that they are consistent with our intuition. It can also be seen as a way to spot
details we would not spot otherwise. It shows intuitive features, many of them
similar to those of technique 1, but it also differs in some particular cases. The
analysis develops in a similar order to that of section 4.4.2.

First of all, let us start by explicitly writing (4.50) for our case. Noting that
matrix H removes the mean of vector C from each of its coordinates and that
the sample covariance matrix for samples of only one random variable is its
sample variance, the weights can be written, with a slight abuse of notation, as:

pi = qi −
1

N

γδ
var(γ)

(γi − γ) (4.54)

where γi = γ(ωi) and the sample mean and variance are taken with respect to
the uniform distribution over the set {1, ..., N}. Just as a reminder, γδ is the
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sample mean with respect to the modified uniform distribution q. These terms
can be written as:

γδ = (1− cp)
k1 + δI1
Nδ

− cp
k2 + δI2
Nδ

,

γ = (1− cp)
k1 + I1
N

− cp
k2 + I2
N

and
var(γ) = γ2 − γ2

where

γ2 = (1− cp)2 k1 + I1
N

+ cp2 k2 + I2
N

.

The notation is kept as before: k1 and k2 are the number of real simulations
added to Ωa and Ωã respectively, and I1 and I2 are one if and only if an arti-
ficial simulation has been added to the respective aforementioned two sets. As
a reminder, I1 = 1 or I2 = 1 if and only if k1 = 0 or k2 = 0 respectively. This
is because artificial simulations are only added if no real simulations have not
been drawn from sets Ωa and Ωã.

In the following we suppose cp 6= 0 or 1, as the observation in the paragraph
regarding zero or one conditional probabilities on page 62 justifies. Let us now
write the weight of each simulation depending on the set it belongs to. If ωi /∈ Ω
then,

pi =
1

Nδ
+

1

N

γδγ

var(γ)
. (4.55)

If ωi ∈ Ωa and ωi ∈ Ωã then,

pi = qi −
1

N

γδ
var(γ)

(1− cp− γ) (4.56)

and

pi = qi −
1

N

γδ
var(γ)

(−cp− γ) (4.57)

respectively. Note that again, by construction, all the weights in the same set
take the same value. This agrees with our intuition that if there is no other
distinction between them, they should not contribute differently. It is a con-
sequence of minimising the Euclidean norm at the same time as imposing the
normalisation constraint. If the sum of the weights is fixed (even just a set of
all the weights), the minimum distance is attained when they are all the same.

Note that γi can only take values 1 − cp, −cp and 0 and it attains each of
them at least once, which implies that −cp < γ < 1 − cp. Therefore, for each
type of weight, the sign of the second addend on the RHS only depends on the
sign of γδ. This is intuitive as it is the reference distribution and thus it should
be the one to determine how to modify the weights depending on whether it
overestimated, underestimated or hit the conditional probability.

In fact, let cpMC′ denote the conditional probability obtained by the modi-
fied uniform distribution:

cpMC′ =
k1 + δI1

k1 + δI1 + k2 + δI2
. (4.58)
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Then, if the conditional probability was luckily hit when introducing the ad-
ditional simulations (cpMC′ = cp), γδ = 0. This would make pi = qi for all
i = 1, ..., N , hence recovering the modified uniform distribution since it had
already hit cp. Hence, in the following it shall be assumed that cpMC′ 6= cp.

After some algebra, the probability of the set Ω can be written as:

Ptech2(B1 = b1, ..., Bm = bm) =
k1 + k2

Nδ
+ δ

I1 + I2
Nδ

(4.59)

− Ns − k1 − k2

N

γδ.γ

var(γ)
.

The difference between this value and the value implied by the modified uniform
distribution, which is

PMC′(B1 = b1, ..., Bm = bm) =
k1 + k2

Nδ
+ δ

I1 + I2
Nδ

, (4.60)

can be positive or negative as we shall see below. It can also be zero if Ns =
k1 + k2 althoug this does not usually hold. If it did, it makes sense that the
probabilities are the same: they would both be one, since all simulations (ran-
dom or not) belong to Ω. The fact that (4.59) could be larger than (4.60) is the
first difference with the solution to special case k in section 4.4.2. However, as
it is clear below, the probability of variables B1 = b1, ..., Bm = bm is very likely
to be lowered with respect to PMC′(B1 = b1, ..., Bm = bm), thus showing the
same behaviour as in the entropy solution.

The terms which play the main role in the analysis are the two sample means,
and the first way in which they do it is through their signs. Therefore, let us begin
by analysing them19. Denoting by cpMC′′ the conditional probability obtained
by the uniform distribution over N (the one obtained by taking δ = 1),

cpMC′′ =
k1 + I1

k1 + I1 + k2 + I2
, (4.61)

sample mean γ is zero if and only if

cp · (k2 + I2)

(1− cp) · (k1 + I1)
=

cp · (1− cpMC′′)

(1− cp) · cpMC′′
= 1 .

Similarly, sample mean γδ is zero if and only if

cp · (k2 + δI2)

(1− cp) · (k1 + δI1)
=

cp · (1− cpMC′)

(1− cp) · cpMC′
= 1 .

Remarkably, conditions like this have already appeared in section 4.4.2. There,
we saw that the function

g(x) =
cp · (1− x)

(1− cp) · x
19If the reader wishes to skip this analysis up to the behaviours of the weights, see page 88

cases (i), (ii) and (iii).
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is smaller than one if and only if x > cp, and greater than one if and only if
x < cp. Hence, the sample means show the following properties (case cpMC′ = cp
had been analysed already):

γ > 0 ⇔ cpMC′′ > cp , γ < 0 ⇔ cpMC′′ < cp , γ = 0 ⇔ cpMC′′ = cp ,

γδ > 0 ⇔ cpMC′ > cp and γδ < 0 ⇔ cpMC′ < cp .

Note that, if δ = 1, then cpMC′′ = cpMC′ , so the product of the two sample
means is always positive or zero. However, it cannot be zero because we would
be in the case cpMC′ = cp which was already analysed. If δ 6= 1, in order to
see the sign of their product, let us distinguish some cases based on the number
of artificially added simulations. If I1 = I2 = 1 or 0 (one simulation has been
added to Ωa and another one to Ωã, or there are no artificial simulations) it
is clear from expressions (4.61) and (4.58) that again cpMC′′ = cpMC′ (within
each case) and the same conclusions as before apply. For case I1 = 1, I2 = 0 (one
simulation has been added to Ωa and none to Ωã), suppose estimator cpMC′′ is
smaller than estimator cpMC′ . Then, after a bit of algebra, this produces the
contradiction k2 < 1. Consequently, cpMC′ < cpMC′′ , and the product of the
sample means shows the following behaviour:

γ · γδ > 0 ⇔ cpMC′′ < cp or cpMC′ > cp

and

γ · γδ < 0 ⇔ cpMC′ < cp < cpMC′′ and γ · γδ = 0 ⇔ cpMC′′ = cp .

For case I1 = 0, I2 = 1, by symmetry, the respective opposite relations hold.

After this rather cumbersome analysis, we have translated the dependence
of the weights on the sample means to a dependence on cpMC′ , cpMC′′ and cp.
This way, we have the tools to check our intuition in a much better way. In
order to do this, let us distinguish the same cases as before:

(i) For the case δ = 1 and/or I1 = I2, suppose cpMC′ < cp. This means
that the conditional probability has been underestimated and therefore
we would like to increase the probability of Ωa or decrease the probability
of Ωã, or both. By one of the observations above, γδ < 0 and thus looking
at (4.56) and (4.57), it is clear that pi > qi if the simulation is in Ωa and
pi < qi if it is in Ωã, as we were expecting. Furthermore, the probability
of Ω decreases (regardless of whether cp was underestimated or not) and,
consequently, or looking at (4.55), the weights of simulations that do not
play any role in modifying the conditional probability increase. Again by
symmetry, if cpMC′ > cp, the opposite occurs.

(ii) When I1 = 1, I2 = 0, four situations can occur: cpMC′′ < cp, cpMC′ > cp,
cpMC′ < cp < cpMC′′ and cpMC′′ = cp. Clearly, only one of the first two
has to be analysed. Let us take cpMC′ > cp to describe a different case than
to (i). In this situation, the conditional probability has been overestimated
and we would like to decrease the weights of simulations in Ωa and increase
those of simulations in Ωã. By observing the behaviors of the sample means
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and the fact that both the modified-uniform and the uniform conditional
probabilities are above cp, then γδ > 0 and γδ > 0. It is clear that in this
situation pi < qi if the simulation is in Ωa and pi > qi if it is in Ωã, as we
were expecting. Again, the probability of Ω, given in (4.59), decreases if
both cpMC′′ and cpMC′ , whether cp was underestimated or overestimated.
Hence, the weights that do belong to Ω are increased with respect to their
corresponding modified-uniform weights.

The case when cp lies between cpMC′ and cpMC′′ shows some different re-
sults compared to the previous. In this situation cpMC′ has underestimated
cp whilst cpMC′′ has overestimated it. Since the reference distribution is
the modified-uniform, we would like to increase the weights of simulations
in Ωa and decrease the weights of simulations in Ωã. One can verify that
this is indeed what occurs but, this time, the weights of simulations that
do not participate in hitting the conditional probabilities are decreased.
The method gives more probability to the set of configurations Ω and thus
it cannot be concluded that it always decreases.

Only one situation is left to be analysed. This one shows very crudely how
the method of minimising the sum of squares chooses the best distribution
of weights. When cpMC′′ = cp, we have hit the conditional probability
with the estimate of the uniform distribution, and underestimated it with
cpMC′′ . A priori, one could think that the weights we should obtain are
those given by the uniform distribution. However, this is not what the
method gives as an answer. The reason is that of all the distributions that
satisfy the k + 1 linear equations, the uniform distribution is not the one
that minimises the Euclidean distance to the modified-uniform distribu-
tion. Notice that the weight of expression (4.55) does not change compared
to the respective modified-uniform distribution weight. It remains as 1/N δ

because this choice gives the smallest distance to the modified-uniform
distribution. Consequently, the probability of Ω is not modified. The two
types of weights of simulations belonging to this set behave in the way we
expect them to behave: since cp was underestimated by cpMC′′ , weights
of simulations in Ωa are increased, and weights of simulations in Ωã are
decreased.

(iii) The case I1 = 0, I2 = 1, by symmetry, shows the respective and opposite
relations to (ii).

4.6 Technique 3

This third technique is much simpler than the previous two, both techni-
cally and conceptually. It does not make use of the linear constraints of section
4.3 and it does not perform any minimisation. One of the consequences is its
dramatic reduction in computational effort, especially when many simulations
are sampled. It hits all the conditional probabilities chosen by the user perfectly
when it is used for the special case of section 4.4.2. However, it does not hit
them exactly when they do not show those relations. It approximates them well
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in several norms as shall be shown in section 4.8 (in many cases better than the
unconstrained minimisation problem with gradient information of section 4.4).
No references to similar numerical methods have been found in the literature.
When linear systems with no non-negative solutions are present and the user
cannot add more simulations, the only method the user can rely on is this one.

The estimates that are calculated in this technique are the joint probabilities
of the random variables of the Bayesian network. Following the notation so far,
the estimates that are proposed here to hit one conditional probability cp 6= 0
or 1 are

Ptech3(ω̃j) = PMC′(ω̃j) if ω̃j /∈ Ω , (4.62)

Ptech3(ω̃j) = PMC′(ω̃j) ·
cp

cpMC′
if ω̃j ∈ Ωa (4.63)

and

Ptech3(ω̃j) = PMC′(ω̃j) ·
1− cp

1− cpMC′
if ω̃j ∈ Ωã (4.64)

where the Monte Carlo probabilities involved in the RHS of every expression
are those obtained by the modified-uniform distribution. To refresh the memory
of the reader, should it be necessary, they are the following

PMC′(ω̃j) =

∑Ns
i=1 φj(ω̃j)

Nδ
, if ω̃j /∈ Ω , (4.65)

PMC′(ω̃j) =

∑Ns
i=1 φj(ω̃j) + δ

∑Na
i=Ns+1 φj(ω̃j)

Nδ
, if ω̃j ∈ Ω , (4.66)

where Nδ = Ns + δNa with δ in (0, 1], and

cpMC′ =

∑
ω̃j∈Ωia

PMC′(ω̃j)∑
ω̃j∈Ωi PMC′(ω̃j)

=
k1 + I1

k1 + I1 + k2 + I2
.

As before, k1 and k2 are the number of real simulations added to Ωa and Ωã
respectively, and I1 and I2 are one if and only if an artificial simulation has been
added to the respective two aforementioned sets. As a reminder, I1 = 1 or I2 = 1
if and only if k1 = 0 or k2 = 0 respectively. This is because artificial simula-
tions are only added if no real simulations have been drawn from sets Ωa and Ωã.

If cp = 0 or 1, then

Ptech3(ω̃j) = PMC′(ω̃j) for all ω̃j

since cp is hit this way (we argue this later in the remarks).

For k non-zero or one conditional probabilities, the solution is constructed
recursively as follows (if some are 0 or 1, they are the first to be hit with no
other modification other than using modified Monte Carlo estimates above).
First, randomly simulate the Ns configurations of the Bayesian network and
add the necessary artificial simulations Na ≥ 0. After ordering the k conditional
probabilities as cp1, ..., cpk, compute the l−th set of joint probabilities’ estimates
(l = 1, ..., k) for cpl as

P l
tech3(ω̃j) = P l−1

tech3(ω̃j) if ω̃j /∈ Ωl , (4.67)
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P i
tech3(ω̃j) = P i−1

tech3(ω̃j) ·
cpi

cp i, i−1
tech3

if ω̃j ∈ Ωia (4.68)

and

P i
tech3(ω̃j) = P i−1

tech3(ω̃j) ·
1− cpi

1− cp i, i−1
tech3

if ω̃j ∈ Ωiã (4.69)

where

cp i, i−1
tech3 =

∑
ω̃j∈Ωia

P i−1
tech3(ω̃j)∑

ω̃j∈Ωi P
i−1
tech3(ω̃j)

=
P i−1
tech3(Ωia)

P i−1
tech3(Ωi)

. (4.70)

Notice that we have taken

P 0
tech3(ω̃j) = PMC′(ω̃j) for all j = 1, ..., 2n

and
cp 1, 0
tech3 = cp 1

MC′ .

The superscript i, i− 1 in every conditional probability means that we are cal-
culating the i − th conditional probability with the joint probabilities of the
(i− 1)− th step. Below we prove that the i− th conditional probability implied
by the joint probabilities of the i − th step of the simulation hits cpi. i.e. that
cp i, i
tech3 = cpi.

Now we prove that this method has the desired properties. During the cal-
culations we spot reasons to justify some of the features of the method.

First notice that, by construction, the probability of any configuration of the
Bayesian net is non-negative. As we would expect, they all sum up to one in
every step of the iterative process. We prove this by induction on the index of the
iteration. The first case i = 0 is trivial, since modified Monte Carlo probabilities
always sum up to one. For the i − th step (i = 1, ..., k) let us sum up all the
joint probabilities as∑
ω̃j /∈Ωi

P i
tech3(ω̃j) +

∑
ω̃j∈Ωia

P i
tech3(ω̃j) +

∑
ω̃j∈Ωiã

P i
tech3(ω̃j)

=
∑
ω̃j /∈Ωi

P i−1
tech3(ω̃j) +

cpi
cp i
tech3

∑
ω̃j∈Ωia

P i−1
tech3(ω̃j) +

1− cpi
1− cp i

tech3

∑
ω̃j∈Ωiã

P i−1
tech3(ω̃j)

= 1 + (
cpi

cp i
tech3

− 1)P i−1
tech3(Ωia) + (

1− cpi
1− cp i

tech3

− 1)P i−1
tech3(Ωiã)

= 1 + (cpi − cp i
tech3) · P i−1

tech3(Ωi) · (1− 1) = 1

assuming that the probabilities of the (i − 1) − th step sum up to one, and
using (4.70). This proves that the joint probabilities defined at each step of the
iteration sum up to one and that each of them is smaller than or equal to 1.

Checking that the conditional probability cpi is hit in step i of the process
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is easy:

cp i, i
tech3 =

∑
ω̃j∈Ωia

P i
tech3(ω̃j)∑

ω̃j∈Ωi P
i
tech3(ω̃j)

=

cpi
cp i, i−1
tech3

· P i−1
tech3(Ωia)

cpi
cp i, i−1
tech3

· P i−1
tech3(Ωia) + 1−cpi

1−cp i, i−1
tech3

· P i−1
tech3(Ωiã)

=
cpi · P i−1

tech3(Ωi)

cpi · P i−1
tech3(Ωi) + (1− cpi) · P i−1

tech3(Ωi)
= cpi ,

if P i−1
tech3(Ωi) 6= 0. This is always true because it was true at step 0 (we added

artificial simulations if necessary) and we supposed that cp1, ..., cpi−1 were not
0 or 1 so none of them has assigned probability zero to any configuration which
had non-zero probability by modified Monte Carlo (step 0 joint probabilities).

This shows that at stage i of the process (i = 1, ..., k) the i− th conditional
probability is hit. It also points out that, since in general Ωi1∩Ωi2 = ∅ for i1 6= i2,
the modification of the joint probabilities in step i affects, not uniformly, some
(or all) of the joint probabilities involved in the computation of cp1, ..., cpi−1.
This is the reason for which, in general, the method stops hitting these previous
conditional probabilities and it only approximates them. However, if the user
chooses to hit conditional probabilities with small intersections and if cp i, i−1

tech is

not too far from cpi, then the approximations cp 1, i
tech3, ..., cp i−1, i

tech3 hardly differ
from cp1, ..., cpi−1. As we prove in the following, the joint probabilities of the
method converge to the actual joint probabilities of the Bayesian net. There-
fore, the larger the number of simulations Ns is, the better the approximations
cp 1, i
tech3, ..., cp i−1, i

tech3 are, even if the two conditions above are not met.

The convergence of the method can be proved again making use of induction.
For step 0, the convergence in probability of PMC′(ω̃j) to P (ω̃j) was proved in
the remark of section 4.4.2 (see expressions (4.42) and (4.43) and the explana-
tion below them). For step i, all that is left to prove is that cp i, i−1

tech3 converges
in probability to cpi. This is immediate by Slutsky’s lemma, assuming that the
joint probabilities of step i− 1 converged in probability to the real joint proba-
bilities. Note that Slutsky’s lemma can be used because cpi 6= 0 or 1 and hence
the denominator of cp i, i−1

tech3 cannot converge to zero.

Remarks

Several remarks can be made:

(1) The reason for which we use modified Monte Carlo estimates and not crude
Monte Carlo estimates is clear. If cp 6= 0 or 1, and no random simulation had
been drawn from Ωia, then crude Monte Carlo estimates of the conditional
probability cpMC would be 0. Therefore, the estimate in 4.68 would not be
defined. Moreover, if no simulations had been drawn from Ω, cpMC would
not be defined (which also applies to cpMC = 0 or 1). If cp = 0 (or cp = 1),
as soon as the artificial simulation has been added to Ωã (or Ωa), the condi-
tional probability is hit by cpMC′ . Expression (4.68) (or (4.69) respectively)
cannot be defined but, by the construction of the simulations in 4.1 and
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since cp = 0 (or 1), no simulations from Ωa (or Ωã) can be sampled and
therefore PMC′(ω̃j) = 0 for all configurations in Ωa (or Ωã). Hence, we shall
take Ptech3(ω̃j) = PMC′(ω̃j) = 0 for these configurations. For configurations
in Ωã (or Ωa), expression (4.69) (or (4.68) respectively) is well defined but
it reduces to Ptech3(ω̃j) = PMC′(ω̃j). So, if cp = 0 (or cp = 1), all the new
joint probabilities are the same as those implied by modified Monte Carlo.
All this applies to any step of the iterative procedure above too.

(2) When constructing the method iteratively for k conditional probabilities,
we have mentioned to order them first, but did not specify in what order.
The process, as becomes clear later, is not commutative. i.e. the joint prob-
abilities’ estimates obtained when carrying out the process above are not
the same, in general, as if the process were to be carried out for the ordering
cpk, cpk−1, ..., cp2, cp1 for example. It is possible that there is an optimal or-
dering (for a given norm for example) for every set of simulations, Bayesian
network and set of conditional probabilities to keep. However, this has not
been explored here.

(3) Despite of the lack of accuracy in the first approximated conditional prob-
abilities, this technique has an additional advantage compared to the pre-
vious techniques: due to the construction of its solution, after some condi-
tional probabilities have been hit, one can choose to hit more using the joint
probabilities obtained when attempting to hit the first set of probabilities.
Therefore, the first results can be kept well approximated while the new set
of conditional probabilities are approximated.

4.6.1 Motivating ideas

The motivation to propose this method was the so called conditional inde-
pendence that Bayesian networks represent. Let us explore this. In a Bayesian
network of n variables A1, ..., An, the joint probability of a configuration ω̃ =
(a1, ..., an) 20 is given by the master equation of SECTION BLA BLA and is:

P (ω̃) = P (A1 = a1, ..., An = an) =

n∏
i=1

P (Ai = ai | Bi1 = bi1, ..., B
i
mi = bimi)

where variables Bi1, ..., B
i
mi represent the mi (0 ≤ mi ≤ n) parents of variable

Ai, and states bi1, ..., b
i
mi are the states of the variables they correspond to within

A1, ..., An. This factorisation of joint probabilities is due to the conditional in-
dependence of the variables depicted by the net.

The motivating idea to develop the method was this decomposition of the
joint probabilities. However, as one can easily verify with a computer, condi-
tional independence breaks when Monte Carlo (crude or modified) simulation

20The index j of any configuration is dropped here for convenience of notation.
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is applied. i.e. it is not true that:

PMC′(ω̃) = PMC′(A1 = a1, ..., An = an)

=

n∏
i=1

PMC′(Ai = ai | Bi1 = bi1, ..., B
i
mi = bimi).

For this reason, if one wants to keep k conditional probabilities cp1, ..., cpk the
following does not work:

Pvartech3(ω̃) = PMC′(ω̃)

k∏
j=1

((1− φj(ω̃)) + φja(ω̃) ·
cpj

cpjMC′

+ φjã(ω̃) ·
1− cpj

1− cpjMC′

).

The original idea was to approximate the joint probabilities in this way, and
this is in fact what expressions (4.67), (4.68) and (4.69) reduce to in special
case k of section 4.4.2. This variation has been carried out on simulations and
it does not give bad approximations, it converges (easy to conclude looking at
its construction), but the joint probabilities do not sum up to one. One can
define all the joint probabilities and normalise them but we have decided not to
consider this approach.

The question now is, why does the method hit the (last) conditional prob-
ability but does not necessarily hit the rest?21 Of course, the modified Monte
Carlo estimators of the joint probabilities can be factorised as:

PMC′(A1 = a1, ..., An = an) =PMC′(A1 = a1, ..., An = an) · cpMC′

× PMC′(B1 = b1, ..., Bm = bm)

PMC′(A = a,B1 = b1, ..., Bm = bm)
(4.71)

or

PMC′(A1 = a1, ..., An = an) =PMC′(A1 = a1, ..., An = an) · (1− cpMC′)

× PMC′(B1 = b1, ..., Bm = bm)

PMC′(A = ã, B1 = b1, ..., Bm = bm)
(4.72)

since we added the necessary simulations and this makes the denominators
distinct to zero. When calculating PMC′(A = a,B1 = b1, ..., Bm = bm) and
PMC′(A = ã, B1 = b1, ..., Bm = bm) we sum up the probabilities of the config-
urations in Ωa and Ωã. In this sum only the term PMC′(A1 = a1, ..., An = an)
is affected and it equals PMC′(A = a,B1 = b1, ..., Bm = bm) and PMC′(A =
ã, B1 = b1, ..., Bm = bm) respectively. Therefore we are left with

PMC′(Ωa) = PMC′(A = a,B1 = b1, ..., Bm = bm)

= PMC′(B1 = b1, ..., Bm = bm) · cpMC′ (4.73)

and

PMC′(Ωã) = PMC′(A = ã, B1 = b1, ..., Bm = bm)

= PMC′(B1 = b1, ..., Bm = bm) · (1− cpMC′). (4.74)

21All the conditional probabilities are distinct to 0 or 1 because, as was previously men-
tioned, if cp = 0 or 1, it is hit by modified Monte Carlo without having to apply any method.
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Clearly when the conditional probability is calculated we obtain cpMC′ because
PMC′(B1 = b1, ..., Bm = bm) is the common factor of the numerator and de-
nominator and it is distinct to zero. What this tells us is that whatever real
value we substitute cpMC′ with at the beginning of the transformations shall
be the value we obtain when calculating the conditional probability. This pre-
cisely what we are doing when dividing the probability of configurations in Ωa
by cpMC′ and multiplying it by cp, and doing the equivalent for configurations
in Ωã: we are substituting the value we shall obtain when calculating the con-
ditional probability with cp. Crucially, all we have used so far applies when the
probabilities are of type P i−1

tech(·) instead of modified Monte Carlo. This is why
the final conditional probability is always hit.

Having said this, why can we not divide and multiply the appropriate joint
probabilities by the appropriate values to hit several conditional probabilities at
once? The reason is that the ‘factorisation’ of (4.71) and (4.72) cannot be done
arbitrarily many times and in an arbitrary way because we need simplifications
such as the one with PMC′(A = a,B1 = b1, ..., Bm = bm) that allowed us to
obtain (4.73) and (4.74). These do not occur in general because the terms are
too intertwined. However there are cases in which they do appear, and this is
what is discussed in the following section.

4.6.2 Solutions and special case k

In the following we perform a brief analysis of the solutions in general and
we point out the advantages of the method when used for sepecial case k intro-
duced in section 4.4.2.

The general solution to this technique shares some features with techniques
1 and 2. One can rewrite the solutions to the joint probabilities of this method
as:

Ptech3(ω̃j) = PMC′(ω̃j)

k∏
l=1

((1−φi(ω̃j))+φla(ω̃j)·
cpl

cp l, l−1
tech3

+φlã(ω̃j)·
1− cpl

1− cp l, l−1
tech3

).

After introducing expressions (4.65) and (4.66) for PMC′(ω̃j) and performing
some algebra one can obtain that the weight this method assigns to each simu-
lation ωi = ω̃j is:

pi =
1

Nδ

k∏
l=1

((1−φi(ωi))+φla(ωi)·
cpl

cp l, l−1
tech3

+φlã(ωi)·
1− cpl

1− cp l, l−1
tech3

) if i ≤ Ns, and

pi =
δ

Nδ

k∏
l=1

((1−φi(ωi))+φla(ωi) ·
cpl

cp l, l−1
tech3

+φlã(ωi) ·
1− cpl

1− cp l, l−1
tech3

) otherwise.

Although technique 3 was not designed to find weights of simulations, this
shows that if two simulations ωi1 and ωi2 belong to the same set among Ωla,
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Ωlã and (Ωl)c 22 for all l = 1, ..., k, then they have the same weights. This
agrees with the previous two techniques and with our intuition. If they play the
same role when modifying a certain number of conditional probabilities and no
other distinction is made between them, they should not have different weights.
Furthermore, observe that simulations that do not belong to any of the Ωl for
l = 1, ..., k, are given the same weight as the modified-uniform distribution. Till
now this has only occurred in a very particular case of technique 2 case k = 1.

As in previous analyses, let us verify what happens to the probability of con-
figurations in Ωl for l = 1, ..., k 23. Of course, concluding whether a probability
of a configuration was increased or not by looking at the expression above is
not feasible. We just mention the following: from this expression it is clear that
if cpl was overestimated (underestimated) by cp l, l−1

tech3 then the probability of
configurations in Ωla (Ωlã) is decreased (increased) with respect to their proba-
bilities in step l − 1. This makes sense as we are recalculating the probabilities
based on the approximations of the joint probabilities from each previous step.
The probability of Ωl is not changed since∑
ω̃j∈Ωl

P ltech3(ω̃j) =
cpl

cp l, l−1
tech3

∑
ω̃j∈Ωla

P l−1
tech3(ω̃j) +

1− cpl

1− cp l, l−1
tech3

∑
ω̃j∈Ωlã

P l−1
tech3(ω̃j)

= P l−1
tech3(Ωl)

for all l = 1, ..., k. This implies that the only sets whose probabilities are modi-
fied within each step of the iterative process are Ωla and Ωlã. This seems intuitive
to us.

Regarding the analysis of the special case k let us remind the reader that this
case corresponds to conditional probabilities whose sets Ωl are pairwise disjoint.
i.e. Ωl1 ∩ Ωl2 = ∅ for all l1 6= l2. When this holds it is clear that if φl

∗
(ω̃j) = 1

for some l∗ ∈ {1, ..., k} then φl(ω̃j) = 0 for the rest of conditional probabilities.
Of course, if φl(ω̃j) = 0 then φla(ω̃j) = φlã(ω̃j) = 0. Therefore the solution to
the special case is given by:

Ptech3(ω̃j) = PMC′(ω̃j) if ω̃j /∈ Ωl for l = 1, ..., k,

Ptech3(ω̃j) = PMC′(ω̃j) ·
cpl

cplMC′
if ω̃j ∈ Ωla, and

Ptech3(ω̃j) = PMC′(ω̃j) ·
1− cpl

1− cplMC′
if ω̃j /∈ Ωlã.

The fact that cp l, l−1
tech3 = cplMC′ is clear because up to before step l the prob-

abilities in Ωla and Ωlã had not been modified. Therefore, the solutions to this

22The complementary set of Ωi in the set of all configurations. i.e. the set that carries all
the configurations with states of their variables Bi1, ..., B

i
mi

different from bi1, ..., b
i
mi

.
23In previous techniques the weights were analysed, but this is clearly equivalent.

96



method in special case k, as well as in the general case, dramatically reduce the
computational effort.

4.7 A measure of computational efficiency

In Avellaneda et al. (2000), it was argued that distributions of weights with
low relative entropy with respect to the uniform entropy imply concentrations
of the measure in some (but not all) of the weights of the simulations. This
means that effectively not all the simulations are used. Here the argument is
adapted and the measure is generalised for the case where artificial simulations
have been added. It takes values in [0, 1] and it is close to one if and only if the
entropy is low. This is one of the reasons for which the use of cross entropy as the
function to minimise is justified. However, it does not mean that the measure
cannot be used for methods that do not use entropy functions. It can be used as
long as the weights of the method satisfy non-negativity and normalisation to
one. Therefore, we shall compute this for all the techniques. The numerical re-
sults in section 4.8 show that the values of the measure are very good in all cases.

Let us denote by q∗ the sum of the estimated weights of the random simu-
lations. i.e.

q∗ =

Ns∑
i=1

pi.

Then, the non-zero weights out of these can be written as

pi =
q∗

Nαi
s

for some αi ∈ [0,∞). These, obviously satisfy that

Ns∑
i=1

q∗

Nαi
s

= q∗ ⇔
Ns∑
i=1

1

Nαi
s

= 1

if q∗ 6= 0, which we have supposed here. If q∗ = 0 then the efficiency of the
method is zero as no real simulations have been used.

Let us define β as

β := Ep̃[α] =

Ns∑
i=1

αi
1

Nαi
s

(4.75)

where α = (α1, ..., αNs) and p̃ is p but normalised to sum one. This is the effi-
ciency measure proposed here24.

Of course, expressed in this way, it is computationally inefficient so, after
arguing why this is effectively a measure, it shall be expressed in terms of the
weights. The argument goes as follows: let α̃1, ..., α̃j denote the j different values

24Note that β represents both the expectation of α and its sample mean.
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of α1, ..., αNs and denote by k1, ..., kj the number of weights which can be written

as q∗/N α̃1
s , ..., q∗/N

α̃j
s . Additionally, let k0 denote the number of zero weights.

Then the following holds:

j∑
i=1

ki

N α̃i
s

= 1 and

j∑
i=0

ki = Ns.

In order to understand the relationship between β and the efficiency of a method,
suppose the distribution p̃ is uniform over a set of Nα0

s elements, where α0 ∈
[0, 1]. The exponent then represents the size of the support of p̃. Let us compute
β for p:

β =

Nα0
s∑
i=1

α0
1

Nα0
s

= α0.

Therefore β measures the support of the distribution p̃ and hence then support
of p over its set of random simulations. This is the way efficiency is understood
here. For other distributions p̃, it does not measure the true support but it mea-
sures how well the method uses the random simulations. Hence, low betas are
not desirable.

In order to find the expression for β in terms of the weights, let us introduce
the expression for the weights of the random simulations into the cross entropy:

D(p || q) =

j∑
i=1

ki ·
q∗

N α̃i
s

log(
q∗

N α̃i
s

) +

N∑
i=Ns+1

pilog(pi) + log(Nδ)− (1− q∗)log(λ)

= q∗log(q∗)− q∗log(Ns)Ep̃[α] +

N∑
i=Ns+1

pilog(pi)− log(Ns)− (1− q∗)log(λ)

and therefore

β =
q∗log(q∗) + log(Nδ)− (1− q∗)log(λ) +

∑N
i=Ns+1 pilog(pi)−D(p || q)

q∗log(Ns)
.

This expression is only in terms of parameters and weights which are known at
the end of the simulation of the weights plus the cross entropy. Therefore, if β
is to be computed with a method that computes the latter (such as technique
1) all we need to know to calculate β is the weights of the artificial simulations.
An alternative expression which can be computed only with the knowledge of
the weights of the random simulations is:

β =
q∗log(q∗)−

∑Ns
i=1 pilog(pi)

q∗log(Ns)
.

This expression does not make use of cross entropy and, therefore, it may be
faster to compute for algorithms such as technique 2.

One can easily verify that β is always in [0, 1]. We shall use the second
expression and find the maximum and minimum of the sum in its numerator.
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After some algebra, one can transform this sum into

Ns∑
i=1

pilog(pi) = q∗(

Ns∑
i=1

p̃ilog(p̃i) + log(q∗))

with p̃i as before. Notice that

Ns∑
i=1

p̃ilog(p̃i)

is the entropy of p̃ and therefore its maximum is 0 and it attains its minimum25

for the uniform distribution, which has entropy −log(Ns). Hence,

q∗log(q∗) ≤
Ns∑
i=1

pilog(pi) ≤ q∗(log(q∗)− log(Ns)),

which proves that β ∈ [0, 1].

The values of β obtained in the simulations have all been larger than 0.99
for techniques 1 and 2 (no simulations for β in technique 3), both within the
approximations and for the exact algorithms. It has attained its worst values for
cases in which many or all conditional probabilities were requested to be hit.

4.8 Simulations

4.8.1 Set up

The Bayesian network used for the simulations corresponds to Figure . As
it can be seen it comprises 13 nodes. It is therefore a small net compared to the
nets the techniques shall probably be used for. However, it is possible to extract
some conclusions which make sense with the intuition. Of course, we are not
in the position to generalise them. Many observations have been already made
describing the results of the simulations so we shall try not to repeat too many.

The techniques shall be denoted by T1, T2 and T3 (in the same order as in
the chapter). Monte Carlo is denoted by MC.

The number of master conditional probabilities to be elicited in the net is
43. In the numerical experiments we have elicited conditional probabilities of
each variable in its true state. As we shall see, changes in P (A = T ) imply sub-
stantial changes in the approximations of all the methods. We have performed
simulations for P (A = T ) = 0.2, 0.1 and 0.05. These values are small because,
normally, the marginal probability of the roots events is small as the variables
are rare events. The results seem to become worse the lower P (A = T ) is.

25Unique because it is strictly convex and the optimisation is preformed over [0, 1]Ns , convex.
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The values of the rest of master conditional probabilities have been elicited
randomly using a uniform distribution for each of the inputs. The three methods
share the same Monte Carlo algorithm to construct the simulations.

Different conditional probabilities have been requested. In the tables in the
appendix part B, 6 different choices of groups of conditional probabilities are
involved. They are denoted by cppos1, cppos2,...,cppos6 (cppos for position of
conditional probabilities) and correspond to the following:

(i) cppos1 corresponds to all the inputs of the conditional probability table
of F .

(ii) cppos2 corresponds to all the inputs of the conditional probability table
of E and F .

(iii) cppos3 corresponds to all the inputs of the whole Bayesian net.

(iv) cppos4 corresponds to all the inputs of the conditional probability table
of D.

(v) cppos5 corresponds to all the inputs of the conditional probability table
of E.

(vi) cppos6 corresponds to choosing, randomly, 1 conditional probability from
conditional probability tables of variables with 1 parent, choosing, ran-
domly, 2 conditional probability from conditional probability tables of
variables with 2 parents and choosing, randomly, 4 conditional probability
from conditional probability tables of variables with 3 parents. This keeps
21 conditional probabilities.

The number of simulations Ns has been varied taking values 100, 500, 1000,
2000 and 10000. However, the results shown in the tables only correspond to
Ns = 1000 and 10000 as the rest of results are either unrealistic (Ns = 100) or
they show a regular trend. There are three tables that correspond to Ns = 500
though. The reason is that Na has been zero for all number of simulations equal
to of greater than 1000. Therefore, in order to illustrate how the parameter af-
fects the distances of the estimated probabilities to the real ones, these 6 tables
have been included.

The first 30 tables show the distances of conditional and joint probabilities
of each technique, approximate or exact, to the real probabilities. These tables
correspond to cppos1, cppos2 and cppos3. No other combination of master con-
ditional probabilities has been kept because cppos6 shows distances between
cppos1 and cppos3, and cppos4 and cppos5 show distances similar to cppos1
but worse.

The next 6 tables correspond to the aforementioned tables showing the in-
fluence of δ. The next tables show computational times and the parameter β.
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4.8.2 Results

For special case k, corresponding to tables for cppos1, it is clear that the best
technique (as expected) is technique 3. It exactly hits thee conditional proba-
bilities, the distances of its estimated joint probabilities are similar to the other
three techniques and it is considerably faster.

In the general case, let us start by T1. It is clear that the approximate ver-
sion of the method approximates the conditional probabilities much worse than
the other two methods. Since, regarding computational times, T3 is always bet-
ter than the rest, we discard the approximate version of minimisation of entropy.

The exact version produces exact values for the conditional probabilities,
but its computational time is much higher than any of the other two methods.
Therefore, the minimisation of entropy technique is discarded from the three for
any purpose.

Now, the exact version of T2 does not produce exact results (because invert-
ing the matrix is not done exactly by computers but approximately). However,
they are very accurate and it is faster (much faster for Ns = 10000) than its
approximate counterpart, so if we were to keep any of the two it would be the
‘exact’ counterpart.

let us then compare this one to T3. It is clear that the approximations to the
conditional probabilities are better for T2. However, the distances of the joint
probabilities are similar, alternating which is better and which is worse. Never-
theless, the computational time of T3 is still considerably lower than that of T3

so it can be concluded that, if one seeks very good approximation of the condi-
tional probabilities with low Ns, then T2 (exact) is the method to choose. Yet,
since our purposes are also to decrease the computational time and the prob-
abilities given by T3 does seem to be accurate, we suggest to take this technique.

As an observation, it is clear thatT3 is better than MC when approximat-
ing the conditional probabilities, but they are very similar when comparing the
distances of their estimated joint probabilities to the real joint probabilities (ex-
cluding the negative entropy).

The distances for T3 for different groups of conditional probabilities to keep
show some important features. As mentioned above the distances increase as
P (A) decreases. Furthermore, the distances for cppos1 and cppos2 are similar
although the latter is better. Also, for Ns = 1000 the distances of the latter
are better than the distances corresponding to cppos3, which shows that keep-
ing many is not necessarily better. It is important to choose sets of conditional
probabilities of variables which are central and have many conexions in the net.
Nontheless, for Ns = 10000 keeping all the conditional probabilities becomes a
better strategy. This is intuitive as the support of the estimates is larger than
when Ns = 1000. For the latter what one produces when keeping too many is to
try to approximate two distributions with quite different support and therefore
it is not accurate.
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Figure 4.1

The other tables, corresponding to the number of artificial simulations and
the parameter β support the comments made in previous sections.

As a conclusion, despite all the hard word made in this chapter for techniques
1 and 2, we suggest to choose technique three because of the aforementioned
advantages. Of course, as pointed out at the begining of the subsection, all this
cannot be generalised, but it is an easy and fast technique to implement so we
again suggest to use it as a first option.
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4.9 Generalisations

In this section we point out that the three techniques proposed above are
applicable in many situations, other than just hitting master conditional proba-
bilities in Bayesian networks, and specifically, far more general ones. The section
is divided into three parts. The first discusses why the techniques can be used in
other applications. The second and third clarify how to use the techniques when
quantities we wish to hit are either lower conditional probabilities (chapter 2)
or the conditional probabilities of the auxiliary nodes of chapter 3. The reason
for ordering them in a decreasing order of generality is that the conclusions of
the first part are used for the second part.

4.9.1 Uses other than Bayesian networks

Let us go back and revise the assumptions of the three methods. One notices
that Bayesian networks hardly feature in previous sections. They are used for
example in section 4.1 to construct the simulations. i.e. they are the method
with which we obtain the joint probabilities of all the nodes in the Bayesian
network. The second place where they are mentioned is in case (ii) of the first
part of section 4.3.2. That case dealt with the numerical experiments in which
none of the sampled configurations were involved in the calculation of a certain
conditional probability. Therefore we pointed out that one of the two cases in
which this occurs is that the real probability of the parents involved in the condi-
tional probability is zero. There we argued that in our application this was very
unlikely and that, if it occurred, the price to pay was to assign small probabili-
ties (in fact, as small as we would like them to be) to one or two zero-probability
configurations. In all other places in which Bayesian nets were mentioned, the
point was to provide intuition of the linear system, techniques, etc. or to propose
examples but not to build anything upon these points.

Therefore, the assumptions on which the methods were built are clearly far
from exclusive to Bayesian nets. This permits us to generalise their use in other
applications.

As long as an application has n binary variables and there is a way to simu-
late their states, the methods can be used to modify the estimates of the joint
probabilities in order to hit several conditional probabilities. If the user has an
efficient way to check if a set of variables has probability zero then they may
choose to pay the aforementioned price if they need to hit the conditional prob-
ability, or simply not to attempt to hit it. If there is no way to check this or it is
computationally expensive (as in our case) then, at least, they know what the
price is. In fact, if after simulating configurations one finds that none of them
has the required states to hit a certain conditional probability, perhaps, they
would like to reconsider their choice of this target probability.

There is however an important observation to make. We have always chosen
to hit conditional probabilities because we knew their values before the process.
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In other words, we know what their values should be. This was crucial when
the convergence was analysed. The estimators of the conditional probabilities
we kept always converged to the values we had assigned to the conditional prob-
abilities we kept and this implied cancellations that ensure the convergence of
the methods (or of the special cases). Hence, if these techniques are to be used
in other applications (here we obviously know the conditional probabilities) and
the user wants the solutions to converge, they have to know the conditional
probabilities before applying the methods.

Nonetheless, there could be situations in which the user does not care about
the convergence because they cannot sample more simulations, or simply, be-
cause they cannot sample any and all they have is data on the frequency of the
configurations. There may be reasons for which the user may want to change
the joint probabilities or the weights of the simulations in a parsimonious and
sensible way in order to hit conditional probabilities. These methods, perhaps,
could be applied.

One final important remark is that the techniques do not explicitly make use
of the fact that the variables are binary. Let us explain this. What they assume
is that there are two states, which could be understood as representing true
and false. However, what these states actually represent is flexible. Suppose a
variable A can take l values that we represent by a1, ..., al and that it can only
take one at a time (the latter is necessary for the example but not for the whole
remark). Furthermore, say that the user wants to hit the conditional probability

cp = P (A = ai | B1 = b1, ..., Bm = bm)

for an i ∈ {1, ..., l} and for some configuration of variables B1, ..., Bm. Then we
can rewrite the conditional probability as

cp = P (Ai = T | B1 = b1, ..., Bm = bm),

where Ai represents the event {A = ai}. This way, one could hit both the
conditional probability cp and

cp = P (Ai = F | B1 = b1, ..., Bm = bm).

Note that the number of states variables’ B1, ..., Bm does not really play a role
here or in the three methods above. This easy example illustrates that the tech-
niques can be used for other applications even when the variables are not binary.
This, of course, makes perfect sense with Bayesian networks since it is the user
that chooses what the states of each variable represent. i.e. a Bayesian network
with binary variables has far more power than just representing binary variables.

4.9.2 How to hit lower conditional probabilities

In chapter 2 we developed several methods to obtain the value of master
conditional probabilities using lower conditional probabilities. Therefore, the
Bayesian net user could very well be interested in hitting some of these. Let us
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suppose that they do not feel confident enough to elicit several of the master
conditional probabilities of the conditional probability table of a variable A. If
B1, ..., Bm represent all the parents of A then a master conditional probability
of the table is:

cp = P (A = a | B1 = b1, ..., Bm = bm).

In order to obtain the value of some of them we made use of lower conditional
probabilities, which have the form:

cp = P (A = a | Bi1 = bi1 , ..., Bim̃ = bim̃)

where Bi1 , ..., Bim̃ are some of the parents of A. Therefore, they simply are con-
ditional probabilities of a single variable given some of the other n−1 variables.
This clearly falls into the general case of the previous subsection. According to
one of the observations made there, only one thing has to be justified: that the
value we input in the lower conditional probabilities is actually recovered after
the construction of the whole Bayesian network. This, by the construction of the
master conditional probabilities there, is clear. The reason for this is that one
can calculate the conditional probability cp as we have been doing throughout
the chapter:

cp = P (A = a | Bi1 = bi1 , ..., Bim̃ = bim̃) =
P (A = a,Bi1 = bi1 , ..., Bim̃ = bim̃)

P (Bi1 = bi1 , ..., Bim̃ = bim̃)

or, as it was done in chapter 2,

cp = P (A = a | Bi1 = bi1 , ..., Bim̃ = im̃) =
∑
C

P (A = a | B1 = b1, ..., Bm = bm)

× P (B1 = b1, ..., Bm = bm)

P (Bi1 = bi1 , ..., Bim̃ = bim̃)
,

where C is the set of all the configurations of the variables B1 = b1, ..., Bm = bm
in which the states of Bi1 , ..., Bim̃ are fixed to bi1 , ..., bim̃ . These are simply two
sides of the same coin: the law of total probability. Therefore, we choose the sec-
ond to check the condition. Some of the master conditional probabilities could
have been elicited by the user before using the boundaries. Others could have
been assigned by minimisation of the negative entropy using the boundaries.
Either way, if at least one lower conditional probability had been elicited, the
equations involving them had been used so everything was (naturally) calcu-
lated so that the law of total probability was respected. Since the values of
the master conditional probabilities do not change if computed from the joint
probabilities, they have the same values that were concluded from the lower
conditional probabilities. Given the equation above, they determine the lower
conditional probabilities which, by construction, have to agree with the values
that were assigned to them.

4.9.3 How to hit conditional probabilities when causal
independence or snake-antidote subnets have been
used

Chapter 3 proposed several ways to model causal relations. These are ap-
plicable either when they are present in part of a Bayesian net or when they
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are a good approximation to the situation the user would like to model. There
we proposed to add auxiliary nodes to facilitate the assignment of the master
conditional probabilities and/or to reduce the number of inputs needed to as-
sign these probabilities. Therefore, probabilities of nodes which were not in the
original net were assigned.

For computational reasons we suggested to remove these nodes when the
process of elicitation of the master conditional probabilities was completed. Oth-
erwise, since the number of configurations grows exponentially on the number of
nodes, we would increment the computational cost, losing one of the advantages
of using these relations. Hence, after removing them, the inputs are ‘lost’, or
more precisely, embedded in these conditional probabilities. The user, however,
may want to keep some but not all of these inputs when obtaining approximated
values to the joint probabilities of the variables of the net. i.e. despite them not
being, a priori, conditional probabilities of the variables of the net, the user may
like to conserve the influence which is represented by their values.

As shall be clear by the end of the section, even keeping all the master
conditional probabilities of the table does not guarantee ‘hitting’ any of the
inputs. Therefore, in principle, one has to keep some of the auxiliary nodes.
Furthermore, we have to store the additional conditional probabilities that are
consequences of keeping these nodes. Although this would always work, it is
computationally inefficient so we now see more efficient ways to keep the inputs
the user chooses. Since there are different tricks, the analysis is divided into
causal relations.

Causal independence relation 1: noisy-OR

This is probably the most common relation that is used and it is also the
simplest of this section.

Following the notation of chapter 3, when using causal independence the
master conditional probabilities have the form

P (E = e | C1 = c1, ..., C1 = Cm) =
∑

f(e1,...,em)=e

m∏
i=1

P (Ei = ei | Ci = ci),

(4.76)

where the sum is carried out over all the states e1, ..., em of variables E1, ..., Em
which give f(e1, ..., em) = e. For noisy-OR model, f(e1, ..., em) = T has 2m − 1
configurations of E1, ..., Em and f(e1, ..., em) = F can only be attained if e1 =
... = em = F . There are very special conditional probabilities that allow us to
delete all the auxiliary nodes E1, ..., Em once the elicitation of P (Ei = T | Ci =
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T ) for i = 1, ...,m has been made. They are the following:

P (E = e | Cj = T,Ci = F ∀i 6= j) =
∑

f(e1,...,em)=e

P (Ej = ej | Cj = T )

×
m∏
i=1

i6=j

P (Ei = ei | Ci = F ).

When doing causal independence we proposed to take P (Ei = F | Ci = F ) = 1
and thus P (Ei = T | Ci = F ) = 0. Therefore, for noisy-OR, the expression
above simplifies to:

P (E = e | Cj = T,Ci = F ∀i 6= j) = P (Ej = T | Cj = T ).

This means that, in the noisy-OR model, if the user wants to keep one of the
inputs cp = P (Ej = T | Cj = T ) they do not have to keep any auxiliary nodes
or extra conditional probabilities. It suffices to hit the conditional probability
P (E = e | Cj = T,Ci = F ∀i 6= j) with any of the three techniques proposed in
previous sections.

Causal independence relation 2: noisy-AND

For the noisy-AND model, the situation is far worse than in noisy-OR.
This is because expression (4.76) only takes a non-zero value for one element,
e1 = ... = em = T , and it is:

P (E = e | Ci = T ∀i) =

m∏
i=1

P (Ei = T | Ci = T ).

Therefore, all the inputs assigned by the user are embedded in a single condi-
tional probability. There is not much that can be done to reduce the compu-
tational effort of keeping the auxiliary variables and storing their conditional
probabilities. One auxiliary variable has to be kept for each input we would like
to keep except in the case when we want to keep them all, where keeping m− 1
auxiliary variables suffices. This is because, if Ej denotes the auxiliary variable
we are not maintaining, the conditional probabilities to keep in this case are

P (E = e | Cj = T,Ei = T ∀i 6= j) = P (Ej = T | Cj = T )

and
P (Ei = T | Ci = T ) ∀i 6= j .

Snake-antidote relation

For this last relation let us analyse Figure 4.1, as we decided this was the
best one to model the causal relation. Its conditional probabilities are given by

P (D = T | S = A = F ) = s

P (D = T | S = T,A = F ) = s+ (1− s)p
P (D = T | S = F,A = T ) = s+ (1− s)q
P (D = T | S = A = T ) = s
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In this case the user has three different inputs that they may want to keep:
s, p and q. In order to keep the first it is obvious that hitting P (D = T | S =
A = F ) or P (D = T | S = A = T ) is sufficient. For the other two, by symmetry,
let us take p. Two simple procedures are proposed here in order to avoid keeping
auxiliary variables:

(i) The user can choose to hit P (D = T | S = T,A = F ) and either P (D =
T | S = A = F ) or P (D = T | S = A = T ).

(ii) At the end of chapter two we was proposed to choose a value p so that

P (D = T | S = T,A = F ) = s+ (1− s)p = p

If this is done then it is clear that hitting this conditional probability does
the job. For us, it is natural to choose P (D = T | S = T,A = F ) to be p as
the s represents the probability of ‘dying’ of other causes other than then
snake bite or the antidote. Then, if the death is caused by either of these
two, it is intuitive to assign it the probability of dying simply because of
that cause.
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Appendix A

Proofs chapter 4

In this appendix some mathematical results from chapter 4 are proved. Slutsky’s
lemma, repeatedly used in chapter 4 is also included.

A.1 Equivalence of the two approaches in tech-
nique 1

As shown in section 4.4, the solution to the first approach is:

pi =
e
∑k
l=1 λlγ

l(ωi)

Z(λ1, ..., λk)
if i ≤ Ns

and

pi = δ · e
∑k
l=1 λlγ

l(ωi)

Z(λ1, ..., λk)
if i > Ns

where

Z(λ1, ..., λk) =

Ns∑
i=1

e
∑k
l=1 λlγ

l(ωi) + δ

N∑
i=Ns+1

e
∑k
l=1 λlγ

l(ωi).

The solution to the multipliers satisfied

∂F

∂λk1
(λ1, ..., λk) =

Ns∑
i=1

γk1(ωi)e
∑k
l=1 λlγ

l(ωi) + δ

N∑
i=Ns+1

γk1(ωi)e
∑k
l=1 λlγ

l(ωi) = 0

for all k1 = 1, ..., k. On the other hand, the solutions for the reformulation of
the problem are:

p̃j = q̃j ·
e
∑k
l=1 λ̃lγ

l(ω̃j)

X(λ̃1, ..., λ̃k)

where

X(λ̃1, ..., λ̃k) =

2n∑
j=1

q̃je
∑k
l=1 λ̃lγ

l(ω̃j)
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and the multipliers satisfy

∂F̃

∂λ̃k2
(λ̃1, ..., λ̃k) =

2n∑
j=1

q̃j · γk2(ω̃j)e
∑k
l=1 λ̃lγ

l(ω̃j) = 0

for all k2 = 1, ..., k.

The way we prove they are equivalent is the following. First, we show that
if the multipliers have the same value, then joint probabilities are the same.
Secondly we prove that the multipliers for both methods are the same.

So, let us suppose λl = λ̃l for all l = 1, ..., k. Then let us calculate the joint
probabilities implied by the weights of the the first approach. They are:

Ptech1(ω̃j) =

(
Ns∑
i=1

φj(ωi) + δ

N∑
i=Ns+1

φj(ωi)

)
e
∑k
l=1 λlγ

l(ωi)

Z(λ1, ..., λk)

= q̃j
e
∑k
l=1 λlγ

l(ω̃j)

Z(λ1, ..., λk)/N δ
= q̃j

e
∑k
l=1 λlγ

l(ω̃j)

X(λ1, ..., λk)

for all j = 1, ..., 2n, because

X(λ1, ..., λk) =

2n∑
j=1

q̃je
∑k
l=1 λlγ

l(ω̃j)

=

2n∑
j=1

1

Nδ

(
Ns∑
i=1

φj(ωi) + δ

N∑
i=Ns+1

φj(ωi)

)
e
∑k
l=1 λlγ

l(ω̃j)

=
1

Nδ

(
Ns∑
i=1

e
∑k
l=1 λlγ

l(ωi) + δ

N∑
i=Ns+1

e
∑k
l=1 λlγ

l(ωi)

)

=
1

Nδ
Z(λ1, ..., λk).

Then, if the multipliers are the same, the joint probabilities obtained through
either approach coincide.

To prove that the multipliers are really the same we prove that they satisfy
the same equations. i.e. that their gradients equated to 0 produce the same equa-
tions. This is clear given the observation above as the derivatives of functions
F and F̃ are the same:

∂F̃

∂λ̃k
(λ̃1, ..., λ̃k) =

∂F

∂λ̃k
(λ̃1, ..., λ̃k)

which concludes the proof, since we have just renamed the derivative of the
function.
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A.2 Analysis of the coefficient zj

In section 4.4.2 we left out the proofs of a few details about the important
term zj . We now prove these results. The first shows how to obtain the coef-

ficient, the second shows that zj = 1 if and only if cpjMC′ = cpj and zj < 1
otherwise, and for the third we obtain confidence intervals for cpMC′ when
I2j−1 = I2j = 0 and perform some numerical simulations to examine the term.
The cases in which these two quantities are not zero were commented on in
section 4.4.2. From now on we drop the index j to avoid cumbersome notation
which is not useful here, and the dash in cpMC′ shall also be dropped in the
third part since I2j−1 = I2j = 0.

Since this term appeared in the section about special case k we comment on
the results in line with the analysis made beforehand.

A.2.1 Obtaining the coefficient zj

In the aforementioned section it was claimed that:

((k1 + δI1) · y1−cp + (k2 + δI2) · y−cp) = (k1 + δI1 + k2 + δI2) · z (A.1)

where

z =

(
cp

cpMC′

)−cp
·
(

1− cpMC′

1− cp

)1−cp

and

y =
cp · (1− cpMC′)

(1− cp) · cpMC′
.

Working on the LHS of (A.1)

(k1 + δI1) ·
(

cp · (k2 + δI2)

(1− cp) · (k1 + δI1)

)1−cp

+ (k2 + δI2) ·
(

cp · (k2 + δI2)

(1− cp) · (k1 + δI1)

)−cp

=

(
cp · (k2 + δI2)

(1− cp) · (k1 + δI1)

)−cp
·
(

(k1 + δI1) ·
(

cp · (k2 + δI2)

(1− cp) · (k1 + δI1)

)
+ (k2 + δI2)

)

=

(
cp · (k2 + δI2)

(1− cp) · (k1 + δI1)

)−cp
· (k2 + δI2)

1− cp
=

(
cp

(k1 + δI1)

)−cp
·
(

(k2 + δI2)

1− cp

)1−cp

= (k1 + δI1 + k2 + δI2) ·
(

cp

cpMC

)−cp
·
(

1− cpMC

1− cp

)1−cp

,

obtained by dividing and multiplying inside each bracket by (k1 +δI1 +k2 +δI2).
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A.2.2 Boundaries for zj

In order to show that z is always less than 1 and one if and only if cpMC′ = cp
we compute the first derivative of z with respect to cpMC′ , equate it to zero
and observe that cpMC′ = cp is a critical point. To show that it is a maximum
the second derivative of z with respect to cpMC′ is computed and, after some
algebra, we show that it is negative for all cpMC′ ∈ (0, 1). For the sake of brevity
let us substitute cpMC′ by x and the term cp−cp(1− cp)cp−1 by c. Having said
this,

dz

dx
= c · xcp(1− x)−cp

(
cp(

1

x
− 1)− (1− cp)

)
= c

(1− x)−cp

x1−cp (cp− x),

which if x, cp ∈ (0, 1) is clearly zero if and only if x = cp. Differentiating again
gives:

d2z

dx2
= c · xcp−1(1− x)−cp

(
−1 + cp

cp− x
1− x

+ (cp− 1)
cp− x
x

)
= c · xcp−1(1− x)−cp

(
−1 + (cp− x)

(cp + x− 1)

(1− x)x

)
= c · xcp−1(1− x)−cpcp

(cp− 1)

(1− x)x
,

which, since c > 0 and x, cp ∈ (0, 1), is always negative. This proves this
part. Just as a remark, from the expression of z it is clear that it is positive if
x, cp ∈ (0, 1).

A.2.3 Confidence intervals for zj

Let us define q := P (B1 = b1, ..., Bm = bm). Then when Ns is large, we have
obtained the following approximation to the cumulative distribution function of
cpMC :

P (cpMC ≤ t) ≈ P

(
Z ≤ (t− cp) ·

√
Ns

g(t, cp, q)

)
where Z is a standard normal random variable and

g(t, cp, q) = (t− cp)2 · (1− q) + cp · (1− cp).

The proof is as follows. Assuming PMC(Ω) (this assumption was justified in
section 4.3), the probability that the Monte Carlo estimator lies below t ∈ (0, 1)
can be written as:

P (cpMC ≤ t) = P (PMC(Ωa) ≤ t · PMC(Ω)) = P (PMC(Ωa)− t · PMC(Ω) ≤ 0) .

Therefore, let us analyse the estimator PMC(Ωa)− t · PMC(Ω). This reads as

PMC(Ωa)− t · PMC(Ω) =
1

Ns

Ns∑
i=1

(φa(ωi)− tφ(ωi)) =
1

Ns

Ns∑
i=1

γt(ωi),
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where γt(ωi) := φa(ωi) − tφ(ωi). Thus it is the sample average of estimates
γt(ωi) for i = 1, ..., Ns and the standard central limit theorem can be applied
to approximate its cumulative distribution. For this purpose, let us calculate its
first two moments:

E[γt(ωi)] = P (Ωa)− t · P (Ω)

and
E[γt(ωi)

2] = (1− t)2P (Ωa) + t2P (Ωã).

After some algebra and simplifications one obtains that:

var(γt(ωi)) = qa − 2 · t · qa + t2 · q − q2
a + 2 · t · qa · q − t2 · q2

where qa := P (A = a,B1 = b1, ..., Bm = bm). In terms of q and cp this is

var(γt(ωi)) = q ·
(
(t− cp)2 · (1− q) + cp · (1− cp)

)
.

Applying the central limit theorem:

PMC(Ωa)− t · PMC(Ω)− (qa − t · q)√
var(γt(ωi))/Ns

d→ N(0, 1).

Equivalently,

P (PMC(Ωa)− t · PMC(Ω) ≤ (qa − t · q) + x ·
√
var(γt(ωi))/Ns)

d→ P (Z ≤ x)

for Z standard normal random variable. Solving

q · (cp− t) + x ·
√
var(γt(ωi))/Ns = 0

for x gives

P (cpMC ≤ t) ≈ P

(
Z ≤ (t− cp) ·

√
Ns

g(t, cp, q)

)
as stated at the beginning.

The real cummulative distribution function of cpMC is equal to 0 when t < 0
and equal to 1 when t > 1. However, by the approximation above

P (cpMC < 0) ≈ P
(
Z < −

√
Ns

cp · q
1− cp · q

)
> 0

and

P (cpMC > 1) ≈ P

(
Z >

√
Ns

(1− cp) · q
1− (1− cp) · q

)
> 0.

The values of

lim inf := −
√
Ns

cp · q
1− cp · q

and lim sup :=

√
Ns

(1− cp) · q
1− (1− cp) · q

for different values of cp and q (Ns is fixed at 1000) are shown in Table B.41.
As can be seen, the worst case is when cp = 0, 05 or 0, 95 and q = 0, 2 which
makes the absolute value of the worst limit equal 3, 178. The probability that a
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standard normal random variable lies above this value is approximately 0.074%.

Note that the value ofNs is typically larger than 1000 and q can be quite close
to 1 as m (number of parents in the conditional probability) is normally fairly
small compared to n (number of variables in the Bayesian network). Therefore
the absolute values of the limits may lie well above those shown in the table,
meaning the first approximation is almost correct. Nevertheless, it can be im-
proved by taking a truncated gaussian variable. We shall take the following as
an approximation to the cumulative distribution function of cpMC :

P (cpMC ≤ t) ≈
P (Z ≤ (t− cp) ·

√
Ns

g(t,cp,q) )− P (Z ≤ liminf(Ns, cp, q))

P (Z ≤ limsup(Ns, cp, q))− P (Z ≤ liminf(Ns, cp, q))

for t ∈ [0, 1] and P (cpMC ≤ t) = 0 if t < 0 and P (cpMC ≤ t) = 1 if t > 1.

Originally, the point of finding these approximations was to find a confidence
interval for z and therefore gain a deeper understanding of the behaviour of the
solutions to the special case k for technique 1. For this, we would like to solve

P (z(cp, cpMC) < s) = ε

for ε = 0, 05 for example. For this purpose, let us consider cp to be fixed and
solve the inequality z(cp, cpMC) < s for cpMC . This has two solutions given the
observations above about the first two derivatives of z with respect to cpMC . It
is not possible to obtain a solution for the inequality, so numerical methods have
to be used. Either way, let us call the two solutions t1 and t2 (0 ≤ t1 < t2 ≤ 1).
Hence:

ε = P (z(cp, cpMC) < s) = P (t1 < cpMC < t2) ≈

P (Z ≤ (t2 − cp) ·
√

Ns
g(t2,cp,q)

)− P (Z ≤ (t1 − cp) ·
√

Ns
g(t1,cp,q)

)

P (Z ≤ limsup(Ns, cp, q))− P (Z ≤ liminf(Ns, cp, q))
,

by the approximation above. Solving this requires solving

r = (t− cp) ·

√
Ns

g(t, cp, q)

for t whose solution is

t = cp + sign(r) ·

√
cp ·

(
cp− 1− cp · q · (1 + c)

1− cp · (1 + c)

)
,

where c = Ns/r
2 and sign(r) = −1 if r < 0 and sign(r) = 1 if r > 0.

The results for s when ε = 0, 05 = 5%(employing numerical methods as the
process has to be done backwards with respect to the explanation) are shown
in Table B.41. The probability q is normally unknown and this is why the table
shows the values for q = 0, 2 and q = 0, 8. Both values for q show our initial
point: the value of the coefficient z is very likely to be very close to 1.

This fact shows two features:
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cp s (q=0.2) liminf limsup s (q=0.8) liminf limsup
0,05 0,988737 -3,178 15,316 0,997518 -6,455 56,273
0,15 0,989909 -5,561 14,312 0,997578 -11,677 46,098
0,25 0,990101 -7,255 13,284 0,997588 -15,811 38,730
0,35 0,990173 -8,676 12,224 0,997593 -19,720 32,914
0,45 0,990196 -9,945 11,117 0,997595 -23,717 28,031
0,55 0,990198 -11,117 9,945 0,997594 -28,031 23,717
0,65 0,990176 -12,224 8,676 0,997593 -32,914 19,720
0,75 0,990104 -13,284 7,255 0,997588 -38,730 15,811
0,85 0,989914 -14,312 5,561 0,997577 -46,098 11,677
0,95 0,988745 -15,316 3,178 0,997518 -56,273 6,455

Table A.1: Lower values for the confidence intervals of z and limits of the trun-
cated Gaussian random variable for Ns = 1000.

(i) The slight variation of Ptech1(B1 = b1, ..., Bm = bm) with respect to
PMC(B1 = b1, ..., Bm = bm) mentioned in 4.4.2

(ii) The fact that the denominator of the solution for pi, which can be rewritten
as

Ns − (k1 + k2)(1− z),

is, typically, very close to Ns. This expression, divided by Ns, can be
approximated by 1−q ·(1−z), which is, with probability 0.95%, the lowest
approximate percentage of Ns that the new denominator represents. In all
cases of the table, 1 − q · (1 − z) ≈ 0.998 which means that Ns − (k1 +
k2)(1 − z) ≈ 998. For Ns = 2000 the lowest approximate value of the
denominator is slightly higher than 999 for almost all values of cp and q,
with probability 95%. Consequently, the new weights introduced by this
technique do not differ too much from 1/Ns which is a sensible result and
also ensures that the convergence with respect to crude Monte Carlo is not
substantially modified.

A.3 Slutsky’s lemma

Let {Xn}, {Yn} be sequences of scalar/vector/matrix random elements. If
Xn converges in distribution to a random element X and Yn converges in prob-
ability to a constant c, then:

− Xn + Yn
d−→ X + c;

− XnYn
d−→ cX;

− Y −1
n Xn

d−→ c−1X, provided that c is invertible,

where
d−→ denotes convergence in distribution.
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Appendix B

Tables

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.031109 0 0.000031 0
`∞(max) 0.022401 0 0.000022 0

Joint
`2 0.063597 0.063552 0.063552 0.063553
DKL 9.033376 10.244793 10.244534 10.245058
`∞(max) 0.013000 0.012356 0.012358 0.012355

Table B.1: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 1000, cppos=1 and P (A) = 0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.034819 0 0.000035 0
`∞(max) 0.026424 0 0.000026 0

Joint
`2 0.068719 0.068640 0.068634 0.068647
DKL 10.307662 11.494074 11.493463 11.494701
`∞(max) 0.015000 0.014630 0.014612 0.014646

Table B.2: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 1000, cppos=1 and P (A) = 0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.038846 0 0.000039 0
`∞(max) 0.027046 0 0.000027 0

Joint
`2 0.071479 0.071356 0.071349 0.071363
DKL 11.559890 12.598531 12.597710 12.599335
`∞(max) 0.015000 0.014544 0.014511 0.014572

Table B.3: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 1000, cppos=1 and P (A) = 0.05.

117



Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.023820 0 0.000002 0
`∞(max) 0.023090 0 0.000002 0

Joint
`2 0.057121 0.057374 0.057377 0.057372
DKL 7.110935 9.727507 9.727764 9.727254
`∞(max) 0.013795 0.013883 0.013883 0.013882

Table B.4: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 10000, cppos=1 and P (A) = 0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.021175 0 0.000002 0
`∞(max) 0.020308 0 0.000002 0

Joint
`2 0.062802 0.062961 0.062963 0.062959
DKL 8.252861 11.031825 11.032013 11.031640
`∞(max) 0.016154 0.016287 0.016288 0.016287

Table B.5: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 10000, cppos=1 and P (A) = 0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.016636 0 0.000002 0
`∞(max) 0.015783 0 0.000002 0

Joint
`2 0.066036 0.066142 0.066144 0.066141
DKL 9.461818 12.129669 12.129780 12.129559
`∞(max) 0.016697 0.016767 0.016768 0.016767

Table B.6: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 10000, cppos=1 and P (A) = 0.05.
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Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.082885 0 0.000085 0.001015
`∞(max) 0.070233 0 0.000073 0.000639

Joint
`2 0.063597 0.063483 0.063510 0.063463
DKL 9.033376 10.234312 10.238979 10.230690
`∞(max) 0.013000 0.012326 0.012339 0.012313

Table B.7: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 1000, cppos=2 and P (A) = 0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.068748 0 0.000069 0.003629
`∞(max) 0.058082 0 0.000058 0.003562

Joint
`2 0.068719 0.068465 0.068465 0.068470
DKL 10.307662 11.481319 11.482272 11.480952
`∞(max) 0.015000 0.014519 0.014500 0.014531

Table B.8: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 1000, cppos=2 and P (A) = 0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.131804 0 0.000138 0.004732
`∞(max) 0.125650 0 0.000132 0.004100

Joint
`2 0.071479 0.071190 0.071202 0.071182
DKL 9.11.559890 12.589918 12.593154 12.586722
`∞(max) 0.015000 0.014434 0.014406 0.014455

Table B.9: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 1000, cppos=2 and P (A) = 0.05.
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Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.059570 0 0.000006 0.001590
`∞(max) 0.053094 0 0.000005 0.001514

Joint
`2 0.057121 0.057291 0.057302 0.057286
DKL 7.110935 9.717241 9.719290 9.715895
`∞(max) 0.013795 0.013838 0.013842 0.013837

Table B.10: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 10000, cppos=2 and P (A) = 0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.076358 0 0.000008 0.001443
`∞(max) 0.062350 0 0.000006 0.001413

Joint
`2 0.062802 0.062900 0.062914 0.062892
DKL 8.252861 11.024229 11.027059 11.022133
`∞(max) 0.016154 0.016248 0.016253 0.016246

Table B.11: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 10000, cppos=2 and P (A) = 0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.083796 0 0.000009 0.001399
`∞(max) 0.081833 0 0.000008 0.001113

Joint
`2 0.066036 0.066064 0.066074 0.066059
DKL 9.461818 12.122842 12.124977 12.121342
`∞(max) 0.016697 0.016716 0.016719 0.016715

Table B.12: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 10000, cppos=2 and P (A) = 0.05.
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Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.082885 0.021274 0 0.001015
`∞(max) 0.070233 0.017306 0 0.000639

Joint
`2 0.063597 0.063494 0.063510 0.063463
DKL 9.033376 10.237484 10.238959 10.230690
`∞(max) 0.013000 0.012389 0.012338 0.012313

Table B.13: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 1000, cppos=2 and P (A) =
0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.068748 0.042969 0 0.003629
`∞(max) 0.058082 0.041113 0 0.003562

Joint
`2 0.068719 0.068472 0.068465 0.068470
DKL 10.307662 11.479663 11.482238 11.480952
`∞(max) 0.015000 0.014458 0.014499 0.014531

Table B.14: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 1000, cppos=2 and P (A) =
0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.131804 0.055337 0 0.004732
`∞(max) 0.125650 0.047304 0 0.004100

Joint
`2 0.071479 0.071193 0.071202 0.071182
DKL 11.559890 12.586287 12.593130 12.586722
`∞(max) 0.015000 0.014365 0.014406 0.014455

Table B.15: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 1000, cppos=2 and P (A) =
0.05.
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Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.059570 0.060374 0 0.001590
`∞(max) 0.053094 0.057298 0 0.001514

Joint
`2 0.057121 0.057312 0.057302 0.057286
DKL 7.110935 9.718560 9.719289 9.715895
`∞(max) 0.013795 0.013840 0.013842 0.013837

Table B.16: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 10000, cppos=2 and P (A) =
0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.076358 0.089924 0 0.001443
`∞(max) 0.062350 0.089344 0 0.001413

Joint
`2 0.062802 0.062905 0.062914 0.062892
DKL 8.252861 11.023871 11.027058 11.022133
`∞(max) 0.016154 0.016195 0.016253 0.016246

Table B.17: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 10000, cppos=2 and P (A) =
0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.083796 0.131502 0 0.001399
`∞(max) 0.081833 0.121304 0 0.001113

Joint
`2 0.066036 0.066044 0.066074 0.066059
DKL 9.461818 12.118004 12.124977 12.121342
`∞(max) 0.016697 0.016624 0.016719 0.016715

Table B.18: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 10000, cppos=2 and P (A) =
0.05.

122



Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.265600 0 0.000261 0.049445
`∞(max) 0.119679 0 0.000110 0.032355

Joint
`2 0.063597 0.063763 0.063778 0.063798
DKL 9.033376 10.419307 10.415546 10.414450
`∞(max) 0.013000 0.012492 0.012597 0.012711

Table B.19: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 1000, cppos=3 and P (A) = 0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.275085 0 0.000282 0.060429
`∞(max) 0.119679 0 0.000110 0.032126

Joint
`2 0.068719 0.068606 0.068641 0.068597
DKL 10.307662 11.652542 11.648875 11.633695
`∞(max) 0.015000 0.016701 0.016890 0.016857

Table B.20: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 1000, cppos=3 and P (A) = 0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.317264 0 0.000345 0.076889
`∞(max) 0.126333 0 0.000168 0.049928

Joint
`2 0.071479 0.070843 0.070851 0.070927
DKL 11.559890 12.666795 12.661830 12.671406
`∞(max) 0.015000 0.016267 0.016451 0.016517

Table B.21: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 1000, cppos=3 and P (A) = 0.05.
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Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.099365 0 0.000010 0.004980
`∞(max) 0.053094 0 0.000005 0.003391

Joint
`2 0.057121 0.056655 0.056643 0.056671
DKL 7.110935 9.665492 9.665038 9.668331
`∞(max) 0.013795 0.012048 0.011982 0.012047

Table B.22: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 10000, cppos=3 and P (A) = 0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.118453 0 0.000012 0.007209
`∞(max) 0.062350 0 0.000006 0.004185

Joint
`2 0.062802 0.062175 0.062161 0.062176
DKL 8.252861 10.984914 10.984469 10.984087
`∞(max) 0.016154 0.014110 0.014031 0.014107

Table B.23: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 10000, cppos=3 and P (A) = 0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.126061 0 0.000012 0.009936
`∞(max) 0.081833 0 0.000007 0.004966

Joint
`2 0.066036 0.065241 0.065224 0.065245
DKL 9.461818 12.063245 12.062908 12.063268
`∞(max) 0.016697 0.014414 0.014321 0.014414

Table B.24: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for Ns = 10000, cppos=3 and P (A) = 0.05.
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Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.265600 0.093327 0 0.049445
`∞(max) 0.119679 0.070403 0 0.032355

Joint
`2 0.063597 0.063803 0.063779 0.063798
DKL 9.033376 10.425731 10.415729 10.414450
`∞(max) 0.013000 0.012661 0.012599 0.012711

Table B.25: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 1000, cppos=3 and P (A) =
0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.275085 0.092487 0 0.060429
`∞(max) 0.119679 0.062239 0 0.032126

Joint
`2 0.068719 0.068500 0.068642 0.068597
DKL 10.307662 11.633337 11.649036 11.633695
`∞(max) 0.015000 0.016660 0.016892 0.016857

Table B.26: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 1000, cppos=3 and P (A) =
0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.317264 0.125499 0 0.076889
`∞(max) 0.126333 0.075344 0 0.049928

Joint
`2 0.071479 0.070609 0.070851 0.070927
DKL 11.559890 12.629889 12.661902 12.671406
`∞(max) 0.015000 0.016144 0.016452 0.016517

Table B.27: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 1000, cppos=3 and P (A) =
0.05.
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Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.099365 0.061772 0 0.004980
`∞(max) 0.053094 0.046475 0 0.003391

Joint
`2 0.057121 0.057170 0.056643 0.056671
DKL 7.110935 9.699868 9.665032 9.668331
`∞(max) 0.013795 0.012785 0.011982 0.012047

Table B.28: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 10000, cppos=3 and P (A) =
0.2.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.118453 0.095522 0 0.007209
`∞(max) 0.062350 0.059763 0 0.004185

Joint
`2 0.062802 0.062477 0.062161 0.062176
DKL 8.252861 11.000828 10.984465 10.984087
`∞(max) 0.016154 0.014625 0.014031 0.014107

Table B.29: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 10000, cppos=3 and P (A) =
0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.126061 0.167303 0 0.009936
`∞(max) 0.081833 0.129505 0 0.004966

Joint
`2 0.066036 0.065497 0.065224 0.065245
DKL 9.461818 12.081622 12.062902 12.063268
`∞(max) 0.016697 0.014822 0.014320 0.014414

Table B.30: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for Ns = 10000, cppos=3 and P (A) =
0.05.
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Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.174855 0 0.000229 0.012792
`∞(max) 0.137110 0 0.000112 0.008282

Joint
`2 0.074280 0.074097 0.074072 0.074120
DKL 10.789838 11.785933 11.783356 11.790067
`∞(max) 0.015999 0.014192 0.014118 0.014239

Table B.31: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for δ = 0.75, Ns = 500, cppos=6 and P (A) =
0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.174861 0 0.000259 0.012680
`∞(max) 0.137121 0 0.000159 0.008293

Joint
`2 0.074293 0.074118 0.074085 0.074144
DKL 10.789846 11.788182 11.784810 11.791211
`∞(max) 0.0161010 0.014208 0.014128 0.014257

Table B.32: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for δ = 0.5, Ns = 500, cppos=6 and P (A) =
0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.174864 0 0.000301 0.012653
`∞(max) 0.137134 0 0.000218 0.008303

Joint
`2 0.074297 0.074157 0.074098 0.074169
DKL 10.789852 11.791915 11.786287 11.792383
`∞(max) 0.0161304 0.014233 0.014137 0.014276

Table B.33: Distances of estimated conditional and joint probabilities to real
probabilities with exact techniques for δ = 0.25, Ns = 500, cppos=6 and P (A) =
0.1.
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Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.174855 0.066112 0 0.012792
`∞(max) 0.137110 0.045926 0 0.008282

Joint
`2 0.074280 0.074121 0.074066 0.074120
DKL 10.789838 11.779707 11.782642 11.790067
`∞(max) 0.015999 0.014172 0.014110 0.014239

Table B.34: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for δ = 0.75, Ns = 500, cppos=6 and
P (A) = 0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.174855 0.079464 0 0.012680
`∞(max) 0.137110 0.071386 0 0.008293

Joint
`2 0.074280 0.074158 0.074072 0.074144
DKL 10.789838 11.782808 11.783360 11.791211
`∞(max) 0.015999 0.014191 0.014115 0.014257

Table B.35: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for δ = 0.5, Ns = 500, cppos=6 and
P (A) = 0.1.

Type of prob. Type of dist. MC T1 T2 T3

Conditional
`2 0.174855 0.105625 0 0.012653
`∞(max) 0.137110 0.101293 0 0.008303

Joint
`2 0.074280 0.074213 0.074078 0.074169
DKL 10.789838 11.786636 11.784084 11.792383
`∞(max) 0.015999 0.014211 0.014119 0.014276

Table B.36: Distances of estimated conditional and joint probabilities to real
probabilities with approximate techniques for δ = 0.25, Ns = 500, cppos=6 and
P (A) = 0.1.
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Ns cppos P(A) T1/T3 T2/T3 T3

1000 1 0.2 127.88 40.65 0.00637
1000 1 0.1 116.15 37.72 0.00620
1000 1 0.05 186.41 50.10 0.00450
1000 2 0.2 168.99 31.94 0.00825
1000 2 0.1 191.21 34.38 0.00696
1000 2 0.05 242.96 46.62 0.00531
1000 3 0.2 1848.61 19.35 0.01629
1000 3 0.1 1966.30 19.25 0.01494
1000 3 0.05 2232.73 19.48 0.01298
10000 1 0.2 855.47 627.55 0.09583
10000 1 0.1 1370.56 810.85 0.06274
10000 1 0.05 1688.04 1218.36 0.05047
10000 2 0.2 1350.39 858.52 0.09487
10000 2 0.1 597.45 302.36 0.18967
10000 2 0.05 620.34 259.09 0.19792
10000 3 0.2 2814.33 346.49 0.19122
10000 3 0.1 1831.02 191.47 0.30468
10000 3 0.05 1669.64 146.18 0.32554

Table B.37: Computational time for exact techniques.

Ns cppos P(A) T1/T3 T2/T3 T3

1000 2 0.2 73.22 131.37 0.00841
1000 2 0.1 93.77 170.10 0.00596
1000 2 0.05 104.00 204.43 0.00531
1000 3 0.2 161.81 79.91 0.01650
1000 3 0.1 171.20 84.51 0.01506
1000 3 0.05 192.32 94.25 0.01355
10000 2 0.2 831.10 57902.6 0.08551
10000 2 0.1 1005.01 45491.3 0.06632
10000 2 0.05 1096.18 46963.5 0.05695
10000 3 0.2 628.13 23751.4 0.18242
10000 3 0.1 694.67 15501.4 0.17626
10000 3 0.05 756.11 29292.3 0.10706

Table B.38: Computational time for approximate techniques.
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Ns cppos P(A) T1 T2

1000 1 0.2 0.999891 0.999891
1000 1 0.1 0.999851 0.999851
1000 1 0.05 0.999822 0.999822
1000 2 0.2 0.999744 0.999743
1000 2 0.1 0.999780 0.999780
1000 2 0.05 0.999699 0.999698
1000 3 0.2 0.996377 0.996312
1000 3 0.1 0.996065 0.995990
1000 3 0.05 0.996136 0.996055
10000 1 0.2 0.999984 0.999984
10000 1 0.1 0.999987 0.999987
10000 1 0.05 0.999991 0.999991
10000 2 0.2 0.999950 0.999950
10000 2 0.1 0.999948 0.999948
10000 2 0.05 0.999963 0.999963
10000 3 0.2 0.999676 0.999674
10000 3 0.1 0.999639 0.999637
10000 3 0.05 0.999679 0.999677

Table B.39: Value of β for exact techniques.

Ns cppos P(A) T1 T2

1000 2 0.2 0.999733 0.999742
1000 2 0.1 0.999737 0.999779
1000 2 0.05 0.999737 0.999779
1000 3 0.2 0.996757 0.996305
1000 3 0.1 0.996365 0.995981
1000 3 0.05 0.996503 0.996047
10000 2 0.2 0.999969 0.999950
10000 2 0.1 0.999968 0.999948
10000 2 0.05 0.999978 0.999963
10000 3 0.2 0.999630 0.999674
10000 3 0.1 0.999593 0.999637
10000 3 0.05 0.999593 0.999677

Table B.40: Value of β for approximate techniques.
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cppos P(A) Na
2 0.05 1
3 0.2 2
3 0.1 2
3 0.05 5
4 0.05 2
5 0.05 1
6 0.2 2
6 0.1 2
6 0.05 2

Table B.41: Number of added artificial simulations (when needed) for Ns = 500.
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