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Abstract

A new ODE-based optimisation algorithm, which only makes use of
the unitary gradient of the objective function, has proven to be compet-
itive in a few applications and numerical experiments against other well
established methods such as conjugate gradient. Other than these initial
numerical experiments, much remains unknown about the algorithm. In
this report some theoretical issues shall be addressed to contribute to the
understanding of the method. Algorithms based on standard methods for
the solution of ODE systems shall also be implemented and compared to
other optimisation techniques. Some suggestions on the applications in
which this method is potentially superior to other current methods shall
be made.

1 Introduction

The optimisation of functions is a long-standing topic in mathematics which
concerns finding the solution to the problem

min
x∈Dopt

f(x),

where f is the so called objective function (understood here to be a real scalar
field) and Dopt is the set over which the optimisation is performed. Innumerable
methods have been developed in order to solve this problem based on on the
properties of f (or of information about f), the characteristics of the set Dopt,
the power of the machines used to implement the algorithms, the time available
to do it and many more important considerations.

It may well be that the only information about the objective function is its
derivative or gradient and that the domain of optimisation is unconstrained.
This gives rise to the group of optimisation algorithms known as gradient-based
optimisation methods. For instance, Quasi-Newton methods are an important
family of these. They are based on Newton’s method for finding stationary
points of functions but they substitute the computation of the Hessian of f
with an appropriate use of successive values of the gradient. Other well studied
examples of these methods are the steepest descent and (non-linear) conjugate
gradient method. The former exploits the interpretation of the gradient as the
direction of greatest increase of the function f whilst the latter originates from
ideas associated with linear algebra.

Here, a new and alternative gradient-based method is analysed and numer-
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ically tested. It is based on the solution of the following initial value problem



































ds

dt
= −α‖s‖ĝ(p), α > 0

dp

dt
= s− β‖s‖ĝ(p), β > 1

s(0) = s0, p(0) = p0,

(1)

where s is the search direction, p the current position and ĝ(p) = g(p)
‖g(p)‖ is the

normalised gradient of the objective function at p. Hence the method seeks a
local minimum of f by following a smooth and curvilinear trajectory making
use of a smooth search direction.

It is not unusual to have a gradient-based optimisation method which re-
quires the solution of (coupled) ordinary differential equations (ODEs): the
aforementioned steepest descent method is defined by











dp

dt
= −g(p),

p(0) = p0,

(2)

where p is the current position, and Newton’s method is based on the ODE
system











dp

dt
= −H−1(p)g(p),

p(0) = p0,

(3)

where H(p) is the Hessian of f evaluated at current position p.

For some applications the cost of evaluating the gradient of the objective
function may be too high and it has to be approximated. For other applications
the gradient may not even be available in closed form and only noisy values of
it can be used. In these situations steepest descent is preferred to non-linear
conjugate gradient. A few numerical experiments using an algorithm based on
a simple ad hoc discretisation of (1) have been performed, and it has shown to
be more efficient in terms of speed of convergence and accuracy than the well
known aforementioned two methods. Similarly, this new method has proven to
be competitive against conjugate gradients for optimisation of simple functions.

There are many properties of the algorithm which are still unknown, among
which solving the system (1) with standard numerical ODE methods and learn-
ing which are best for what situations is an important one. Theoretical properties
of the system are also unknown as well as limitations of the method. In this work
a partial analysis of the initial value problem (1) is presented. First, some basic
properties are outlined and the meaning of the differential equations is explored
in order to obtain some intuition on the behaviour of the method. Then, the
initial value problem is studied theoretically in order to answer questions such
as the existence and uniqueness of solutions and the behaviour of the solutions
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near the minima of f . Finally some numerical results are shown, proposing some
standard numerical algorithms to solve the ODE system. Relations between the
values of the parameters α and β and the efficiency of these algorithms are also
included. The results are also compared to the three well studied methods men-
tioned above. It is suggested that this method is potentially better than these
three for high dimensions.

Note that this a limited analysis of the method and, therefore, the theoretical
properties included here can be improved. Similarly, the numerical algorithms
included in section 4 are certainly subject to improvements, which would make
this optimisation method more effective and thus attractive. In spite of this, the
results included here are useful for the understanding of the method. Moreover,
even with the basic the strategies for its implementation used here, it has shown
to be competitive in some situations compared to three popular aforementioned
gradient-based optimisation methods.

For an introductory reading on ODE based optimisation techniques, includ-
ing steepest descent and Newton’s algorithm, the reader is referred to [2]. Fur-
ther details about conjugate gradients technique can be found in [11] and ways
to implement it in [6]. The theoretical tools used or mentioned here can be found
in any classic ODE reference such as [3]. The standard theory of dynamical sys-
tems used in this piece of work and much more can also be found in [7] and [12].
More references to the literature on the topics appearing here shall be given in
the corresponding sections.

2 Preliminaries

For clarification, the objective functions considered here shall be differentiable
functions

f : D → R

where D ⊂ R
d is the domain of f and d ∈ N is the dimension of the position and

search direction. This is enough to make the first-order ODE system from (1)
continuous and hence obtain differentiable solutions to the initial value problem.

2.1 Assumptions

We shall start the section by showing the following two assumptions used in the
next sections: when studying a particular local minimum, it shall be taken as
the origin with the objective function f having value zero at this local minimum
(unless otherwise stated); and the parameter α in the ODE system can be set
to one without loss of generality.

The first assumption is based on the following transformation. Let m ∈ D
denote the local minimum at hand and define

f̃(p̃) := f(p̃+m)− f(m),
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where p̃ := p−m. Then, the function f̃ attains a local minimum at p̃ = 0̄ with
value f̃(0̄) = 0 and the original initial value problem is transformed into



































ds

dt
= −α‖s‖ˆ̃g(p̃),

dp̃

dt
= s− β‖s‖ˆ̃g(p̃),

s(0) = s0, p̃(0) = p0 −m,

where g̃(p̃) = ∇f̃(p̃) = (∇f)(p̃+m) = g(p̃+m).

The assumption about α is easily justified by the following transformation.
Let us define s̃ and p̃ as

s̃(t) :=
1

α
s(

t

α
) and p̃(t) := p(

t

α
).

The initial values of the new search direction and position are

s̃0 = s̃(0) =
1

α
s0 and p̃0 = p̃(0) = p0,

respectively. Hence, using that α is positive and the original ODE system (1),
the differential equations for s̃ and p̃ are

s̃(t)

dt
=

1

α2

ds

dt
|(t/α)= −‖s̃(t)‖ĝ(p̃(t))

and
p̃(t)

dt
=

1

α

dp

dt
|(t/α)= s̃(t)− β‖s̃(t)‖ĝ(p̃(t)).

Hence the initial value problem that shall be used from now on is


































ds

dt
= −‖s‖ĝ,

dp

dt
= s− β‖s‖ĝ,

s(0) = s0, p(0) = p0,

(4)

where 0̄ ∈ R
d is a minimum of f and f(0̄) = 0 (note that p has been dropped

from the gradient fo the sake of notation). This ODE system is to be used for
minimisation objective functions. If it is to be used for maximisation the minus
gradient has to be changed by the gradient.

2.2 A priori interpretation of the behaviour of the solu-

tions

Let us now rewrite this initial value problem in such a way that the interpre-
tation of the solutions and the behaviour of the method is clearer. Let ŝ and p̂
denote the unitary search direction and the unitary current position. Then,

ds

dt
=

d‖s‖
dt

ŝ+ ‖s‖dŝ
dt

5



and, since ‖ŝ‖ ≡ 1, ŝ is perpendicular to dŝ
dt . Using this and the equivalent two

observations for p, the initial value problem can be rewritten in matrix form as















































































d‖s‖
dt

= ‖s‖ŝ · (−ĝ),

dŝ

dt
=

(

I − Ŝ
)

(−ĝ) (subject to ‖ŝ‖ = 1),

d‖p‖
dt

= ‖s‖p̂ · (ŝ+ β(−ĝ)) ,

dp̂

dt
= ‖s‖

(

I − P̂
)

(ŝ+ β(−ĝ)) (subject to ‖p̂‖ = 1),

‖s(0)‖ = ‖s0‖, ŝ(0) = ŝ0, ‖p(0)‖ = ‖p0‖, p̂(0) = p̂0,

where u · w denotes the usual scalar product of any two d-dimensional real
vectors u and w, and Ŝ = ŝT ŝ and P̂ = p̂T p̂ are the (orthogonal) projection
matrices onto the line spanned by s and p, respectively.

The first differential equation solves as

‖s(t)‖ = ‖s0‖e
∫

t

0
(ŝ·(−ĝ))(r)dr. (5)

This highlights an important property of the method: the step-size of the search
direction is adaptive. The exponential rate at which it adapts depends on the
angle between the unitary search direction and the negative unitary gradient.
If the projection of ŝ onto span(−g) is positive for a time interval, the norm
grows in this period, as one would expect. The larger this projection is the
more the norm grows, since the search direction is closer to the best estimate
of optimal search direction when only knowing the gradient at p. The opposite
occurs when the projection is negative. It is important that all the information
used about the gradient is the direction and not the norm. If instead of ĝ we had
g, in a plateau the norm search direction could decrease in such a way that the
minimum is never reached. This is the reason why this method behaves better
than, for example, hill climbing algorithms in these situations. Finally note that

‖s0‖e−t ≤ ‖s(t)‖ ≤ ‖s0‖et, (6)

which shall be used in the next section. The matrix (I − Ŝ) is the projection
matrix onto the orthogonal subspace to s. Since ŝ is perpendicular to dŝ

dt , the
differential equation for ŝ is moving the search direction as much as possible
towards the direction of the negative gradient.

For the behaviour of the method regarding the position, the vector (ŝ+ β(−ĝ))
plays the main role. The second addend is a correction (proportional to beta) of
the unitary search direction towards the negative unitary gradient. Hence the
direction of the position is moving as much as possible towards this vector. The
norm of the position does not show a similar behaviour as the norm of s how-
ever. If the projection of p onto span(ŝ+ β(−ĝ)) is negative then ‖p‖ decreases:
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p is going close to the minimum and it does it proportionally to ‖s‖. This makes
sense with intuition as, when close enough to a minimum, one would expect the
gradient at p (which is assumed to be continuous) to point, more or less, towards
p, and the search direction to point similarly to the negative gradient.

2.3 The parameter β

One last observation is necessary to begin with the theoretical analysis of the
method. The velocity vector of (p, f(p)), tangent to its trajectory, is given by

v = (
dp

dt
,
dp

dt
· g) = ‖s‖(ŝ− βĝ, ‖g‖ (ŝ · ĝ − β)).

This implies that, if one expects to find a minimum when starting sufficiently
close to it, it is natural to ask that β > 1 so that the trajectory of p is always
going down with respect to the objective function f . i.e. so that f(p) decreases
as the time passes. This is what justifies taking β strictly larger than one.

3 Theoretical analysis

The important issues of existence and uniqueness of solutions to the problem
(4), the search of its equilibrium points and the study of the stability of its
relevant stationary points for this application are addressed here.

3.1 Existence and uniqueness

In this subsection we show necessary conditions on the objective function and on
the domains for the search direction and position for the existence and unique-
ness of solutions to the initial value problem. Of course, it may well be possible
that larger domains and less restrictive conditions on f guarantee these two
properties.

The main results used here are Peano existence theorem and Picard-Lindelöf
theorem for Rn, where n := 2d. They shall be stated (not in maximum general-
ity) but not proved. For the proofs and more details about them the reader is
referred to any classic book on ordinary differential equations such as [3] or on
dynamical systems such as [7].

Theorem 3.1 Peano existence theorem
Let U be an open subset of R× R

n with F : U → R
n a continuous function

and
dx

dt
= F (t, x(t))

a continuous, explicit first−order differential equation defined on U . Then, every
initial value problem of the form











dx

dt
= F (t, x(t)),

x(t0) = x0,
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where (t0, x0) ∈ U , has a local solution y : I → R
n where I ⊂ R is a neigh-

bourhood of t0 such that y(t) satisfies the above initial value problem for all t ∈ I.

For our ODE system, the function F comprises both the derivative of the
search direction and the derivative of the position. As it is clear from (4), F is
continuous everywhere except in the minima of f . Therefore, since f is supposed
to be differentiable in its domain and the system is autonomous, the open subset
U can be chosen to be R× R

d \
{

x ∈ R
d : x is minimum of f

}

× R
d. Thus, for

any isolated minima, there always exists a neighbourhood of it in which exis-
tence of local solutions is guaranteed (when the minimum is removed from the
neighbourhood).

The conditions to guarantee uniqueness (using Picard-Lindelöf theorem)
which are now shown are, however, more restrictive. This is why the follow-
ing theorem shall only be used for the uniqueness and the previous for the
existence.

Definition 3.2 Lipschitz condition
A function h : V → R

n, where V is an open subset of Rn, is said to satisfy
the Lipschitz condition (or to be Lipschitz) if there exists a constant K ∈ R

+

such that
‖h(x1)− h(x2)‖ ≤ K‖x1 − x2‖ ∀x1, x2 ∈ V (7)

The constant K is the Lipschitz constant for F .

Note that this definition is not a general definition of Lipschitz condition
(which is much more general). Since n = 2d ∈ N, the definition can be taken
with any norm in R

n. The Euclidean norm shall be taken in this section.

Theorem 3.3 Picard-Lindelöf theorem
Let U , F (t, x) and (t0, x0) be as in previous theorem. Then, if F satisfies the

Lipschitz condition in the variable x ∈ U , the initial value problem (3.1) has a
unique local solution y : I → R

n, where I ⊂ R is a neighbourhood of t0 such
that y(t) satisfies (3.1) for all t ∈ I.

The natural question at this point is, what are the conditions on f and U
such that the function F from the ODE system (4) satisfies the Lipschitz con-
dition? In the next paragraph it shall be proven that the function F for the
system (4) is Lipschitz if the normalised gradient of f , ĝ, is Lipschitz and the
norm of the search direction is bounded above. It shall also be shown that if
the gradient, g, is Lipschitz and its norm is bounded below then the normalised
gradient is Lipschitz. In the process it is proven that the unitary gradient for a
special quadratic function is Lipschitz.

The Lipschitz condition for the function F for the ODE system of the opti-
misation method can be written as

‖q1 − q2‖2 + ‖(s1 − s2)− β(q1 − q2)‖2 ≤ K2(‖s1 − s2‖2 + ‖p1 − p2‖2), (8)
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where qi := ‖si‖ĝ(pi) for i = 1, 2. The first addend on the left hand side satisfies

‖q1 − q2‖2 ≤2
(

‖‖s1‖ĝ(p1)− ‖s2‖ĝ(p1)‖2 + ‖‖s2‖ĝ(p1)− ‖s2‖ĝ(p2)‖2
)

≤ 2
(

(‖s1‖ − ‖s2‖)2 +R2
s‖ĝ(p1)− ĝ(p2)‖2

)

≤ C1

(

‖s1 − s2‖2 + ‖ĝ(p1)− ĝ(p2)‖2
)

,

where C1 = 2max
{

1, R2
s

}

and Rs is a real positive upper bound on the norm
of s. Then, supposing that ĝ is Lipschitz with Lipschitz constant Cĝ, the left
hand side of inequality (8) can be bounded as follows:

‖q1 − q2‖2+‖(s1 − s2)− β(q1 − q2)‖2

≤ 2
(

‖s1 − s2‖2 + (1 + β2)‖q1 − q2‖2
)

≤ C2(‖s1 − s2‖2 + ‖ĝ(p1)− ĝ(p2)‖2)
≤ K2(‖s1 − s2‖2 + ‖p1 − p2‖2)

where C2 = 2(1+C1(1 + β2)) and K2 = C2max
{

1, C2
ĝ

}

. This proves that F is

Lipschitz if the normalised gradient is Lipschitz.

When trying to prove the Lipschitz condition, the normalised gradient may
be more difficult to handle than the gradient itself. For these situations it can be
useful to know that if the gradient of f , g, is Lipschitz and its norm is bounded
below then the unitary gradient is Lipschitz. In order to show this, let us first
show that the unitary gradient of the function

f(p) = p′p =

d
∑

i=1

p2i

(known as De Jong’s function 1, according to [10]), is Lipschitz. It is clear that
ĝ(p) = p̂ in this case, so we want

‖p̂1 − p̂2‖ ≤ Cp̂‖p1 − p2‖.

Let us bound the norm of p from below by rp ∈ R
+. Then, the inequality is

satisfied if ‖p1‖ = ‖p2‖ since

1

rp
‖p1 − p2‖ =

1

rp
‖p1‖‖p̂1 − p̂2‖ ≥ ‖p̂1 − p̂2‖.

Therefore, without loss of generality, let us assume ‖p2‖ > ‖p1‖. Then

‖p2‖ > ‖p1‖(2p̂1 · p̂2 − 1)

and thus
(‖p2‖+ ‖p1‖) > 2‖p1‖p̂1 · p̂2,

where p̂1 · p̂2 denotes the scalar product of p̂1 and p̂2. Multiplying both sides by
(‖p2‖ − ‖p1‖) and rearranging we obtain

‖p2‖2 − 2‖p1‖‖p2‖p̂1 · p̂2 > ‖p1‖2 − 2‖p1‖2p̂1 · p̂2,
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which implies that
‖p1 − p2‖ > ‖p1‖‖p̂1 − p̂2‖.

The result then follows by the same reasoning as in the case ‖p1‖ = ‖p‖2.

Having shown this it is clear that if the norm of the gradient of f is bounded
below and the gradient is Lipschitz then the unitary gradient is also Lipschitz.
By the continuity of g and of the norm, the set of positions that ensure unique-
ness is open. Since the domain of the search direction is an open ball, and the
lower bound on g is arbitrarily small but positive (so it does not include any
minimum) this constructs an open set V ⊂ R

n which gives a valid open subset
U of R×R

n for theorem 3.3. Note that the condition on the norm of the search
direction allows the initial direction of it to be chosen freely. Hence, the min-
imisation algorithm can start searching in any direction without the loss of the
existence and uniqueness of solutions.

This result allows us to easily show that if s is bounded above, the ini-
tial value problem of the optimisation method for any quadratic function with
minima has a unique solution, starting arbitrarily close to the minimum: let

f(p) =
1

2
p′Ap ⇒ g(p) = Ap,

where A is a non-trivial symmetric positive semi-definite matrix. The gradient
is then Lipschitz (with Lipschitz constant equal to the maximum eigenvalue,
λmax) and

‖p‖ >
ǫ

λmax
⇒ ‖g‖ > ǫ.

3.2 Stationary points

By definition, the stationary points of the (autonomous) ODE system in (4) are
given by s∗ and p∗ such that

‖s∗‖ĝ(p∗) = 0̄ and ‖s∗‖(ŝ∗ − βĝ(p∗)) = 0, (9)

always that ĝ(p∗) is defined. If p∗ is not a minimum then this is defined as
long as it is in the domain of f , previously denoted by D. If, however, p∗ is a
minimum, ĝ(p∗) shall be defined as 0̄ ∈ R

d (notice that the following argument
works for any other vector in R

d since β > 1). It is clear that conditions (9)
are satisfied if s = 0̄. Furthermore, if s 6= 0̄ the second condition can never be
satisfied. Therefore, all the stationary points of the ODE system in (4) corre-
spond to s = 0̄ and p ∈ D. This agrees with our intuition since taking the initial
search direction equal to the zero vector should make the solution stay at the
initial point p0. Consequently the equilibrium points are not isolated and, thus,
the classic linearisation argument to study the stability of each of them does
not apply here. Other methods have to be used.
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3.3 Stability of a local minimum and domains of conver-

gence

Let p(t) be a local solution to the initial value problem (4) with p0 not a min-
imum and I as in theorem 3.1. Then, as argued at the end of section 2, the
choice of β > 1 guarantees that the function f(p(t)) is always non-increasing
∀t ∈ I. Furthermore, given that f is a differentiable function in its domain D,
if m ∈ D is a local minimum there always exists a neighbourhood of m, V ,
where f is strictly increasing in every direction of Rd. This justifies that the
local minimum is Lyapunov stable. The interesting questions then are, is a local
minimum asymptotically stable? If not, are there any conditions to guarantee
it? Next we shall see that a local minimum is not necessarily asymptotically
stable and it shall also be heuristically argued that the trajectories that do not
asymptotically converge to the minimum are very special.

From the expression

d

dt
(f(p(t))) = ‖s‖‖g‖ (ŝ(t) · ĝ(p(t)) − β) (10)

there are two ways in which a solution to the initial value problem can stop to
decrease with respect to f1: when s is (or tends to) the zero vector and when
g is (or tends to) the zero vector. The latter is the way in which one would
expect a minimization algorithm solution to stop, but the former suggests that
the solutions, even when they point down with respect to f , can stop before
reaching a minimum of f . This should not be surprising since in 3.2 it was
already mentioned that the minima are not the only stationary points of the
dynamical system. Having said this, a priori three possibilities can arise regard-
ing the limiting behaviour of the p component of a solution: i) it tends to the
local minimum at hand either in finite or infinite time; ii) it tends to a different
point in finite or infinite time; and iii) it tends to a limiting cycle.

From the lower bound for ‖s‖ in (6) it is clear that, in V , a trajectory can
not reach a point which is not a minimum in finite time and stop. However, the
other three possibilities from i) and ii) are possible and we shall now construct
an example of each them.

Example 3.4 Let the objective function be a (non-trivial) quadratic function.
Then one can assume that it takes the form

f(p) =
1

2
p′Ap

for some matrix A, (real) symmetric and non-negative definite (a simple change
of variables and redefinition of f justifies the assumption). Therefore g(p) = Ap
and A = B′DB for some orthonormal matrix B and diagonal matrix D with
non-negative elements in the diagonal. Let us suppose p̂(t) ≡ v̂ where v̂ is a
(normalised) eigenvector of A with associated eigenvalue λ > 0, and also suppose
that ŝ(t) ≡ ±v̂. Then ĝ(p(t)) ≡ v̂, and the differential equations for p̂ and ŝ

1By this we shall mean stopping to decrease either in finite or infinite time. i.e. it can both
describe the asymptotic limit of a solution or the limit of a local solution.
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(shown in section 2) are clearly satisfied. Using expression (5), the norm of s
takes the form

‖s(t)‖ = ‖s0‖e∓t,

and thus the norm of p is

‖p‖(t) = ‖p0‖+ (−1± β)‖s0‖(e∓t − 1).

Hence, taking the minimum at hand as the zero vector, if a solution from this
family starting at a non-equilibrium point reaches the minimum, it does it at
time

t∗ = ∓ log(1 +
1

1∓ β

‖p0‖
‖s0‖

).

Let us analyse the solutions separately.

When ŝ(t) ≡ v̂ (the search direction constantly points opposite to the nega-
tive gradient) the expression inside the logarithm can either be negative, zero,
or positive and smaller to one, depending on the relation between ‖p0‖ and
(1∓β)‖s0‖. This means that, fixing ‖p0‖, if the norm of the initial search direc-
tion is sufficiently small, ‖s0‖ < ‖p0‖/(β − 1), the trajectory p(t) never reaches
the minimum. It asymptotically converges to p∗ = (‖p0‖ + (1 − β)‖s0‖)v̄. If
‖s0‖ = ‖p0‖/(β−1) then the trajectory asymptotically reaches the minimum (as
an equilibrium point), and if ‖s0‖ > ‖p0‖/(β−1) the initial search direction has
enough strength so that the minimum is attained in finite time. In the latter,
there is no global solution but a local solution whose time domain ends at t∗,

with norm for the search direction equal to ‖s0‖+ ‖p0‖
1−β (> 0).

In the case when the search direction is constantly pointing in the same direc-
tion as the negative gradient, one should expect not to end in any point distinct
from the minimum. In fact, from the expression for t∗, it is easy to conclude
that the minimum is always attained in finite time thus providing local solutions
to the initial boundary problem (4).

Note that these solutions are valid for any eigenvector v̂ with non-zero eigen-
value. Therefore, if the matrix A has at least two identical non-zero eigenvalues,
the set of initial position and search directions that gives rise to solutions like
these is a linear subspace of dimension larger than one. This means that, for
example, for the objective function

f(p) = p′ · p =

d
∑

i=1

p2i

the solutions constructed above are valid for any vector v̂ ∈ R
d. In fact, the

only requirement used before was that v̂ is an eigenvector with non-zero eigen-
value of the matrix A. Therefore, if the gradient of an objective function is
such that ĝ(p) = Ap/‖Ap‖ for A a symmetric, non-negative definite matrix, the
trajectories above are also solution to its associated initial value problem (4).
For instance, one can choose d = 2 and A = I thus obtaining solutions to the
optimisation problem for differentiable surfaces of revolution.
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Note also that, for d = 1, the existence of the solutions from example 3.4
do not contradict the Poincaré?Bendixsson theorem 2 since by section 3.2, all
points p can be equilibrium points.

Despite the existence of solutions of type ii) may concern the user of the opti-
misation method, they are an exception rather than the rule. They can occur in
problems which look one dimensional, and where the search direction is strate-
gically chosen pointing similarly to the direction of the gradient. This could
occur for instance, when a twice differentiable function f has a much higher
directional second derivative than the rest (in the directions of the remaining
d− 1 vectors of the base of Rd). This would make the function look like a nar-
row alley in this direction, which could stop the search direction from twisting
towards the minimum. Therefore, when close enough to the minimum, choosing
the initial unitary search direction similar to the unitary negative gradient is a
sensible choice. Furthermore, results from (limited-scope) simulations have not
shown the existence of solutions of type ii) other than those constructed above.

The solutions of types i) and ii) shown above are useful not only for the
theoretical study of the stability of a local minimum but also for having a way
to check whether numerical algorithms are following the solutions to the ODE
system (4) or not. Once this check for consistency has been made, the algorithm
should prevent these cases from happening. A valid possibility is to add an extra
dimension to the problem, setting its coordinate value close to zero.

Let us know go into the possibility (or not) of having solutions of type iii). By
classic theory of dynamical systems, for a solution to tend to a limiting cycle it is
necessary that the limit cycle itself is a solution to the dynamical system. Since
f(p(t)) is non-increasing for trajectories p(t) in V , if such a limit cycle existed
it would have to correspond to a solution to the system whose p(t) component
would satisfy that f(p(t)) ≡ c, where c ∈ R

+. i.e. p(t) would be a level set of f .
However, from 10 this would imply that the s component of the solution would
have to be null. Hence, the limit cycle would consist, only, of equilibrium points.
But such a set cannot be a solution to the initial value problem (4). Classic
theory of dynamical systems therefore concludes that there are no solutions
of type iii). Nonetheless, this theory applies when the equilibrium points are
all isolated, which is not the case here. Solutions of type iii) asymptotically
converging to a set comprising a level set in the p component and the null
vector in the s component could, a priori, exist. No proof has been obtained
to prove the non-existence of these solutions, but simulations performed on the
function f(p) = p′p suggest they do not exist (if these solutions existed, one
would expect to find examples of them for this function).

4 Simulations

The simulations performed here have had to following two main objectives:

1. Check the performance of standard numerical methods for the solution

2For this theorem and its details we refer the reader to any classic book on non-linear
dynamical systems such as [7].
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to ODEs and select the ones that perform best, in terms of number of
iterations, number of function evaluations and robustness, for a given tol-
erance.

2. Given those methods that perform best in the previous sense, attempt
to find values of the parameters α and β that make them more reliable
regarding the three characteristics mentioned in the previous objective.

4.1 Set up

The algorithm that has been applied to each of the standard numerical methods
tested here (mentioned below) is an iterative method which terminates the iter-
ations by one of the following three conditions: i) value of the norm of gradient
below a tolerance which has been fixed to 10−5; ii) number of iterations greater
than a certain value fixed to 5 ·104 ; and iii) the search direction points towards
a direction in which the norm of the gradient does not decrease.

Note that condition i) can only be set safely when the code includes a way to
avoid one-dimensional potentially problematic situations as those mentioned in
3.3. The algorithm also includes an adaptive time step-size. Two basic strategies
to adapt this step have been tested (for a given iteration): double the step-size
if possible (in the sense of the three conditions from previous paragraph) or stay
as it has been left from the previous iteration. After this, if the new value for the
solution does not meet the conditions above, divide by two the time step-size
until they are met or until the step reaches a lower bound (set to 2−50). From
now on, h = 2 and h = 1 shall denote the two basic strategies.

The initial search direction has been set to be the negative unitary gradi-
ent at the initial point, which is varied depending on the function. The search
direction has been chosen to be so not because it is (or not) the best initial
value but because in an application in which little or nothing is known about
the objective function and its minima, the negative

The algorithm has been written in Matlab R2011b and the standard numer-
ical methods to which it has been applied have been are the following. Implicit
schemes: trapezoidal rule and implicit midpoint (we shall refer to them as Trap
and RKimp). Both have been implemented using Newton’s method and fixed
point iteration; Three-stage explicit RK of order 3: Kutta and Nystrom (RKkut
and RKnyst); Classic fourth order RK; Adam-Bashforth 2 (AB2); Two mod-
ified explicit versions of Euler’s method.3 Implicit methods are important for
this application due to ODE-based optimisation problems tend to be stiff close
to the minima. The codes based on Newton’s algorithm have proved to be far
more attractive than those based on fixed point iteration. For a detail descrip-
tion and implementation of these methods the reader is referred to [4], [5] and
[8]. In an initial test the two schemes based on Euler’s method and the Classic
fourth order RK have been discarded for being too slow on iterations or two
expensive, respectively. The rest have been applied to De Jong’s function 1 and

3Note that the objective functions considered in the simulations are smooth and thus all
these schemes attain the maximum order they can attain.
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Rosenbrock’s valley (for these and more objective functions see [10]).

The standard ODE solvers from Matlab R2011b have also been tested, being
ode15s the one that has performed best. However its results are not included
here since the adaptive step-size algorithm that it includes, together with its
stopping conditions make that its solutions quickly miss the minimum.

The values of the parameters have been varied in the following way: α
has been tested from 0.05 to 3.005, in a uniform partition of 16 elements
and β has been tested from 1.05 to 5.05, in a uniform partition of 26 ele-
ments. These partitions provide a grid of the α − β plane of 375 elements
from which the best 40 have been used to build the tables included in this
section. The computational cost has been calculated by the simplistic formula
cost= Neval1 +

√
d · Neval2 + d · Neval3, where Neval1 is the number of one

dimensional function evaluations, Neval2 is the number of d−dimensional vec-
tor form function evaluations, and Nheval is the number of d× d matrix form
function evaluations. Regarding the Jacobian of the ODE system, partial use of
Newton-Raphson has been tested but it has not happened to be applicable for
the examples.

The methods implemented here have been compared to the three stan-
dard optimisation methods mentioned in section 1: steepest descent (denoted
by Steep), conjugate gradient (Conj) and the popular Quasi-Newton algorithm
BFGS (L-BFGS shall be used for high dimensions). Polynomial line search and
Wolfe conditions are used in their codes for the adaptive size of the search di-
rection (see [9], [6] and [11] for more details about them).

4.2 De Jong’s function 1

The objective function to be optimised is

f(p) =

d
∑

i=1

p2i ,

whose local minimum is clearly the null vector. The initial positions have been
chosen to be p0 = 2 · ones(d, 1) (in Matlab notation) and p0 = 2000 · ones(d, 1),
in order to test initial values close and far from the minimum. The dimen-
sions tested were 2, 5, 10, 50, 100, 500, 1000, 5000, 104, 105, although the support-
ing material may not include data from all of them (the analysis is, of course,
based on all of them).

The first observation regarding the numerical schemes to be used in this ex-
ample is that explicit methods perform well enough compared to implicit ones,
but the latter are much more expensive. Therefore, they shall not be included
in this example. The schemes to be considered are AB2, RKnyst and RKkut.
Roughly speaking, for small and medium dimensions, RKkut is the most effi-
cient in terms of iterations but the one that fails the most (because of exceeding
the maximum number of iterations); RKnyst is a little less attractive in itera-
tions and cost but much more reliable; and AB2 is less efficient than the other
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two in terms of iterations but it is the cheapest computationally speaking, and
it almost never fails to converge within the tolerance threshold. Therefore, if the
number of iterations is considered the most important issue, RKkut seems to
be the method to use. For medium-high dimensions (d ≥ 1000) the number of
iterations required by AB2 starts to be much more competitive in comparison
to RKkut than for low dimensions. Furthermore, it does it with a much lower
computational cost, reason why it is the preferred method for these dimensions
(in addition to the more robustness it shows). It is important to note that the
initial position plays a role similar to the dimension. Hence, AB2 is especially
adequate for initial positions far away from the minimum.

The performance of the methods is clearly affected by the parameter h.
When h = 2 the number of iterations of every method is considerably reduced
(the higher the dimension the more important the reduction). However, the
computational cost is increased (since doubling the time step size is more likely
to make the algorithm fail than leaving it unchanged). This extra cost is worth
it for AB2 in all cases except when the initial position is chosen close to the
minimum and the dimension is smaller or equal to 50. Given the almost always
clear improvement produced by h = 2 on the number of iterations, a new code
using h = 4 (i.e. doubling the time step size twice at the beginning of each
iteration) was tested, but it only increased the computational cost.

Gathering all these characteristics together it is suggested that, if the most
important aspect to consider is the number of iterations (whilst being sensible
about the cost and possibility of failures), RKkut with h = 2 is the method to
be used if d < 1000, and AB2 with h = 2 for d ≥ 1000. If the computational
cost is more important, AB2 with h = 1 is more appropriate for d < 50 and
initial position close to the minimum. If not, use AB2 with h = 2.

As the dimension increases and/or the further the initial point is to the
minimum, the more attractive this scheme (AB2 h = 2) becomes in comparison
with the three popular optimisation methods mentioned in previous section.
It is remarkable that for high dimensions the number of iterations and the
computational cost of AB2 h = 2 make it considerably better them. This can
be seen in tables 1 and 2.

Method
d = 104 d = 105

numit feval numit feval
AB2(min, mean, max) (9, 11.8, 13) (940, 1228, 1348) (10, 13.5, 15) (3206, 4307, 4797)

Steep 3 408 7 2546
Conj 5 2222 3 5393
BFGS 4 509 12 4136
L-BFGS 2 1010 7 7931

Table 1: Number of iterations and effective function evaluations for the initial point

p0 = 2 · ones(d, 1) (AB2 h = 2 is shown here).

The superiority of AB2 h = 2 when p0 = 2000 · ones(d, 1), both in cost and
iterations, is clear. It not only justifies the statement at the introduction about
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Figure 1: Number of iterations for each combination of α andβ for AB2 h = 2, d = 105

and p0 = 2000 · ones(d, 1).

the good performance of the method for simple functions, but it suggests that
the method is particularly good for high dimensions or distant points to the
minimum.

Method
d = 104 d = 105

numit feval numit feval
AB2(min,mean,max) (17 ,20.6 , 22) (1768 ,2132 ,2274) (16 ,20.6 ,23) (5126 ,6599 ,7350)

Steep 2001 204204 6326 2013427
Conj F* F* F* F*
BFGS 3924 400349 12406 3948251
L-BFGS F* F* F* F*

Table 2: Number of iterations and effective function evaluations for the initial point

p0 = 2000 · ones(d, 1) (AB2 h = 2 is shown here).

Regarding the values of the parameters α and β to be used, these algorithms
do not shed much light. The graphs of (α, β) against iterations (or computa-
tional cost) for AB2 h = 2 tend to be more clustered the smaller the dimension
is, as figure 1 shows.

However, for RKkut this is not the case (and neither it is for AB2 h = 1).
Figure 2 clearly suggest to choose values of β larger than 3− 3.5.
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Figure 2: Number of iterations for each combination of α andβ for RKkut h = 2,

d = 2 and p0 = 2 · ones(d, 1).

Furthermore, the few failures observed for the methods mentioned above
have happened for the value β = 1.05. Although the graphs obtained for this
example do not totally agree with those of the next, the final sets proposed for
α and β shall include considerations from both examples.

4.3 Rosenbrock’s Valley

The objective function to be optimised is

f(p) =

d−1
∑

i=1

(1− pi)
2 + 100(pi+1 − p2i )

2,

which has a local minimum at ones(d, 1). The initial positions have been chosen
to be p0 = zeros(d, 1) and p0 = −ones(d, 1), in order to test initial values in
the valley of the function and another one which starts further away but in a
steeper area. The dimensions tested were 2, 5, 10, 50.

Unlike in the previous example, AB2 does not perform well for this function.
Instead, the three-stage explicit RK have happened to be the best among the
explicit schemes. Within the implicit methods, RKimp performs best for h = 1
whilst the trapezoidal rule is best for h = 2. However, the results obtained by

18



the latter are considerably worse than those for the former, in terms of iterations
and function evaluations. The explicit schemes do not show this dichotomy: the
number of iterations and the cost of RKnyst are always smaller than those of
RKkut (more difference as the dimension grows). The fact that the problem
is stiff close to the minimum justifies that the implicit schemes perform better
than RKnyst. Nevertheless, their computational cost is too high to make them
competitive and hence RKnyst is the method chosen for this example.

For dimension 50 and in comparison to the two methods Conj and BFGS4,
RKnyst has been competitive, or even better (especially against Conj), in both
number of iterations and computational cost (the lower the dimension the worse
RKnyst has been compared to these two methods). Tables 3 and 4 justify the
previous and make clear the reduction obtained by the use of h = 2.

Method numit feval
RKnyst, h=1 (min, mean, max) (1152, 1766, 2075) (25930, 39558, 46448)
RKnyst, h=2 (min, mean, max) (258,740,1475) (9948,27962,55409)

Conj 792 9806
BFGS 730 8646

Table 3: Number of iterations and effective function evaluations for the initial point

p0 = zeros(d, 1).

The tables also show that this reduction is made over some and not all the
combinations of α and beta (the maxima for the number of function evaluations
increases).

Method numit feval
RKnyst, h=1 (min, mean, max) (847, 1914, 2212) (19200, 42859, 49476)
RKnyst, h=2 (min, mean, max) (291, 741, 1551) (11165, 27987, 58278)

Conj 870 11065
BFGS 359 4391

Table 4: Number of iterations and effective function evaluations for the initial point
p0 = −ones(d, 1)

Despite of behaving similarly to Conj and BFGS, the method RKnyst shows
an important disadvantage: for dimensions 10 and 50 it fails in many occasions.
It does it for around 70 and 220 combinations of α and β when h = 1 and
around 30 and 150 combinations when h = 2. The positive side of it is that
the failures come from exceeding the maximum number of iterations (and not
from stepping in the wrong direction) and some values of α and β for which
this does not happen are always distributed in a clear area of their grid. Figure
3 shows the combinations of the parameters for which there are failures for the
case RKnyst h = 2, d = 50 and p0 = zeros(d, 1).

4Steep is not used in this example as its bad behaviour for this function is well known.
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Figure 3: Number of failures of each combination of α and β for RKnyst h = 2, d = 50

and p0 = zeros(d, 1).

Figure 4 reflects that the region of the α − β plane delimited by the main
diagonal (in matrix vocabulary, if the floor is considered as a matrix), is quite
unstable as it either lacks of points (failures), has very large values or it possibly
has the lowest.

The analysis of the influence of the parameters on the computational cost
and on the number of iterations has been performed for different points and dis-
tinct values of h (giving more importance to dimension 50),. From this analysis,
it has been concluded that two regions seem to be relatively good for different
reasons: the set A = [2.5, 3]×[2, 2.5] and the set B = [1, 1.5]×[4, 5]. The former is
often surrounded by points showing large values of iterations but, nevertheless,
it always seems to have a low number of iterations (despite the (α, β) combina-
tions with least number of them are never in this set). Set B seems to be stable
in this sense too, but it is normally associated with relatively high number of
iterations and computational cost. Nonetheless, it is rare to find (α, β) combi-
nations with extremely high iterations close to it.

A different reason to choose A over B is the typical behaviour of the (α, β)
combinations for the implicit schemes. Figure 5 shows that the value of the it-
erations for B are in fact among the highest.

This, together with the analysis for previous example, allows us to suggest to
take values of α and β in A as a first, but not necessarily right, choice (perhaps
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Figure 4: Number of iterations for each combination of α andβ for RKnyst h = 2,

d = 10 and p0 = −ones(d, 1).

the analysis shows what values not to choose). However, the results presented
here are very limited, and there are no totally clear patterns on the optimal
values for α and β (if they were to exist), so further investigation is necessary
in order to more firmly suggest a potentially optimal set of values for the pa-
rameters.

21



0
0.5

1
1.5

2
2.5

3

1

2

3

4

5

120

140

160

180

200

220

240

260

280

300

alphabeta

numit
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d = 2 and p0 = zeros(d, 1).

4.4 Other simulations. Limit cycles

The possibility of finding trajectories which tend to level sets as mentioned in
section 3.3 is questioned by the results of simulations. Tests have been performed
for De Jong function 1 for dimensions 2, 4, 8 choosing a number of initial search
directions in the following way: for d = 2 each coordinate has taken the values
10−3, 10−2, 10−1, 1, 2, 5, 10, 50; for d = 4 each coordinate has been given the val-
ues 10−3, 10−1, 2, 5, 10; and for d = 8 the values 10−2, 2, 10. Therefore, 64, 125
and 6561 initial search directions have been tested (respectively for each dimen-
sion) starting from the positions p0 = 0.5 · ones(d, 1) and p0 = 2 · ones(d, 1). No
indication of a trajectory tending to anything else than the minimum has been
found (except for those trajectories mentioned in example 3.4).
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